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Kubernetes KEP Feature Coverage
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Kubernetes KEP Implementation Matrix
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tan

R

imple
menta
ble /
beta

imple
mente
d/

stabl

imple
menta
ble /
beta

imple
menta
ble /
beta

imple
menta
ble /
alpha

imple
menta
ble /
alpha

Alph
a/

Beta
/ GA

v1.3
5/
v1.3
7/
v1.3

v1.2
7/
v1.3
3/
v1.3

v1.3
5/

v1.3
6/-

v1.3
6/
v1.3
7/
v1.3

v1.3
7/
v1.3
8/
v1.3

v1.3
7/
v1.3
9/

Feature gate

VolumeLimitSca
ling

InPlacePodVert
icalScaling,
InPlacePodVert
icalScalingAll
ocatedStatus

InPlacePodLeve
LResourcesVert
icalScaling,
PodLeve lResour
ces

PodLeve lResour
ces,
PodLevelResour
ceManagers

InPlacePodVert
icalScalingExc
LusiveCPUs

DownwardAPIAss
ignedResources

=

18

KL /11t

Cluster Autoscaler &1} CSI
volume attach limit, ®%iN7T
T EBAEREE,

Pod /resize subresource 5
desired/allocated/actual A7
A, 3 CPU/memory [Rith
EEES

¥% in-place resize ¥ FBE| Pod-
level resources,

CPU/Memory/Topology
Manager M container scope
&% Pod scope,

ZbI2 static CPU Manager
exclusive CPUs TRt
resizeo

7EUk[E] exclusive CPUs BTRE X
B UHALANAESE .



KEP

resource-
exposure

5836-
scheduler-
preemption-
for-ippr

2371-cri-pod-
container-
stats

5394-psi-node-
conditions

4680-add-
resource-
health-to-pod-
status

2033-kubelet-
in-userns-aka-
rootless

5607-
hostnetwork-
userns

4438-
container-

SIG

sched
uling

node

node

node

node

node

node

@ oo

por
tan

por
tan

por
tan

por
tan

por
tan

por
tan

por

R

imple
menta
ble /
alpha

imple
menta
ble /
beta

imple
menta
ble /
alpha

imple
menta
ble /
beta

imple
menta
ble /
beta

imple
menta
ble /
alpha

imple
menta

Alph
a/

Beta
/ GA

v1l.4

v1.3
7/
v1l.3
8/
v1.3

v1.2
9/

v1.3
7/-

v1.3
6/

v1.3
1/
v1.3
6/
v1.3

v1.2
2/

v1.3
7/-

v1.3
5/

v1.3

7/
v1.3

Feature gate

SchedulerPreem
ptionForPodRes
ize

PodAndContaine
rStatsFromCRI

PSINodeConditi
on

ResourceHealth
Status

Kube letInUserN
amespace

UserNamespaces
HostNetworkSup
port

SidecarsRestar
tableDuringPod
Termination

19

KL /11t

scheduler /3 deferred in-place
resize TENE TR LLIE
o

kubelet stats M cAdvisor 3£
CRI, §ME metrics-server/HPA
FREETDNGI T

¥% PSI pressure #4% 5 Node
Conditions, EFAE. HEH
B R,

Device Plugin / DRA &iR#2E#
A Pod status,

kubelet LA user namespace/

rootless IRTVIE1T, BFETRE
Gl[EIESZ
HostNetwork Pod tha] &£

user namespaces, #_EESR
&7 = IRE.

AR Pod & 1EHRi8) sidecar @&
A] restart, &%k lifecycle 14
o



KEP

restart-
termination

4563-eviction-
request-api

SIG

node

&

g2 KRS
E

tan ble /
t alpha
Im  imple
por menta
tan ble /
t alpha

P1 Foundation KEPs

Alph
a/
Beta
/ GA
8/
v1l.3

Feature gate

EvictionReques

tAPI

KL /11t

¢4 eviction 153K EBMIAY API &
Ko

XL KEP BIRE, EfIFf—ESMEBRRIRKIE, EBFHIR PO EEE O EIX BRI,

KEP

624-scheduling-
framework

785-scheduler-
component-
config-api

1451-multi-
scheduling-
profiles

3521-pod-
scheduling-
readiness

4247-
queueinghint

895-pod-
topology-spread

SIG

sche
duli
ng

sche
duli
ng
sche
duli
ng
sche
duli
ng
sche
duli
ng

RS

imp Lemen
ted /
stable

imp Lemen
ted /
stable

imp Lemen
table /
beta

imp Lemen
ted /
stable

imp Lemen
ted /
stable

Alpha/
Beta /
GA

v1.16 /

v1.19

v1.19/
v1.25

v1.18/
v1.19/
v1.22

v1.26 /
v1.27/
v1.30

v1.26/
v1.32/
v1.34

Feature gate

PodSchedulin
gReadiness

SchedulerQue
ueingHints

EvenPodsSpre
ad

20

KPR /183t

kube-scheduler extension
points, f5%% DRA. gang.
queueing. preemption ZRHKHH
Eo

scheduler config hrZs 1t

—4 scheduler LI #FZ D
profile,

scheduling gates #=#! Pod {a]BY
HNEE,

plugin-specific requeue hint,

Pod §l4s#% topology domain %3
#o



KEP

3633-
matchlabelkeys-
to-podaffinity

4832-async-
preemption

5007-device-
attach-before-
pod-scheduled

5055-dra-device-
taints-and-
tolerations

4815-dra-
partitionable-
devices

4816-dra-
prioritized-Llist

5732-topology-
aware-workload-
scheduling

5229-
asynchronous-
api-calls-
during-
scheduling

853-
configurable-

SIG

sche
duli
ng
sche
duli
ng
sche
duli
ng
sche
duli
ng

sche
duli
ng

sche
duli
ng
sche
duli
ng
sche
duli
ng

sche
duli
ng

auto
scali

ng

RS

imp Lemen
ted /
stable

imp Lemen
ted /
stable

imp Lemen
table /
beta

imp Lemen
table /
beta

imp Lemen
table /
stable

imp Lemen
table /
beta

imp Lemen
table /
stable

imp Lemen
table /
beta

imp Lemen
table /
beta

imp Lemen
ted /
stable

Alpha/
Beta /
GA

v1.16 /
v1.18/
v1.19

v1.29/
v1.31/
v1.33

v1.32/
v1.33/

v1.34/
v1.36/
v1.37

v1.33/
v1.36/
v1.37

v1.33/
v1.36/

v1.33/
v1.34/
v1.36

v1.36/
v1.37/
v1.39

v1.34/

_/_/_

Feature gate

MatchLabe LKe
ysInPodAffin
ity

SchedulerAsy
ncPreemption

DRADeviceBin
dingConditio
ns

DRADeviceTai
nts,
DRADeviceTai
ntRules

DRAPartition
ableDevices

DRAPrioritiz
edList

TopologyAwar

eWorkLloadSch
eduling

Schedu lerAsy
ncAPICalls

21

FPEII /&3t

affinity/anti-affinity 2%
matchLabelKeys /
mismatchLabelKeys,

BEEDK, R scheduling
cycle PFHE,

1&# attach / readiness S {Ei# N
BEEFRRZ.

1% & 4K taints/tolerations.

EhSEEE D X% E.

AR RAIKEITEREOM IR EE
I

PodGroup / workload &

topology placement,

VAEHRE] API Bi2{ER P 1K,

HPA behavior policies.
stabilization window. scale
velocity,



KEP

hpa-scale-
velocity

2702-graduate-
hpa-api-to-GA

117-hpa-metrics-
specificity

3570-cpumanager

1769-memory-
manager

693-topology-
manager

2837-pod- Level-
resource-spec

3573-device-
plugin

4009-add-cdi -
devices-to-
device-plugin-
api

3695-pod-
resources-for-
dra

2040-kubelet-cri

SIG

auto
scali

ng

auto
scali

ng

nod

nod

nod

nod

nod

nod

nod

nod

RS

imp Lemen
ted /
stable

imp Lemen
ted /
stable

imp Lemen
ted /
stable

imp Lemen
ted /
stable

imp Lemen
ted /
stable

imp Lemen
table /
stable

imp Lemen
ted /
stable

imp Lemen
ted /
stable

imp Lemen
ted /
stable

Alpha/
Beta /
GA

-/-/
v1.23

_/_/_

v1.8/
v1.10/
v1.26

v1.21/
v1.22/
v1.32

v1.16/
v1.18/
v1.27

v1.33/
v1.34/
v1.37

v1.8/
v1.10/
v1.26

v1.28/
v1.29/
v1.31

v1.27/
v1.34/
v1.36

Feature gate

CPUManager

MemoryManage
r

TopologyMana
ger

PodLevelReso
urces

DevicePlugin
s

DevicePlugin
CDIDevices

Kube letPodRe
sourcesDynam
i cResource

22

FPEII /&3t

HPA v2 API GA.

custom/external metrics label
selector,

Guaranteed workload #J cpuset
Al

NUMA-aware memory
allocation,

;L2 CPU/memory/device
hints.

Pod-level resource spec, &
pod-scope resource managers
89 API g1,

RIRE AN APl

device plugin iz[g] CDI devices,

PodResources APl €22 DRA
allocation,

kubelet/runtime i&d CRI fi#58,



KEP

2221-remove-
dockershim

585-runtime-
class

753-sidecar-
containers

127-user-
namespaces

2413-seccomp-hy-

default

2862-fine-

grained-kubelet-

authz

2254-cgroup-v2

T127-resource-

metrics-endpoint

4205-psi-metric

SIG

nod

nod

nod

nod

nod

nod

nod

nod

nod

nod

RS

imp Lemen
table /
beta

imp Lemen
ted /
stable

imp Lemen
ted /
stable

imp Lemen
ted /
stable

imp Lemen
ted /
stable

imp Lemen
table /
stable

impLemen
table /
stable

imp Lemen
table /
stable

imp Lemen
ted /
stable

imp Lemen
ted /
stable

Alpha/
Beta /
GA

v1.5/
v1.23/

_/_/_

v1.12/
v1.14/
v1.20

v1.28/
v1.29/
v1.33

v1.25/
v1.35/
v1.36

v1.22/
v1.25/
v1.27

v1.32/
v1.33/
v1.36

v1.18/
v1.22/
v1.25

v1.14/

v1.29

v1.33/
v1.34/
v1.36

Feature gate

RuntimeClass

SidecarConta
iners

UserNamespac
esSupport

SeccompDefau
Lt

Kube letFineG
rainedAuthz

Kube letPSI

NodeDeclared
Features

23

FPEII /&3t

kubelet #FRAE dockershim,

Pod 1%3#% runtime handler,

FH restartable init container &
sidecar lifecycle,

Pod user namespace fR&.

ERIAB F seccomp runtime
default,

kubelet AP 4B EE3ZHY,

cgroup v2 EMAEIRITH,

oy

kubelet /metrics/resource 2%

A,

kubelet #&& PSI metrics,

TRERES, HIFE/fEHERE



KEP SIG K&
5328-node- imp Lemen
declared- table /
features stable

prandii e

ARIRARAYR) R

Alpha/
Beta /
GA

v1.35/
v1.36/
v1.37

7+ 4 gang scheduling A2 E:@ Pod PATI#E

7t4 DRA FEZE structured parameters

HPA A+ AFEE tolerance. owner filtering.

fallback

/resize A+ 4E#k desired/allocated/actual

kubelet/CRI/resource managers/& < /]340

(CIPES:=

scheduler framework. queue. preemption B

JERIEE

[EEHEERRLN

Feature gate X /&1t

ik

kubernetes-workload-gang-scheduling-design

kubernetes-dra-design-deep-dive

kubernetes-hpa-autoscaling-design

kubernetes-in-place-pod-resize-design

kubernetes-node-runtime-observability-

security-design

kubernetes-scheduler-core-design

1. ¥ KEP B NZRTIRY, HIIEH status. stage. latest-milestone. Alpha/Beta/GA milestones #

feature gate,

2. implementable + stable AE&IFRTF metadata E4% implemented; FELLE KEP

implementation history # release
3. provisional #1 withdrawn RN4E

= ap

I“Be

note.

BE, RBRTFRITRERR.

4. Z— KEP B Z 4 SIG, 5180 DRA 1 autoscaler, BIEXMMNI&1T 1B 55k BEIAR,

24



Kubernetes KEPs Design Tracking

XTUE KEP I&ITARIBERR, IRESTEEKAER. BEEMIZITAKEE W src-kubernetes-keps-design-
tracking; % feature &HEEZFEFEN kubernetes-keps-feature-coverage; &~ KEP B9 Alpha/Beta/
GA. BEXI. feature gates MIXELINERIZ I kubernetes-keps-implementation-matrix.

EAB I

. 5c3% SIG % KEP,

- BE fX HMERTHRIGITL.

- AR BT AECREREEERMRE:

- PO: JEHRJEER. B5 SIG ®MAA. =5 AlI/HPC/GPU/F& TizadEx,
- P1: REEMILIT, EEENERFNIRIE XM,

- P2: [ASE. IBWETEINTE.

BEIRIT XA FE

IR

kubernetes-keps-

feature-coverage

kubernetes-keps-

implementation-

matrix

kubernetes-
scheduler-core-

design

kubernetes-
workload-gang-

scheduling-
design

kubernetes-dra-

design-deep-dive

kubernetes-hpa-

autoscaling-
design

B= KEP

all PO/P1 groups

all PO/P1 KEPs

624,785, 1451, 3521,

4247, 6132, 5598,
895, 4832

4671, 5710, 6012,
6089, 5732

4381, 3063, 5007,
5075, 4815, 4816,
5055

4951, 2021, 5679,
1610, 5325, 5030

|

[O% “EIETHLE feature” , IREFHIRITATIEH
scheduling / autoscaling / node 9B ZRE

ZEA KEP JBER status. stage. Alpha/Beta/GA
milestones. feature gate. @& FMAXELIERR,

Scheduler framework. profiles. queue/requeue.
topology placement. async preemption FIEE4EER
FE,

Workload / PodGroup API. gang scheduling.
workload-aware preemption. topology-aware
workload scheduling #1 controller API building blocks,

DRA structured parameters. ResourceSlice/
ResourceClaim. scheduler plugin. kubelet plugin.
CDI. autoscaler FI##IRMFNIZEY B KEP,

HPA tolerance. container resource metrics. pod
selection accuracy. scale from zero. external metric
fallback #0 attach-limit autoscaler,

25



IR & KEP =

kubernetes-in- Pod /resize subresource. desired/allocated/actuated/
_ 1287, 5419, 5526, i ,
place-pod-resize- actual 3k, Pod-level resources. static CPU
: 5554, 6122, 5836 - _
design manager. scheduler preemption for deferred resize,

kubernetes-node- = 2040, 2221, 585,

kubelet/CRI. resource managers. sidecar lifecycle.

runtime- 3570, 1769, 693, 753,
. user namespace/rootless kubelet. CRI stats. PSI#0
observability- 127,2033, 2371,

] i resource health,
security-design 5394, 4680

SIG Scheduling

PO J&EEXIZ1T4%
i
PAES KEP K/ BEE A WAES 7
&
implementa A Workload/PodGroup FiA%4H Pod JAE,
workloa = 4671-gang- - . ; L
) ble/beta/ @ fER minCount. A%, FAKAIITIE. PO
d/gang  scheduling . N .
v1.37 preemption. binding F1Z&K[E)R,
implementa
workloa = 5710-workload- P 85 ME Pod ¥ BE workload £k, #ERSMIk
) ble / beta / . — PO
d/gang  aware-preemption 137 & gang A RN ERBIAEIT.
vl
workloa = 6012-composite implementa
P ) ble/alpha/ FiA4A& PodGroup, iE&Z4AAH workload, PO
d/gang  podgroup-api
v1.37
implementa )
workloa = 6089-was- Workload Aware Scheduling controller API,
) ble /alpha/ . . PO
d/gang  controller-apis 137 44 controller & workload-aware JAERZ.
vl
6132- implementa
A blep/ oeta | TEPOO N activeQ BB hint HEFHHRER
ueu ueueing-
| prequetieing IRARIE.
hints v1.37
5598- implementa
queue  opportunistic- ble/beta/ HMENAEN=, BEEEITE, REET. PO
batching v1.37
PO

26



£ DRA node allocatable, Z#EAENASH

AE, THRMEERIZER

ResourceClaim z#F workload &{EMH,

Zig&EHZ[FE— consumable capacitys

IRERDH, REAZKEHEIR,

MigERBIEIRERIN LR, R driver B

scheduler &2 in-place pod resize 5| & E IR

PAWSE S

scheduler plugin #" B =1k
&, 2REFEHEE KEP BIK
o

versioned scheduler

VaES KEP RS /M RITAR
DRA 5075-dra- implementa
, P DRA SZH¥ AT M %
scheduli  consumable- ble / beta/ i
ng capacity v1.37 °
DRA 5517-dra-node- implementa
scheduli allocatable- ble /alpha/ -
ng resources v1.37 °
5729- .
DRA . implementa
_ | resourceclaim-
scheduli ble /beta/ N
support-for- PodGroup/gang 22X,
ng v1.37
work Loads
DRA 5941-dra-shared- implementa
scheduli = consumab le- ble /alpha/
ng capacity v1.37
DRA 5963-device- implementa
scheduli = compatibility- ble /alpha/
ng groups v1.37
DRA 6080-dra- . ¥
. . provisiona
scheduli = derived-
) alpha/v1.37 MREF—H,
ng attributes
resize/ 5836-scheduler-  implementa
reem reemption-for-  ble/alpha
preemp | preeip falphal ecemnip s,
tion ippr v1.37
P1 &gtk
VaES KEP WS /B
framew ) implemented /
624-scheduling-framework
ork stable /v1.19
] 785-scheduler-component- implemented /
config

config-api

stable /v1.25

27

ComponentConfig,

i

4

PO

PO

PO

PO

PO

PO

i

&

P1

P1



paES

config

queue

queue

queue

queue

topolog
y

topolog
y

topolog
y

topolog
y

topolog
y

affinity

affinity

scoring

preempt
ion

KEP

1451-multi-scheduling-
profiles

3521-pod-scheduling-
readiness

4247-queueinghint

5142-pop-backoffqg-when-
activeqg-empty

5501-reflect-preenqueue-
rejections-in-pod-status
895-pod-topology-spread
1258-default-pod-topology-
spread

3022-min-domains-in-pod-
topology-spread

3094-pod-topology-spread-
considering-taints

3243-respect-pod-topology-
spread-after-rolling-
upgrades

2249-pod-affinity-
namespace-selector

3633-matchlabelkeys-to-
podaffinity

2458-node-resource-score-
strategy

4832-async-preemption

K&/ e

implementable
/ beta /v1.19

implemented /

stable /v1.30

implemented /
stable /v1.34

implementable
/beta/v1.33

implementable
/ beta /v1.35

implemented /
stable /v1.19

implementable
/ stable /v1.24

implemented /
stable /v1.30

implemented /

stable /v1.33

implementable
/ beta /v1.34

implementable
/ stable /v1.24

implemented /
stable /v1.33

implementable
/ beta /v1.22

implementable
/ beta /v1.33

28

RITAE

— scheduler £ 3FZ D
profile,

scheduling gates 1=l Pod &
BHNEE,

plugin-specific
QueueingHint, /TR
requeue,

activeQ Z=RHZ RN IE
backoffQ,

PreEnqueue LR EH N
Pod status,

Pod Rt EMILIT.

EINRFN D R RS,
PodTopologySpread &)\
domain,

skew ITEZEE taints/

tolerations,

rolling upgrade E#4:EE
spread.

Pod affinity 2#¥ namespace
selector,

affinity/anti-affinity S23%
matchLabelKeys,

TRAFITDREARE,

S 1k preemptions

i

4

P1

P1

P1

P1

P1

P1

P1

P1

P1

P1

P1

P1

P1

P1



paES

preempt
jon

DRA
scheduli

ng

DRA
scheduli
ng

DRA
scheduli
ng

DRA
scheduli
ng

DRA
scheduli
ng

DRA
scheduli
ng

DRA
scheduli
ng
placeme
nt

schedul
er/API

KEP

5278-nominated-node-name-
for-expectation

5007-device-attach-before-
pod-scheduled

5004-dra-extended-resource

5055-dra-device-taints-and-

tolerations

4815-dra-partitionable-
devices

4816-dra-prioritized-list

5234-dra-resourceslice-
mixins

5491-dra- List-types-for-
attributes

5732-topology-aware-
workload-scheduling

5229-asynchronous-api -
calls-during-scheduling

K&/ e

implementable
/ beta /v1.35

implementable
/ beta /v1.36

implementable
/ stable /v1.37

implementable
/ stable /v1.37

implementable
/beta /v1.36

implementable
/ stable /v1.36

implementable
/alpha/v1.34

implementable
/alpha /v1.37

implementable
/ beta /v1.37

implementable
/ beta /v1.34

29

RITAE

I%E& nominated node HAEER

Ko

RERBEFMFHENFAERZ,

Extended resources i&@¥ DRA
driver &bE,

1§ &4k taints/tolerations,

A2 X%

REBRMIREET IR,

ResourceSlice mixins,

DRA B1%E3#¥ list 388,

workload ZRIBFNEENEE,

VAEHRE] AP IERR T K.

i

4

P1

P1

P1

P1

P1

P1

P1

P1

P1



P2 [SEF4h7E

PAES

extender

priority

priority

preempt
jon

job

pod

taint

taint

daemon
set

quota

quota

score

historica
|

historica
|

KEP

1819-scheduler-
extender

268-priority-
preemption

902-non-preempting-
priorityclass

3280-guarantee-pdb-
when-preemption-
happens

2926-job-mutable-
scheduling-directives

3838-pod-mutable-
scheduling-directives

382-taint-node-by-
condition

3902-decoupled-taint-
manager

548-schedule-
daemonset-pods

986-resource-quota-
scope-selectors

2372-node- Labels-quota

964-binpacking-
priority

583-coscheduling

5832-decouple-
podgroup-api

W& /B
implemented /
stable /v1.19

implementable
/ alpha

implemented /

stable /v1.24

implementable
/alpha/v1.27

implemented /
stable /v1.27

implementable
/ stable /v1.30

implemented /
stable

implemented /
stable /v1.34

implemented /
stable

implemented /
stable

provisional

implementable
/ alpha

provisional

implementable
/ alpha/v1.36

30

RITHE

HTTP extender A BER.

Priority/preemption EhtiZ%,

SILARERIE S,

18 YR PDB,

Job scheduling directives AJ %%,

Pod scheduling directives AJ %%,

Node condition taint.

TaintManager M

NodelLifecycleController fi#58,

DaemonSet pods 3344
scheduler.

ResourceQuota scope selectors,

ET node labels Y
ResourceQuota,

RequestedToCapacityRatio 4%
extended resource binpacking.

gang scheduling B &,

PodGroup API fi#f8,

Lok
&

P2

P2

P2

P2

P2

P2

P2

P2

P2

P2

P2

P2



PAES

config

placeme
nt

DRA
scheduli

ng

KEP

R [ e

implementable

2891-simplified-config

5471-enable-sla-based-

scheduling

5027-dra-admin-
controlled-device-
attributes

SIG Autoscaling

VA
HPA
behavior
HPA

behavior

HPA API

metrics

metrics

metrics

scale
from zero

failure
policy

cluster
autoscale
r

KEP

4951-configurable-
hpa-tolerance

853-configurable-
hpa-scale-velocity

2702-graduate-hpa-
api-to-GA

1610-container-
resource-
autoscaling

117-hpa-metrics-
specificity

5325-hpa-pod-
selection-accuracy

2021-scale-from-
zero

5679-external-
metric-fallback

5030-attach-Llimit-
autoscaler

/ beta /v1.23
implementable

/ alpha/v1.35

provisional /
alpha/v1.33

R /B
implementable
/ stable /v1.37

implemented /
stable

implemented /

stable /v1.23

implemented /
stable /v1.30

implemented /
stable

implementable
/v1.35

implementable
/beta /v1.37

implementable
/alpha /v1.36

implementable
/beta /v1.37

31

RITHE

scheduler config f&jft.

threshold-based placement,

BESIEHIRER M,

WITARE

per-HPA / per-direction tolerance, &
B 10% i34,

HPA behavior policies. stabilization

window. scale up/down velocity,

HPA v2 API GA.

container-level resource metrics, f#
AR sidecar BB E B 2815

custom/external metrics label
selector,

B AR HPA Pod selection, # %%
ZI3E target Pod #8#T.

HPA EF object/external metrics M 0
EllpiN= s

SMERFEARRIMEY fallback, FFME

metrics adapter #FEFZM,

CSl volume attach limit # X\ Cluster
Autoscaler #1IE,

Lk
R

P2

P2

P2

R
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P1

P1
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P1

PO
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PO
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SIG Node

PO JEEKIZ T4
nHE KEP
DRA/ 4381-dra-structured-
device  parameters
DRA/ 3063-dynamic-resource-
device  allocation
DRA/ 4817-resource-claim-
device  device-status
DRA/ 5304-dra-attributes-
device = downward-api
DRA/ 5677-dra-resource-
device availability-visibility
DRA/ 5945-dra-optional-node-
device  preparation
DRA/
. 6072-dra-standard-numanode
device
resize/ .
1287-in-place-update-pod-
resour
resources
ces
resize/
5419-pod- Llevel-resources-
resour .
in-place-resize
ces

R [ Bireg

implemente
d / stable/
v1.35

withdrawn /
alpha/
v1.32

implementa
ble / stable/
v1.37

implementa
ble / beta/
v1.37

implementa
ble /alpha/
v1.37

implementa
ble /alpha/
v1.37

implementa
ble / stable /
v1.37

implemente
d / stable/
v1.35

implementa
ble / beta/
v1.36

32

PSS

DRA structured parameters, EXft
opaque allocation 8%, = DRA £
5

EH#A opaque DRA controller g7
%, & autoscaler RAJHEIEF]
apiserver {Fi1RE Zxmi#El,

ResourceClaim status fr/EHI&EE
I%\O

DRA device attributes &= Pod,

DRA resource availability B] i 4,

DRA NodePrepare A%k,

DRA #5& numaNode E 15,

Pod resource requests/limits Rt
o

Pod-level resources B9 in-place
resize.

Pod-level resource managers.

%
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PO
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paES

resize/
resour
ces

resize/
resour
ces

resize/
resour
ces

observ
ability

observ
ability

observ
ability

securit
y

securit
y

lifecycl
e

lifecycl
e

KEP

5526-pod- Llevel-resource-
managers

5554-in-place-update-pod-
resources-alongside-
static-cpu-manager-policy

6122-configurable-scaling-
delay-with-pod-resource-
exposure

2371-cri-pod-container-

stats

5394-psi-node-conditions

4680-add-resource-health-
to-pod-status

2033-kubelet-in-userns-
aka-rootless

5607-hostnetwork-userns

4438-container-restart-
termination

4563-eviction-request-api

KRS/ e

implementa
ble / beta/
v1.37

implementa
ble /alpha/
v1.37

implementa
ble /alpha/
v1.37

implementa
ble / beta/
v1.37

implementa
ble /alpha/
v1.36

implementa
ble / beta/
v1.36

implementa
ble / beta/
v1.37

implementa
ble /alpha/
v1.36

implementa
ble / alpha/
v1.37

implementa
ble /alpha/
v1.37
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IRITHE

in-place resize 5 static CPU
Manager policy .

Pod resource exposure f5# scaling
delay,

CRI-full container/pod stats, /L
cAdvisor &#fi.

PSI 5 3# N\ Node Conditions.

Device Plugin/DRA resource health
B Pod status,

rootless kubelet,

HostNetwork Pod {$F8 user
namespacess

Pod £&1-HAig] sidecar restart T4,

EvictionRequest API,

=R S
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P1 Eftigite

PAES

resource
manager

resource
manager

resource
manager

resource
manager

resource
manager

resource
manager

resource
manager

resource
manager

device

device

device

runtime

runtime

runtime

KEP

3570-cpumanager

1769-memory-manager

693-topology-manager

3545-improved-multi-numa-

alignment
2837-pod- Llevel-resource-
spec

2570-memory-qos

2902-cpumanager -
distribute-cpus-policy-
option

4540-strict-cpu-
reservation

3573-device-plugin

4009-add-cdi-devices-to-
device-plugin-api

3695-pod-resources-for-
dra

2040-kubelet-cri

2221-remove-dockershim

585-runtime-class

R [ e

implemented /
stable /v1.26

implemented /
stable /v1.32

implemented /
stable /v1.27

implemented /
stable /v1.32

implementable /
stable /v1.37

implementable /

beta /v1.37

implementable /
beta /v1.33

implemented /
stable /v1.35

implemented /
stable /v1.26

implemented /
stable /v1.31

implemented /
stable /v1.36

implementable /
beta /v1.23

implemented /
stable /v1.24
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RITHE

CPU Manager cpuset 53t

Memory Manager
Topology Manager hint
Fo

CPU/Memory/Device NUMA

hint B&,

% NUMA X475 20

Pod-level resource spec,

Memory QoS with cgroup
V2,

CPUManager 938 CPU
policyo

strict CPU reservation,

Device Plugin API,

Device Plugin iR[5] CDI
devices,

PodResources APl €12 DRA

resources.

kubelet CRI z#%,

%P4 dockershim,

RuntimeClass,

R
&

P1

P1

P1

P1

P1

P1

P1

P1

P1

P1

P1

P1

P1

P1



PAES

runtime

runtime

lifecycle

lifecycle

lifecycle

lifecycle

lifecycle

security

security

security

security

security

observabil
ity

observabil
ity

KEP

4033-group-driver-
detection-over-cri

5825-cri-pagination

753-sidecar-containers

277-ephemeral-containers

2000-graceful-node-
shutdown

2712-pod-priority-based-
graceful-node-shutdown

5307-container-restart-
policy

127-user-namespaces

2413-seccomp-by-default

2862-fine-grained-
kube let-authz

2254-cgroup-v2

5573-remove-cgroup-vl

T27-resource-metrics-
endpoint

4205-psi-metric

RS [ e

implemented /
stable /v1.20

implemented /
stable /v1.37

implementable /
alpha/v1.36

implemented /
stable /v1.33

implemented /
stable /v1.25

implementable /
beta/v1.21

implementable /
beta /v1.24

implementable /
beta /v1.35

implemented /
stable /v1.36

implementable /
stable /v1.27

implementable /
stable /v1.36

implementable /
stable /v1.25

implementable /
beta /v1.35

implemented /
stable /v1.29

implemented /
stable /v1.36
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RITHE

CRI &1 cgroup driver,

CRI list streaming/
pagination,

Sidecar containers,

Ephemeral containers,

Graceful node shutdown,

Priority-based graceful
shutdown,

Container restart policy.

User namespaces.

Seccomp by default,

Kubelet AP| 4B%1 E 1S4,

cgroup v2.

P& cgroup vl

Kubelet resource metrics
endpoint,

PSI metrics.
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P1

P1

P1

P1

P1

P1

P1

P1
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VA
observabil
ity

observabil
ity

P2 %758

PAES
storage/
resource

storage/
resource

storage/
resource

storage/
resource

runtime

runtime

runtime

runtime

runtime

probe/
log

probe/
log

KEP

RS [ e

implemented /
stable /v1.35

5067-pod-generation

5328-node-declared-
features

KEP

1029-ephemeral-storage-quotas

1539-hugepages

1967-size-memory-backed-volumes

6030-dynamic-resize-of-memory-
backed-volumes

1547-bui lding-kubelet-without-
docker

4216-image-pull-per-runtime-class

4191-split-image-filesystem

4210-max- image-gc-age

5365-ImageVolume-with-image-digest

2727-grpc-probe

4939-grpc-probe-with-tls

36

RITHE

Pod generation,

implementable /

Node declared features.

stable /v1.37

RS [ BER
implementa
ble / beta

implemente
d /stable

implemente
d /stable

implementa
ble / alpha

implemente
d /stable

implementa
ble / alpha

implementa
ble / beta

implemente
d /stable

implementa
ble / alpha

implemente
d/stable

implementa
ble / alpha

RITHE

Ephemeral storage
quota,

HugePages.

memory-backed
volume size,
memory-backed

volume Bh7& resize,

Dockerless kubelet,

RuntimeClass £ EE &

HIEY,

splitimage
filesystem,

image GC max age.

ImageVolume with
digest,

gRPC probe,

gRPC probe with TLS,

V[
4

P1

P1

R
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P2

P2

P2

P2

P2

P2
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P2

P2
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PAES

probe/
log

probe/
log

probe/
log

lifecycle

lifecycle

lifecycle

lifecycle

lifecycle

security

security

security

security

security

security

security

KEP

5999-h2c-container-probes

2411-cri-container-log-rotation

3288-separate-stdout-from-stderr

3960-pod- Lifecycle-sleep-action

4818-allow-zero-value-for-sleep-
action-of-prestop-hook

4960-container-stop-signals

5532-restart-all-containers-on-
container-exits

5593-configure-the-max-
crashloopbackoff-delay

135-seccomp

24-apparmor

1898-hardened-exec

213-run-as-group

3619-supplemental-groups-policy

4265-proc-mount

5474-enable-writable-cgroups

37

WS /B
implementa
ble / alpha

implemente
d /stable

implementa
ble / alpha

implemente
d /stable

implemente
d /stable

implementa
ble / beta

implementa
ble / beta

implementa
ble / beta

implemente
d /stable

implementa
ble / stable

implementa
ble / alpha

implemente
d /stable

implemente
d /stable

implementa
ble / stable

implementa
ble / alpha

RITHE

h2c probes,

CRI log rotation,

stdout/stderr split
stream,

PreStop sleep action,

PreStop sleep zero
value,

Container stop
signals.

Restart all containers
on exitso

CrashLoopBackOff
max delay,

Seccomp GA.

AppArmor,

Harden exec against
SSRF,

RunAsGroup.

SupplementalGroups
policys

ProcMount option,

Writable cgroups.

e
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P2

P2

P2

P2
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PAES

security
node
status

node
status

node
status

node
feature

node
feature

node
config

node
config

node
config

misc

misc

misc

misc

misc

misc

KEP

5855-noexec-emptyDir

589-efficient-node-heartbeats

3085-pod-conditions-for-starting-
comp letition-of-sandbox-creation

5683-lifecycle-conditions

793-node-os-arch- labels

4742-node-topo Llogy-downward-api

281-dynamic-kubelet-configuration

3983-drop-in-configuration

4580-deprecate-kubelet-runonce

2400-node-swap

2535-ensure-secret-pulled-images

4639-oci-volume-source

5758-per-container-ulimits-
configuration

5823-pod- Level-checkpoint-restore

6035-exec-session-identity

38

WS /B
implementa
ble / alpha

implemente
d /stable

implementa
ble / stable

implementa
ble / alpha

implementa
ble / alpha

implementa
ble / beta
removed
implemente
d /stable

provisional /
alpha

implemente
d /stable

implementa
ble / beta

implemente
d /stable

implementa
ble / alpha

implementa
ble / alpha

implementa
ble / alpha

RiITAE
emptyDir mount
options,

Efficient node
heartbeat,

Pod networking ready
condition,

Node lifecycle
conditions,

OS/arch labels GA.
Node topology labels
via Downward APl,

Dynamic kubelet
config, B,

kubelet drop-in config
diro

Deprecate kubelet
runonce,

Node swap.

Ensure secret pulled
images.
OClimages as
VolumeSource,
Per-container ulimits,
Pod-level checkpoint/
restore,

Exec session identity
propagation,

e
&
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e

VaES KEP RS kg ARk %
) o implementa o
misc 6063-pod-pid-Limit Per-Pod PID limit, P2
ble / alpha

TR EH BRI

1. M prod-readiness/sig-scheduling/*.yaml. prod-readiness/sig-autoscaling/*.yaml. prod-
readiness/sig-node/*.yaml b feature gates. metrics. rollback. scalability. upgrade/
downgrade,

2. 1800 “hRASHE” : & latest-mi lestone 3t v1.35. v1.36. v1.37 BISEEK KEP 5%,

3.1Em “EBmBME" . 38 KEP # kueue. karpenter. scheduler-plugins. metrics-server.
prometheus-adapter. node-feature-discovery. k8s-gpu-device-stack 3375,

4. P2 AR EEEHMIEEM: quota/capacity governance. probe/logging. storage/resource
local capacity,
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Kubernetes

BRRAFTERE, CNCFERWINE, mRERMIRIERIZ .

AT

v1.36 (2026-04 BN %)

- FH Service.spec.externalIPs (Z&XI)
- #B& gitRepo Volume Driver

+ SELinux BARZENIR GA

- ingress-nginx iIB1&

* J¥ 0 src-k8s-v1.36-sneak-peek

FEXTH

- GitOps & f1: argocd. Flux

- BE2X1THR: K3s (&4 on-prem fif&iH5s, W src-k3s-gitops-kOrdent)
« AWM opentelemetry. Prometheus. Grafana

* AliEZE: HolmesGPT Bah&HE 2l (I src-holmesgpt-k8s-alerts)

- B AlRRA I RIPkE, (W src-ai-vulnerability-discovery)

KEP i&1T1BER

src-kubernetes-keps-design-tracking 87l Kubernetes enhancements # sig-scheduling. sig-
autoscaling. sig-node = SIG BY KEP EI2r{ kubernetes-keps-design-tracking, FAFIFELBERARIE
SIGHIRIT AR, MARRKE— “BREH" B3I,

2026-07-15 % upstream kubernetes/enhancements BIRIHT W k8s-v1.37-scheduling-node-dra-

progress. Haiv1.37 HEFLERE=A: Gang Scheduling / Topology-aware workload scheduling i#
A beta, DRA B9 ResourceClaim for workloads / Consumable Capacity/numaNode / device status 542K
#, Node fl Pod- Llevel resource managers. Memory QoS. rootless kubelet #1 Pod checkpoint/restore

UrLEHER

LENBERERIR SIG. 1&IT992E. status. stage. latest milestone. fL5CZRANEE SIG HKFHiLALA

+ SIG Scheduling — scheduler framework/config. queue/requeue. topology/affinity.
preemption. workload/gang. DRA/device-aware scheduling,

+ SIG Autoscaling — HPA API/behavior. tolerance. metrics specificity. container metrics. scale
from zero. external metrics failure handling # cluster autoscaler integration,

40



+ SIG Node — kubelet/CRI. CPU/Memory/Topology Manager. in-place resource resize. device
plugin/DRA/CDI. pod lifecycle. security/isolation #I node health,

F—1t PO IBERL E1E DRA device taints 5 partitionable devices. queueing hint / scheduler async
preemption. HPA configurable tolerance / container resource metrics / scale-to-zero. in-place pod
resize 5 sidecar containers, kubernetes-keps-implementation-matrix 218 P0/P1 #J status. Alpha/
Beta/GA. feature gates M *<FESCIERZHIAY KEP RAERE; 424 prod-readiness.yaml HAY

metrics. rollback. scalability #1 upgrade/downgrade #¥3,

BREHIRITANH feature BEIEMEMNEE RIS AL HAR

- kubernetes-keps-feature-coverage — ;L& scheduling / autoscaling / node FIEE feature B&

+ kubernetes-keps-implementation-matrix — XTLUEEREE KEP @5 3XI. & F alpha/beta/GA B
MER. feature gate FXELINERR,

+ kubernetes-scheduler-core-design — Scheduler framework. profiles. queue/requeue.

topology placement 1 async preemption,
+ kubernetes-workload-gang-scheduling-design — Workload / PodGroup. gang scheduling.

workload-aware preemption # controller API building blocks,
+ kubernetes-dra-design-deep-dive — DRA structured parameters. ResourceSlice/

ResourceClaim. scheduler/kubelet plugin #1 autoscaler FJ#EIEM,
+ kubernetes-hpa-autoscaling-design — HPA tolerance. container metrics. pod selection.

scale from zero #1 external metric fallbacks
+ kubernetes-in-place-pod-resize-design — Pod /resize. HIBEIRZSHL. Pod-level resources.

static CPU manager #1 resize-induced preemption,
+ kubernetes-node-runtime-observability-security-design — kubelet/CRI. resource managers.

sidecar lifecycle. security 1 node observability.

EES o

- gitops — FEATLARTRR

- ebpf — PIIZZR AT IRMF] L

« cloud-native-security — =R4E%Z %

+ kubernetes-keps-design-tracking — 1% SIG 93381BE: Kubernetes KEP 1&it AR
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Agent Runtime / Sandbox 457184 [

2% agent-runtime-sandbox-project-map 7 ¥ E. XHEMIER: RHEEHNZ sandbox
primitive. E2B-like sandbox FF&. session APl &£ runtime. % Agent F£&, X2 Al gateway,

GitHub Hgitzia

&L X 2026-06-15 3@ GitHub API EFiiZ%:

= B

https://github.com/

agent-
& kubernetes-sigs/agent-

sandbox
sandbox

openkruise https://github.com/
-agents openkruise/agents

https://github.com/volcano-

gentcub

dBEMTEUDE sh/agentcube
https://github. NVIDIA

OpenShell ps://github.com/ /
OpenShell
https://github.com/NVIDIA/

NemoClaw
NemoClaw

HiClaw https://github.com/

agentscope-ai/HiClaw

AgentScop  https://github.com/
e agentscope-ai/agentscope

agentgate  https://github.com/

way agentgateway/agentgateway
nEIEFF
{RERERAYA) 0 Bk

=it
push

2026-0
6-10

2026-0
6-12

2026-0
6-08

2026-0
6-11

2026-0
6-11

2026-0
6-10

2026-0
6-09

2026-0
6-10

RES

20

14

Tk

FIES

Go

Go

Go

Rust

TypeS
cript

Go

Pytho

Rust

HRIE (L

K8s-native isolated stateful
singleton workload

K8s-native agent sandbox
lifecycle platform

Sandbox session
orchestration

Safe private runtime for
autonomous agents

OpenShell RiE1T Hermes/
OpenClaw

Matrix + K8s Y
collaborative multi-agent
0S

BN, FIEEAR. RIMEERY
Agent HEEHELS

Al agents / MCP servers 9
agentic proxy

FETE~@APL IMIMETRAIE
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(REARRRAY AR Bk EE
K8s LLZLIBIT—TERE agent-

Agent =28 sandbox

Bt E2B-like sandbox openkruise- RABER/)\ CRD A BEEZ PR E#HEY manager/
service agents gateway/runtime &
8 sandbox Bk session/ AMEH Kubernetes 3 A~%85| \ Redis/session
- . agentcube .
invocation API registry
ity /FhERR 2 Agent 3

,/ & OpenShell ARELERRES

runtime
£4 OpenShell agent

s , Fok ag NemoClaw FR8E—4 Agent 7 FHEZS
onboarding
% Agent M + ATE[EIER HiClaw FA85| \ Matrix / K8s operator

Python Agent N AARSS b AgentScope  FHEE3R sandbox [RIiE

agentgatewa

LLM/MCP/A2A & 7a1E EHEE{T Agent HIZA 5

<

ZRMIA S

Agent framework / app
J

session orchestration
1
sandbox Llifecycle primitive

\

runtime enforcement

I

network / credential / tool gateway

agent-sandbox #b7E sandbox lifecycle primitive; openkruise-agents &£ sandbox platform layer, &
CRD. E2BAPI. Envoy route. runtime/CSl/identity ¥ B4 &HEHK; OpenShell &7E runtime
enforcement; agentgateway #7E network/tool gateway; HiClaw #1 agentcube 2 _EEF= St 4mHE;
AgentScope BN FEREE.
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RIpEE LI E

HERERT AlRR?

—— 5 Agent 7 / event loop
— 124 session / invocation API
— &2 K8s sandbox “epfEHA

— {4 E2B-like F&

— R/ ML/ R ER IR

F— 2 AMES ATEERS
L— 38 LLM/MCP/A2A O

RIEXFLL

Y

=l

Az

R

RBR
=

agent-
sandbo
X

K8s
controll
er

Pod/
PVC/
Service

K8s API
+PVC

openkruise-agents

sandbox-manager +

K8s controllers

Envoy ext_proc / Go

filter + Sandbox
Pod

K8s APl + route
registry + key
storage

E2B API key storage
+security token

propagation

E2B APl + CRD

— AgentScope
— AgentCube
— agent-sandbox

— OpenKruise Agents
— OpenShell

— HiClaw

— agentgateway

OpenShell

Gateway
desired
state

supervisor
+ policy
proxy

object store

+ sandbox
state

gateway ¥t
& provider
key

CLI/ SDK

44

agentcube

Router +
WorkloadM
anager

Sandbox
pod + PicoD

Redis/
ValKey
session
registry

Router
JWT/
workload
auth

HTTP/
Python
SDK / Dify

HiClaw

K8s operator
+ Matrix/
Higress

Worker
containers +
Matrix rooms

etcd/kine +
Matrix + MinlO

Higress £ &
BELRE

Matrix / CRD /
CLI

agentgatew
ay

Gateway
API/xDS

Rust L7
proxy

route/
backend/

policy
stores

backend
secret/

policy

CRD/
Gateway /
ul



KAZIN

-l “AgentiZ1T7E K8s BRIEMIZME" : & agent-sandbox; FE E2B-compatible API. warm
pool. EREF] runtime ¥ EBYE openkruise-agents; ZEZE invocation/session =& API BB &
agentcube,

-t “L2FLE AgentiBTTEY” : %&F& OpenShell, B%& NemoClaw i{aI4wHE,

- i “EBAIME Agent A : HiClaw B9 Matrix-first thEmEL il Agent framework BILIE A
No

- i “TE/MEELAFIEAE” ¢ agentgateway NEA sandbox MBS R EREH 2,
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Agent Runtime / Sandbox I H#E

XTUBHFIHIRESRM Agent runtime. sandbox. =iE4RHE. ZEEHIEAEXNINEKEIE—K TIEE
B, & XEMBMEMR “‘Agent EARE. AIME. AINUIBMKRRETT” , BHREF—1.

Developer / user API
)
Agent app framework / CLI / SDK
)
session orchestration / agent control plane
N8
sandbox Llifecycle primitive
\)
runtime enforcement: container / supervisor / proxy / policy
2

network, credentials, storage, inference, tool access

B Agent Session & #n & HA

Create / Claim

\)

Provision or WarmPool adoption
J

Ready + route + identity
4

Running session
— tool/model/network request — policy — external service
— idle timeout — suspend / hibernate
— checkpoint — snapshot / PVC / workspace
— resume — restore route + identity
L— expiry / delete — revoke — cleanup / retain data

XNAERERE “BEREBRI— 1328 o Agentruntime BUSHMET: ERKESm. BRE. 1T

ARERRAN. SREILARN. PREEMMNING, FELEFTEALFTENN. BENRFLFE
EESAR. 5. FiE. WK, X, HERH. TENRMTE.
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—EESE

=

agent-
sandbox

openkruis
e-agents

agentcube

OpenShell

NemoCla
w

HiClaw

AgentSco
pe

agentgate
way

AP

—HIEE

K8s SIG Apps BJ Sandbox CRD, 1BENEIRE Agent BEIEEIEL K8s

_%:J'Siil A

OpenKruise B Agent sandbox lifecycle platform, 8 SandboxSet/
Claim. E2BAPI. Envoy E&EH#] runtime/CSl/identity ¥ B4E&H#ZFR

EF agent-sandbox B89 serverless session orchestration layer, %
Code Interpreter / AgentRuntime &t HTTP/SDK B ANO

NVIDIA & £FAE Agent runtime, Gateway = + sandbox
Supervisor + OPA/Z3 policy proxy

OpenShell sandbox A always-on Agent B9 host-side CLI Z%IE, 4
HE onboarding. provider. policy #1 agent setup

K8s operator + Matrix IM + Higress M%#9% Agent MEFE &

Python % Agent N FBIEZR, 147 ReAct loop + toolkit/MCP/skill +
workspace/offload + FastAPI service

[ LLM / MCP / A2A BY Rust L7 #03EE + Gateway AP| $= I
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SEE

App / Agent framework layer |

|

| AgentScope: event stream ReAct, toolkit, MCP, workspace, FastAPI service |
| nanobot: Llightweight personal agent loop, channels, providers, skills |
[

| Multi-agent / session product layer |
| HiClaw: Worker/Team/Human/Manager CRD + Matrix + Higress |
| OpenKruise Agents: SandboxSet/Claim + E2B API + Envoy route |
| AgentCube: AgentRuntime/CodeInterpreter + Router + WorkloadManager |
| NemoClaw: OpenShell onboarding + OpenClaw/Hermes setup |
[

| Sandbox / runtime primitive layer |

| agent-sandbox: Sandbox/Claim/Template/WarmPool — Pod/PVC/Service |
| OpenShell: Gateway desired state — driver — Supervisor/proxy enforcement \
|

| Network / credential / tool gateway layer |
| agentgateway: LLM/MCP/A2A proxy, Gateway API, CEL, HBONE, xDS |
| Higress/OpenShell gateway: provider credentials and inference routing |
[

eSS

- agentcube BAFAILTE agent-sandbox Z £ FiE{# session API, 5&1f# Sandbox Ean/EHA,
- openkruise-agents i57E agent-sandbox HHIPEEFSWHIMIE: E18 SandboxSet/Claim. E2B
API. Envoy E&H. agent-runtime. CSI# identity token IEIF—E& K8s Z1ThRE.
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+ NemoClaw BA#auE7E OpenShell Z k: Fi#&1{# onboarding #1 agent setup, /5#&1# sandbox
runtime 1 enforcement.

- HiClaw # agent-sandbox @E4Mk £ HiClaw B% Agent HME, agent-sandbox BJ AR AKER
BRIE,

+ AgentScope 1 agent-sandbox &L 7E#82RIR]ELE : AgentScope RY Workspace BE#% Local/Docker/
E2B, agent-sandbox @E=RRENMITIFRIRE,

- agentgateway FIiE1T Agent, {BIZHI Agent i5RIFEEL, MCP. A2A BIMLKIAR,

TEHImE
agent-sandbox: Sandbox /3 K8s [Ri&

agent-sandbox B#Z /L BIEA 248 Agent runtime MEiE Deployment/StatefulSet BE4itisk, Agent
sandbox BN = :

« BASCfl, replicas REE0/1,

- BIRES), BhtlE headless Service,

- BRATFE, PVC £ ARARME Pod BahffifR.
- AJUEE/RE, scaleto0/1,

« BTLLSHE, shutdownTime REEAREEHR,

TR IBL VG FAE LI, MELREZIELS K8s [FiB: runtimeClassName. gVisor/Kata.
NetworkPolicy. securityContext. serviceAccount, X-MEITHTIENBERAIAS: ERI LEFEEH

LA 7% K8s £ Z5HES o

XEtER: ERIEHERRIE, FHH1E% Agent thE. TEWMN. EEMX. HTTP invocation 5§
Agent app framework, XL EE#To

openkruise-agents: 8 Sandbox [RiE BaX E2B-like FE&

openkruise-agents FIXEREHiE— &)\ Sandbox CRD, M2l Agent sandbox & EHARY = SamE+b
3F:

E2B API / K8s CRD
\

sandbox-manager
4

SandboxClaim / SandboxSet / Sandbox
{

agent-sandbox-controller
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\

Envoy route registry — Sandbox Pod IP:port

18 warm pool BRFfZEIER SandboxSet, BRI IEKEER SandboxClaim, 18 API NOHAK E2B-
compatible /sandboxes / /snapshots, Fifid Envoy ext_proc % Go filter {815 REEHEI &K sandbox,
XMAGESMBEIEE E2B-like workspace AR,

XPeTETF R4 mLL agent-sandbox K1R%: key storage. route registry. memberlist peer sync.
dynamic CSI mount. identity token propagation. checkpoint/hibernation #1 runtime sidecar #$%
DRI, EENNIBEERTFEIENE, mAEE— controller,

agentcube: 18 Sandbox G FIIAASIE

agentcube MLl agent-sandbox &—F. EXOFAREWNFELEE HTTP/SDK JA—1 Code
Interpreter 8 AgentRuntime, MAE1LAFEEES Sandbox CR,

e

Client invocation
$
Router checks x-agentcube-session-id
\
Work loadManager creates Sandbox or SandboxClaim
\J
agent-sandbox starts/adopts Pod
\)
Router reverse-proxies to PodIP/entrypoint
\
Redis/ValKey tracks session TTL and activity

CREENZEHIE RES Sandbox controller, WorkloadManager 248 AgentCube £
AgentRuntime / CodeInterpreter EJi¥EY agent-sandbox CRD, J&/Z lifecycle. WarmPool adoption.
Pod/PVC/Service #2345 agent-sandbox,

L%k, PicoD A Router-signed JWT 1 SSH; X{&{k SDK, {B Router TR RETAR, EEFE

OpenShell: Gateway desired state, Supervisor runtime enforcement

OpenShell W BIAR KL L TEK:

Gateway owns desired state

\
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compute driver provisions sandbox

\

Supervisor owns runtime enforcement

\

policy proxy controls process/network/inference egress

Gateway 7% sandbox. provider. policy. settings. inference. sessions ZIXZ; sandbox A
Supervisor 77 BIEHITMEE. #HI2. X, TLS. provider credential 33 \#1 proxy enforcement, X4
BRI, HARE sandbox AEEEN#HZF . socket. binary hash. TLS mAETTEIEHE,

OpenShell IXERE “A sandbox” , ML Agent egress TRLAIEIT. AIFHR. AIIREMNHREER, T
BMLKILIBIE OPA; inference. local 2F5FkaAHliaES], KIER| provider, {B Agent REIZRFEEX
keyo

NemoClaw: OpenShell B host-side Agent #w#i

NemoClaw & OpenShell W= RtHEHIE, TER—MEIES sandbox 5%, BIEAFEEZESHYL
REBECSK:

- preflight #27& Docker/OpenShell/GPU/DNS,

- B E R named OpenShell gateway,

« 1%&#E provider/model/credential route,

- BIEsE A sandbox.

+ L% /FY OpenClaw 3% Hermes runtime config
+ [ZF3 baseline policy 1 presets,

* #%iF messaging channel manifest,

EHIZOEAE onboard FSM: host-side JSON registry. session state. £/5 lock. resume/fresh/
non-interactive, XMEXEEEFRTMALTE, BHHRKREME. 2595 NFRAEE K,

HiClaw: Agent 2 CR, 82 IM BBF

HiClaw B9i&iHRE£RE: 1B Agent iz4 AL K8s operator, EIFHEIMEEME Matrix IM,

Worker CR
l

controller reconcile
L

Matrix user + room
{}

Higress consumer key

d

Worker container
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4
Human / Manager / Workers collaborate in rooms
XARRFE N Agent framework ZBEAYRI R :

« AWM BANT N Bi# Matrix FSia,
. Agent EIEUNAPRE : Worker 2= Higress consumer key, ES5L provider/API key TERIX M,

ENRNEFEERES. 81 Worker 8828, Matrix P, gateway consumer =fi—1{&;
Provisioner [EIBS4RHE Matrix/Higress/Credentials/Manager bootstrap, #mEiFHDEIELHM,

AgentScope: NAHEZREM runtime R
AgentScope Fiz{#5& sandbox |18, BEENX T &= Agent N BRIETTIIAR :

- AgentEvent /Msg 2 SDK. SSE. 7Zfi&fl Ul B9%—mi¥

* ReAct loop B A KEHIAFIIMBHITERER continuation event,

- Tool execution #3FEARPRE/ L TFXE ANF raw /0,

+ Workspace %% tools. MCP. skills #1 context/tool-result offload,
- FastAPI service &% M storage/session/workspace E#£03 Agento

KERFEENARS, MARKERE. ©rILUIE Docker/E2B/k3kK agent-sandbox ¥E79 Workspace
backend, BESFREFE Agent BHESEHRE.

agentgateway: Agent J5R]7MTERIRLEITH =

agentgateway fIRHIE Agent 2, AR Agent £dEHA. EE LLMAPI. MCP tools. A2ABfE4—
E—4 Rust L7 #Em, i=H|mE A Gateway API/xDS,

3t runtime/sandbox A& 3KiH, ERNMER:

* LLM provider Zi—tX#0 guardrails.
+ MCP tools federation + CEL RBAC,

+ A2A Agent Card URL rewrite F1{{3E,

+ HBONE/mTLS/telemetry/access log.
- FAFEBAT CRD ERH. R iR,

9NER agent-sandbox & “Agent BBTEMIE” , agentgateway FiE “Agent BEiFIRItA. EBAAR. &4
Hit”

54



PZIDME SR

1. £ 8rAHAAZ Pod £ apEIHA

Agent sandbox AR EHAEE: GIE. ME. HE. £, JHA. MWFF. GC. startup resume. KfE
% offload, XLtbEi® Pod B Running/Terminated EE %%,

- agent-sandbox A shutdownTime #1 0/1 replicas RiXE =/ HA,
- openkruise-agents 3 SandboxSet / SandboxClaim £=iX pool 547X, F E2B APl & pause/resume/
clone/checkpoint,

- agentcube A Redis sorted set & session TTL # last activity.
+ OpenShell A3 Gateway store + driver watch/reconcile/resume,
+ NemoClaw A host-side FSM # registry f# onboarding resume.

2518 Agentruntime WMENEE “F M “TELE HES.
2. EIERBEH Agent H#HFE

Agent SHITIREIE N TRIFAR, WREWAFBA. EX APl key. GitHub PAT. = AK WIR#H A
Agent I#i2, FA=H# promptinjection K,

B AL EEEMXITE:

+ HiClaw: E3E key 7 Higress, Worker 2#F consumer key,

- OpenShell / NemoClaw: Gateway s provider credential system-of-record, sandbox i&@id
inference. local EEFEEL,

- agentgateway: [5U% credentials 5 policy/filter 7ERI M,

X#0 agent-credential-isolation 2E—%1&it%.
3. WEREEEHERIEN

K8s NetworkPolicy REEE Pod 4, Agent sandbox HAJEER Z N #FE: agent. tool. shell.
browser. package manager, OpenShell &iZ proxy + /proc/net/tcp + binary identity 3BMZE &R L
BHE/ ZHGI B, XEEHMHER runtime enforcement,

HFREZHTES, F—MEXTLLA NetworkPolicy + egress proxy; EXHEZAFEE OpenShell X
Supervisor/proxy #2,

4. WarmPool 21%8effift, BEFFIENINY

AR ZE “t2RIBE) Pod” XAEE, XEMAE ready sandbox # claim 47756, ownerReference.
labels. status. Pod exclusivity #Z—%,
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agent-sandbox HY SandboxClaim adoption i 2FKEXI; agentcube R7E Codelnterpreter
warmPoolSize ERFZEESN, XRRENT: RERIEMENTEE, LERTX “REEMLBD -
openkruise-agents M8 warm pool F&&F &4k SandboxSet + SandboxClaim #¥, FHTE claim BS&N
inplace update. dynamic CSI mount. runtime init #1 identity token,

5. ATE[EIEEAZ Ul M NI

% Agent RAFTBALTESFENN. HE. WENEE

+ HiClaw A Matrix 5ialf8 AZEH Agent I7ER—MAEFHE.
- AgentScope F RequireUserConfirmEvent #1 continuation event B ASHIABOEFH T
+ OpenShell B9 policy proposal BRIAA TEHt.

ATEEIENiZZ XFIREHEEST, FRIZRB— 1 EimiEH.
6. App framework #1 sandbox runtime 492

AgentScope. nanobot X AMEZRMER “WNEAIRE. ARTAE. HAKLET ; agent-sandbox/
OpenShell iR “UIAIRLIEIT . BRBRRTI—RISBIERMEE ReAct, XEERR. MK, KR
mE, EFREXRE,

EERBBNAEE:

Agent framework

| workspace/runtime adapter
Sandbox/session layer

! Llifecycle primitive
K8s/OpenShell/container runtime

Bitsa

payit] R&RIE RITEL Eas
Sandbox agent- CRD. Pod/PVC/Service. i
=IRE Agent HUITIFIRREE
[RIEEY sandbox WarmPool. K8s [Ri& &
Session % HTTP invocation. session registry. Code interpreter / serverless
agentcube ]
HER Router/WorkloadManager agent runtime
zZ% . : e
. Gateway desired state. Supervisor. =X autonomous agent.
runtime OpenShell ) I .
7 policy proxy EIRMEE. NS
NemoClaw =% runtime BRI @
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op

Y=

V% Agent IMEFIE4E

¥ Agent RZFAEEL ™A Agent

Agent MBI IR)GIE

TEXER

Sandbox/Claim/WarmPool. PVC 4 #s/EIHA.
NetworkPolicy

Router/WorkloadManager. session registry.
WarmPool adoption

Gateway/Supervisor 7352, policy proxy.
inference.local

onboard FSM. provider/policy/messaging

CRD. Matrix. Higress. credential isolation

AgentEvent. tool permission. workspace/
offload. FastAPI

Gateway API. xDS. CEL. MCP federation.

oE RERME RITEL
Host-side onboarding FSM. provider/policy/
nEE 21t agent setup
% Agent
= ne HiClaw CRD + IM + 454 + Worker/Team
=it
RZFAMEZR  AgentScope,  ReActloop. eventstream. tools.
B nanobot workspace
MM %  agentgatewa LLM/MCP/A2AE. policy.
it} y telemetry
ERI RN
BR =]
agent-
1990 Agent BERIERL Kes BIE o
sandbox
184 Code Interpreter / tcub
agentcube
AgentRuntime 21ERS ABEIEERE
AR RAN LS sandbo
H_jm_ = X OpenShell
runtime
4818 OpenShell 2 AF A CLI
. NemoClaw ]
TER manifest
% Agent thEFE HiClaw
AgentSco
1844 Agent RIFIRRSS gent>cop
e
AEAIE Agent BY LLM/MCP/A2A 7 agentgate
= way guardrails

Pl

+ agent-sandbox

+ agentcube
- HiClaw

- agentgateway

+ declarative-agent-management



agent-credential-isolation
cloud-native-security

ai-agent-plugin-patterns
mcp
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Kubernetes Core / Controller I HitE

/

L B (2026-09-22)

AP ENEACERIAD ZHLHFIME; src-controller-runtime-architecture. src-kubebuilder-
architecture 5 src-controller-tools-architecture NI:E 2026-06-14 AR raw-backed Source RER, R

B RRREH S5igiTiER.

mE LEESE
contro
ller-
. 6ab2188alfhl
runti
me
kubeb
. 5f31d1f3c075
uilder
contro
ller- 030a93937chb
tools
Kubernetes
client- staged B[
go (ZRAR RIS
E HEAD)

RERFTLR

¢4 Manager. Cache. Client. Controller/Reconciler.
Scheme. Webhook 5 envtest; 7Ffasx15B#IFE2

EME{EE R Kubernetes API/CRD/controller/webhook B3
R, EHSHEAIER, BILTE controller-runtime #
controller-tools z

F8 marker 3%z controller-gen £/ CRD. RBAC.
webhook. deepcopy/object 5 apply-configuration &%
Fz

12fit clientset. discovery/dynamic client. transport 5
controller FfEE cache/informer/workqueue ##l; HI%
Kubernetes minor hRZs %R ITEZRY client-go / k8s. io/* f&k
it

M5-A {1 &

controller
runtime
compositi
on

author
workflow

/

scaffoldin
g

marker /
type
generatio
n

client
foundatio
n

ERB= commit BRXHITHERINDZHR, TR release; £=IENIZ controller-runtime /
controller-tools / Kubebuilder 5 client-go / Kubernetes BRI ERZS. EAANDO: controller-
runtime repo. Kubebuilder repo. Kubebuilder Book. controller-tools repo. client-go docs.

IX D130 src-k8s-core-controllers-stars M 359 4™ star I E #IEpY Kubernetes controller/operator #35

REIHIE], #Z04E1R: K8s FATIEMNILARE “RE

— reconcile” , TEHERE APl machinery.

client/cache/workqueue. CRD/webhook. controller-runtime/kubebuilder. JEAE/Z R/ S /AW
XLERMEIES,
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https://github.com/kubernetes-sigs/controller-runtime/commit/6ab2188a1fb14a8c4837b418bc0a20049682cde4
https://github.com/kubernetes-sigs/controller-runtime/commit/6ab2188a1fb14a8c4837b418bc0a20049682cde4
https://github.com/kubernetes-sigs/kubebuilder/commit/5f31d1f3c075507fb99c432babeb1469a07f0cb6
https://github.com/kubernetes-sigs/kubebuilder/commit/5f31d1f3c075507fb99c432babeb1469a07f0cb6
https://github.com/kubernetes-sigs/controller-tools/commit/030a93937cbbd72cc02cc2fe943f1df6e4b1f115
https://github.com/kubernetes-sigs/controller-tools/commit/030a93937cbbd72cc02cc2fe943f1df6e4b1f115
https://github.com/kubernetes-sigs/controller-runtime
https://github.com/kubernetes-sigs/controller-runtime
https://github.com/kubernetes-sigs/kubebuilder
https://book.kubebuilder.io/
https://github.com/kubernetes-sigs/controller-tools
https://github.com/kubernetes/client-go#readme

D1 « Controller TEEREE

BUILD-TIME ({E& 54 RiHE)
Kubebuilder CLI — scaffold

> Go API types / markers / project layout
controller / webhook / test &Z8
> controller-tools / controller-gen
> CRD / RBAC / webhook manifests
—— generate > deepcopy (object generator) / applyconfiguration
EEMTILSEIBEE, ME controller BEHREEMM manifests

Go API types / markers —— parse

controller-gen —— generate

RUNTIME (¥=HI28H1THE)

controller —#HIfEMA controller-runtime MNAERE
Manager: &2 Cache / Client / Controller-Reconciler / Webhook 4 #5/EHA
Scheme: Go types 5 GVK BREY; f# Client FHAMFEH
client-go B : REST client / watch / informer / cache / workqueue

> Kubernetes API server

> Webhook ([F]%FMaNz)

Client — write / uncached read

Kubernetes API server —— admission request

MiAZHF (RBTFE™ reconcile B&4E) : controller-runtime / envtest

Elf: £k —— label > RAIRFERKELZEB/APIEN; EZ% - - label - -> L TENRY
watch. NBARIE ARG, IR RARARRE., E#RTAGES, FRTE—XRIEM. kubebuilder ZA41E
ET1ER, controller-tools fi##f marker/type H4 A, controller-runtime £A#& client-go FYERLH
%), XETMESRAS, FeEEEER, Webhook &IEESE admission &K ; envtest 79Nt E 50 API
server HEHIEHIZ, FNEEFREFRVITHISE,

D3 - Reconcile I=5IEIF

Manager &EIE Cache 5 Controller, Controller JEZEHECH workqueue

Kubernetes API server - - watch / observed-state feedback - -> Cache / informer
Cache / informer - - event handler: enqueue root object key - -> workqueue
workqueue —— worker BX key FiFH > Reconci ler

Reconci ler
F——— Client.Get/List (BRIAETFIE)
—— Client.Create/Update/Patch/Delete
| metadata/finalizer / owned resources
—— Client.Status().Update/Patch
| status / conditions / observedGeneration
L—— return Result / error

> Cache: HAEERES + EINARES
> API server

> API server

> Controller
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Controller - - AIEEiX error: rate-limited retry - -> workqueue

Controller - - RequeueAfter: delayed requeue - -> workqueue
API ENEMITML - - 22 R watch/cache/enqueue B&1E - -> [54: reconcile

Reconcile Z level-based. B%F. RHWHMITHIEIF, FE—IK event M —RHMFEAH request
handler, EHRIEEEH; handler BRI R KB RAVE (LERES SFFIE key, Reconciler EHTIENHA
BEREEIMMRESHITEER. APITERREIKRINREIAZRENKD, AEK cache BEEMTAKFZIR
BEmME; 54 watch EI requeue EHULEN, 1R[E|= Result B error BY, AEmLHEIX, SN

controller-runtime FAQ 5 src-controller-runtime-architecture,

D4 - RE5—HE

R/

Owner / operation

Manager 1A Client
N EEFREIR
cache, BiEKEIX
APl server; AIEEEE

13:':

Cached read /
direct write

. API server ¥ Update
resourceVersion

conflict W hRASEIIERY Patch
HERIHEGE
spec / status / B g _E k% controller
conditions / E spec; 7 controller
observedGenerati = #& API YETF status/
on condition
controller i€& owner
ownerReference/  UID/{EFBiE; garbage
GC collector 25| BB S #iB&
RERAIBAFZER
Finalizer / controller 7ZEMIBREIFE

FRSMEREIR, AINhET
p B finalizer

deletionTimestam

PRIB LR KR P

55 8v)) =hva:{lyed
cache {hE]gEZE
HE;, EE0IZ
ERIRFIBTERR

|BAR A B N#1E
4t ThRAEITE
B9 Patch AB&p
REEZFRF

status XtNZ|H

generation, B
1B BUE iR
R “EmTh”

& UID. BB1EH
155 | s SR 1R
ESER/R
iR
ownerReferenc
e XEREE
watch

NIRRT
B. SRZhek
|8 controller 8

REFEMIBRFE
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e /WA

REMmE. RIFRIESEL
watch/requeue Bl ; HERT
APIReader Hi%, B{NFELIEREE
%

ik ERBRR; HEMRBEN
ERRAEIR, BREEBERFT

15

observedGeneration 2 RSLFRAME
B generation; condition FiALME
ZR, NEABTZUREAN;
lastTransitionTime B& condition

ISR EH

K48 owner 5 controller 138, &
& & owned-resource watch; &t
KZFBEBIMEAENER, #iRVIE
RIEERE/MR

AIEIXBYEIE + backoff; TiEME
BY B A TAZSRSMEPIRS R S 18 bR

finalizer
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DRA Allocation / Binding Lifecycle

Admin / driver installation —— create selectors + config > DeviceClass

DRA driver - - publish inventory / attributes / capacities - -> ResourceSlice

> ResourceClaim
> API
Pod/template - - watch / reconcile - -> resourceclaim controller

User / workload controller —— create directly

User —— create ResourceClaimTemplate + referencing Pod

resourceclaim controller —— create owned Claim / record Pod claim reference > API

Pod + Claim + DeviceClass + ResourceSlice - - watch / scheduling input - -> scheduler

PreFilter / Filter —— evaluate feasible Node + devices > select compatible Node
Reserve —— retain candidate allocation in memory > PreBind
PreBind —— API write > Claim.status.allocation + reservedFor

——— no binding conditions

L—— binding conditions enabled + present

> continue binding

> wait in PreBind
Claim allocation - - observed by external driver controller - -> device preparation

driver controller —— write device conditions > Claim.status.devices
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PreBind failure
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plugin — prepare CDI spec + return CDI device IDs > kubelet

kubelet —— checkpoint prepared result / CRI device configuration > runtime
runtime —— resolve CDI spec / inject devices / start container > running workload
Pod termination - - node reconciliation - -> kubelet drops this Pod reference
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> retain shared prepared state
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— successful result > kubelet updates cache / checkpoint

Pod completion / deletion - - API watch - -> resourceclaim controller

controller —— remove completed consumer reservation > Claim status

last consumer released —— eligible deallocation / finalizer cleanup > reusable Claim

owned Claim deletion —— owner / GC Llifecycle > Claim removed when cleanup permits
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€ README 1X 9% 758 ComputeDomain SRIERXZHF. FIAXFABIMIL GPU plugin, FEERE
#TE Operator 26.7 FREIE driver BUABEIRRIAE. BB FIBTNLGEE BIE release. Helm ECEF feature
gates, FEER A device-plugin. kubernetes-dra. cdi 3 gpu-sharing &#F.

X D3 src-k8s-gpu-device-plugins-stars M star list ZI2p{ Kubernetes GPU /| RIS ERBEEME, %
DEEIL: LLM serving B9 GPU [REEEE AR Z “f8 /dev/nvidia0 #E# Pod” , TS driver/operator.
container runtime. device discovery. DRA/CDI. sharing. scheduler. observability. diagnostics #1
fake device MIAIFIRAIHE S,

D1 « GPU Device Stack

DISCOVERY / CAPABILITY
NFD: NodeFeature / NodeFeatureRule / labels / NodeResourceTopology
- - published capability: informs placement / operator policy - ->
NODE SOFTWARE LIFECYCLE
GPU Operator: reconcile selected policy and managed components
Driver / runtime prerequisites must match the chosen installation path
—— configure Path A
| extended resource / kubelet Allocate

> ClusterPolicy / Device Plugin

| —— env / mounts / optional CDI > runtime
L—— configure Path B > GPUCLluster / DRA driver

DeviceClass + ResourceSlice / ResourceClaim

scheduler allocation / kubelet NodePrepareResources
—— (DI device handoff

> runtime

Path A OR Path B: alternative GPU Operator management modes
Telemetry / health - - observed state - -> operators / node recovery

Efl: 54k —— label > RNBFIEFIEE. APHABRSTRRE, B4k - - label - >RRAIA
7. reconcile. watch/health Rin&ER. FERIMESHITHIZERE, FRASXOEEHRET ERH
NFD, node-feature-discovery A¥lgES], gpu-operator EIRA M4 ER/EEA; device-plugin/
kubernetes-dra &I & ERY allocation B2, cdi {UFI&EFFENF runtime L, FEFE=F
scheduler g allocator,

B o X RRIERE, FRTIEFME GPU EIERERIBYREE, % GPU Operator 26.7 X1, ClusterPolicy
5 GPUCluster FRETERI—EEE H1E, tBASZIFM ClusterPolicy/f83Z DRA Helm REBIZRMTEE
GPUCluster, GPUCluster &2 GPU driver, #FJ43Z NVIDIADriver S(Fis% driver, HZHE5/E& CDI-
compatible runtime; ARBEIE ClusterPolicy B driver/toolkit EIRBINED S —K KR, BMERE
Operator FopEfE, WA ARE—YIRRENRZFRAEBHOEREN, &Rt ARE allocator EESH
fico
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D2 - Device Plugin Allocation

> kubelet
Device plugin - - ListAndWatch: devices / health - -> kubelet device manager
kubelet - - Node status publication - -> API: capacity / allocatable

Device plugin —— register endpoint / resource name

Pod extended-resource request + observed Node allocatable
—— scheduler Node fit / bind
- - Pod watch - -> kubelet

> Pod assigned to Node

kubelet —— select device IDs / Allocate RPC > device plugin
device plugin —— Allocate response: env / mounts / device specs / CDI IDs > kubelet
kubelet —— CRI container configuration > container runtime

runtime —— apply configured device injection / start > work Load

Device health change - - ListAndWatch update - -> allocatable update / future scheduling

X214 extended-resource B2 : scheduler g1 S B RMEF XML Node, T=1l kubelet/device
plugin TERAAIEE DAL SEECE. NVIDIA B9 device-list strategy JRTE envvar. volume-mounts.
CDl annotation 3 CDI CRI X#&EH T ; FEFIERELE CDI, BEIREZ A unhealthy B, kubelet &/
#8K allocatable, capacity (RiFRE; XAETFEIIBHEECFERHEIRENELE. BN
Kubernetes Device Plugins #1 NVIDIA plugin fid &,

D3 - Discovery / Operator Control Loops

NFD worker —— scan hardware / 0S / local feature sources > feature set
feature set - - publish NodeFeature - -> Kubernetes API

NodeFeature / NodeFeatureRule - - watch / evaluate rules - -> NFD master

NFD master —— update labels / configured annotations or resources > Node
NFD topology-updater - - publish topology - -> NodeResourceTopology

NFD GC - - observe stale / removed nodes - -> cleanup obsolete NFD objects

Node capability / topology - - consumed state - -> scheduler / operator / policy

Admin —— apply ClusterPolicy OR GPUCluster > Kubernetes API
desired policy / operand changes - - watch / enqueue - -> GPU Operator reconcile
GPU Operator —— create / update managed operands

> DaemonSets / Deployments / config
operand readiness / errors - - observed feedback - -> GPU Operator

GPU Operator —— write conditions / status > policy object

retryable error / further change - - requeue - -> GPU Operator reconcile
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e, FMEHEHMESRERR


https://project-hami.io/docs/faq
https://project-hami.io/docs/faq
https://project-hami.io/docs/get-started/choose-your-setup

API. T5s8{ Operator BnhiliE

KRR/ AT R

R

HAMi annotation 3Zi&5%

L

RE, AIEIRAY AP $EIRIRE I
me

reservation 5

Allocate IHEFR—

FRESE overcommit R&F
FiHA: OOM. 5Tk

S EIERE

KB —IRIRTIMBIHIRREL R, FAEFRESLSIEA BoIRE, FF BT FTE API iElK.

&, AHEGAPLEREERE, BXE D2-D4 F1E{K driver BY conditions. events. HESIR&ERS.

—HESE

REp 5T RER
%

IRERE
AR E R
fic

Runtime 3
A

GPU
sharing /
vGPU

AESAY

M 512k

Ecfnicik S HIZE SR REBIE
ERM=gsd. RREHEIRNE
HERERRE

R&RIE

node-feature-discovery

gpu-operator, NVIDIA container toolkit,
DCGM

k8s-device-plugin, Intel device plugins,

host device plugin

kubernetes-dra, dra-driver-nvidia-gpu

cdi, NVIDIA container toolkit

hami, Volcano vGPU, gpushare, vgpu-
scheduler

kueue, scheduler-plugins, autoscaler

DCGM exporter, GPUd, fake-gpu

82

FEAIHIA/ZERRR

CERRAS. i, BirTa. Bi/EE
FEEIRTE; FBEMNIE success HXE
BEfREIEE R

I9UF HAMi-core JEN. ARSI,
HEERS5HIME; ZRSEINAE
ALE IR EIE

TR

ERARM IR
EMRENIRE. MUWERSHIMES, #
placement/operator {5

TREMRE, ARNFE GPU MK

kubelet tNEIZEMH D ECE AIKE
Pod #NAIAERAE 8 AN R TR D ELE
=}

BHFEEDEIEEMN runtime EEBERXAL S
#25|%

ZHEFWfES. BEEMREES GPU

GPU batch / Al workload Sn{aIHERAFIH 458

E4xRI GPU BER. FAXRMINNREEE
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IO E AR

node-feature-discovery

NFD #21# worker/master. topology-updater 5 GC, &#iEH/R4%ae. MUIRERZFEHIc. ©HEEY
scheduler #1 Operator IRFITI R, FLEIFE Pod BYIEE allocation, tARE Device Plugin 5% DRA
driver,

k8s-device-plugin

NVIDIA E75 GPU device plugin AR FMEL: @53 NVML/CUDA discovery [A kubelet gRPC 33
nvidia.com/gpu &R, FH71E Allocate FYERA env. volume. CDIEARRIERERE, CHiRHERES
59 MIG/time-slicing/MPS FRRE, BARME driver £5EH. B ZHEFAEIER serving,

gpu-operator

GPU Operator R4 M8 ND: 545 ClusterPolicy /NVIDIADriver BR{ZEIE driver. container
toolkit. device plugin. DCGM. MIG manager. validator E4R4; ZaiGPUCLuster IRE5—% DRAE
HRRIZ, BRI driver/runtime &, ER “Tm GPU R ESRHEIER" , TRESRRX Pod 3R
1FIRIZ

hami

HAMi 2 GPU sharing / vGPU AR EEZ, Ei&I webhook. scheduler extender. device plugin
M2/ device abstraction, B GPU 277, B/, 10 FAERRKE K8s FHRIER=N, ERR “%
> workload WAl H= GPU” , BHHERAE. RE. WIHZRSENERE,

dra-driver-nvidia-gpu

NVIDIA DRA driver IR & FEF ST U EE N ResourceClaim / ResourceSlice 2EZHERY, GPU 5
ComputeDomain BRREEEZBEmER, &t DRABRE, Em&IRE. sharing. VFIO FaEHMER
Kubernetes 3 BH1 & release 35I3F(d, FEELFMHERILEA device plugin &,

1 LLM serving B9x %
llm-inference &8 GPU RIRE#H—F ALHZRIFIZIT

- Prefill/Decode B BEEKRRIE GPU t#EEBRRE A EH,

+ KV cache offload 1L 27F. CPU W7E. NVMe FIMLEERRL /& R,

* LoRA/ adapter serving EEEMNNEF SR ZEIR,

« GPU sharing 2% tail latency, FEERBFHFIAE,

- DRA/CDI 2% serving operator $0{ali8 “IG& D ECLER” 344 runtime,
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FrLl GPU stack AN RYEAIZHE S, MMAD llm-d. aibrix. kserve. gpustack. kubeai. kueue.
node-feature-discovery FIMB BELLIR, X5 model serving. EANSTTR A,

R R

+ 47 NVIDIA GPU &85 EHititk: 5tF& gpu-operator + k8s-device-plugin.

« ZHAHEM VGPU: & hami, R XEREMIEERIER,

« F—1i1&& API. & kubernetes-dra + dra-driver-nvidia-gpu + cdio

- LLM serving ¥&: GPU tkREKEE, EFE llm-inference. inference-routing. model-serving-
operator FEIMLMEE T,
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Kubernetes HPA Autoscaling Design

XTIHI sig-autoscaling FERESIFMIHEA—LHIZITHY: HPAtolerance. container resource
metrics. pod selection accuracy. scale from zero. external metric fallback, A% Cluster Autoscaler
B9 attach limit integration, &~ KEP BJ Alpha/Beta/GA. E&IIH feature gate Il kubernetes-keps-
implementation-matrix.

—AEE L

X4 KEP MR BAnELL HPA N “BFHERE2BSEHM selector WEBRIZAEATI2E” ,
B, Brof. FiEEmmM4s workload B9 autoscaling = HIE.

&t

LR EAIf

+

HPA BV 1T R] &R

HPA iz O AR B IRIE H A1IEtR S BAREARE ratio #S desired replicas, RIFEEFRBEARAEARE
5, MEXLHR:

- 10% 25 tolerance X3/) workload #1:X workload #A&E,

- Pod selector AJgEiEH[E label {EFREF B#x workload B9 Pod,

- sidecar-heavy workload #, Pod EZRIEGAHBEEEETRENES.

. JNERIEATAR FERY, HPA ERZMRST fallbacke

- replicas: 0BERIEERTAF FohEE, WAIRERTED) scale-to-zero, B REL.
« Cluster Autoscaler EEIEf# scheduler ZIMNIBELIR, H40 CSI attach limit,

Configurable HPA Tolerance

4951-configurable-hpa-tolerance £5 HPAScalingRules 1/ tolerance &, ©HZITIERE /), BFER
x:

HPA
spec.behavior.scaleUp.tolerance
spec.behavior.scaleDown.tolerance

i$ 2 tolerance =2 kube-controller-manager 92 BS54, Ak 10%, XEKE:

- 100 EIZ<EY workload, 7% fa# kA=Y 5 107,
* GPU/LLM serving workload B9&MEIZAIRS, scale-down tolerance X REER#
- scale-up # scale-down &@FNiZE R EHRE,

HrFE&iE workload owner B LAFH 82N HPA EZE scale-up # scale-down AR ZXa], FERER& BHHER
2RAINME, FLEREELT.
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KITHE: ©RERT HPARZE, RARIE—1EBESHM cluster-wide THE workload-level, X7 KEP
XUB&/ N Wz BRE.

Container Resource Autoscaling

1610-container-resource-autoscaling fi#/RHEIZ sidecar FH. %4 resource metrics LA Pod J9 85
B, B8 “Pod FRE—FENEZHE" HRiZ. BMEEN Pod 8!

+ service mesh sidecar

+ logging/metrics sidecar
+ model warmup sidecar
- proxy 3% adapter sidecar

MR HPA 3% Pod 2 CPU/memory, E&A2RENEW sidecar 1%, THE sidecar BHIRIRET 5.

Container resource metrics it HPA 38E 1 container 8 CPU/memory £ scaling 5. ©iliEtrE
M “Pod 207 2K “A5AR2E” o XX LLM inference. agent runtime. # proxy B serving
workload 1R X,

Pod Selection Accuracy

5325-hpa-pod-selection-accuracy BB A2k : HPA i@ 5 FH target workload B9 label selector %
Pod. B label "% F ownership, F[F controller. canary. 7% Pod 3k[F label workload #SA] 8E#3%E
H

THet SelectionStrategy:
HReE aX
LabelSelector ZHEI1TH, R#%Z label selector,

OwnerReferenc = #ti% label selector, E3H owner reference 1338, R1RE B4r workload #iBH
e Pod,

OwnerReference FFE controller &5 API &1, FEILIKITEE®E S cache. TTL. fallback 1778, R
ownership 1&EXMK, RAEIREIFRIA selector 1779, #HR[E /I RBAC 5% API £5IRF 2 autoscaling 5T
Ko

X% KEP BIZSF2: HPA BB “EBIr0 BB ER" o R Pod £S5 T, BIRFAN metrics 7
BIRER .
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Scale From Zero

2021-scale-from-zero ik HPA 235EF object/external metrics M 0 BB 51, ©ERMAARZE resource
metrics M 0 B, EJ CPU/memory EEiz{THA Pod A BEME,

KEIgIt =

« ¥ minReplicas: 0o

+ 5|\ HPA status condition #=iX ScaledToZero,

+ Y HPA BC#8 workload M 1 48%] 0 BHER &%,

- HIMEB/object metric REAFREMEE, MO¥ = 1 HFEERM

RN AEE condition? FEATE Kubernetes B replicas: 0 t2rIEERHF FahE = workload, 158 HPA
FI o mBEmNE, sWIHFBRER; WMRKTAAGE, XA scale-from-zero, ScaledToZero FIR
BX7D “XZHPAB&h%EEI 0 B2 “ARPFhgEN 0 o

External Metric Fallback

5679-external-metric-fallback &b IBSMERIEFRA AT, IMEFIEIREE KB CloudWatch. Prometheus
adapter. BAFIRZA. E=7 51T SaaS API, XLERFLRTE Kubernetes ITHIHEZER AN,

IR

- fallback R FAF external metrics.

-« §1 external metric JRIZEZE fallbacks

- fallback ERBEIRE replicas, A= last-known-good Bzt HE.

- failure threshold 8 duration, Mo E&BRE

- fallback desired replicas # N\ HPA [RE Z15ir &%, FEMIEIREX max.

duration-based i&It{R3EFR: HPA sync period AJLLZ 15s, WEILUMEARREIEEFARK 30s. A “E4KM 3
R SEAAEBHRIAR; A “KMKEEE 180 7" FRTE

HPA JRERSEER

metric source

+-- resource / container resource / pods / object / external

pod selection

+-- label selector
+-- optional owner-reference filtering
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replica calculation

+-- target ratio
+-- per-direction tolerance
+-- scale behavior policies

multi-metric merge

+-- max desired replicas
+-- fallback desired replicas can join here

scale subresource update

Cluster Autoscaler Attach Limit

5030-attach- limit-autoscaler "7t HPA &R, {BJEF autoscaling i&itH%, E#ER CSlvolume attach
limit ¥t scale-up #&IAEIRZ0E,

N5 scheduler & volume attach limit T5;5#& Pod, Cluster Autoscaler EBREHIEH AT EAE
H. TNrTgEHIT:

- autoscaler i1 7T, {8 Pod {3EA attach limit pending.
+ scheduler # autoscaler ¥ “TI R EAEAE Pod” YRR —EL,
- scale from zero node group BHfR/DE LTI = attach limit 5 8.

XA KEP FYE X 218 autoscaler #1 scheduler BIRI1TI4HIMTHLR, FEUARIBAR RS HINTE DRAL
PodGroup. topology-aware workload scheduling .

RERBIRTV

KMHRTC it

tolerance XS &I per-HPA / per-direction tolerance,
sidecar R ST container resource metrics.

label selector %% Pod OwnerReference selection strategy.
0 BIARMFohE (= RE ScaledToZero condition,

SNERIEIR I PE S BT ET & per-metric external fallbacko
autoscaler il REMAREEE attach limit 49\ autoscaler #&#}4,
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MR ESHIX R

- metrics-server $£f#t resource/container resource metrics, & HPA resource path FYEHi,

+ prometheus-adapter £ custom/external metrics, = scale-from-zero. external fallback.

business metric scaling By X &1,

« llm-d-workload-variant-autoscaler 2 deprecated BIA£i&iHIREB, IAFTHE/I&ITHE

, *E

Whém%ﬁLuomwd%%ﬁﬁﬁEanma%KHMWmmmaBRwH%HM,mam&
server / prometheus-adapter A@EITEEESE, FFEFTHHE WVA,

e e

1.4951-configurable-hpa-tolerance: &/JMBERSLAR APl Tl
2.1610-container-resource-autoscaling: IEfi# sidecar-heavy workload BJ3E#RIZSR
3. 5325-hpa-pod-selection-accuracy: IEf# HPA At ArTREIEE Pod &4,

4.2021-scale-from-zero: IEfZ0
5.5679-external-metric-fallback: ﬂEﬁ¢9b§B?a$ﬁ§EmﬁfﬁB§o

uz':)lklu\ll:l

6.5030-attach-Limit-autoscaler: ¥2f# autoscaler #1 scheduler #&IU—E14,

KB KEP SEIRAS

KEP

4951-
configurable-
hpa-tolerance

853-
configurable-
hpa-scale-
velocity

2702-
graduate-hpa-
api-to-GA

1610-
container-
resource-
autoscaling

HEPRES

implementable /
stable, GA B#r
v1.37

implemented /
stable, B3LI/
GA

implemented /
stable, B3EI/
GA

implemented /
stable, B3LI/
GA

Alpha/
Beta /
GA

v1.33/
v1.35/
v1.37

_/_/_

-/-/
v1.23

v1.20/
v1.27/
v1.30

_/_/_

Feature
gate

HPAConfigu

rableToler
ance

HPAContain
erMetrics

89

HPAScalingRules.tolerance FHE!
B HPA B4 scaleUp/scaleDown,

HPA behavior policies.
stabilization window. scale
velocity.

HPA v2 API GA.

HPA A8 E container B CPU/
memory 84T,


https://llm-d.ai/docs/dev/architecture/advanced/autoscaling

Alpha
pha / Feature

KEP HERS Beta / KELMERR
gate
GA
117-hpa- imp Llemented
.p P FH/ custom/external metrics z#¥ label
metrics- stable, B3KI/
e selector,
specificity GA
5325-hpa-pod- . v1.35/ . .
. implementable / HPASelecti = OwnerReference selection strategy,
selection- v1.36/ . _
alpha, {/37F alpha onStrategy dIEIFE4R workload Pod,
accuracy v1.37
v1.16 HPA &F object/external metrics M
2021-scale- implementable / / HPAScaleTo ject/ . L
v1.37/ 0%E, F#HA condition tFic2 B&N4E
from-zero beta, f/37£ beta Zero —
X.y =,
2679 1.36/  HPAExt
vl xterna
external- implementable / ) external metric LR REE
) v1.37/ MetricFal L
metric- alpha, f/37% alpha fallback replicas # X\ max &3
v1.38 Lback
fallback
5030-attach- v1.35
Linit implementable / 137; VolumeLimi  Cluster Autoscaler scale-up 14k
imit- vl.
beta, {/37E beta tScaling A CSl attach limit,
autoscaler v1.38
BIRE R

« HPAV2 API $iFER 2T # A\ stable, |BARs conversion 2E 5T,

« per-metric fallback KSR B BB AWM, BEE events/conditions/metrics,

- OwnerReference filtering B cache 2 & &3k API server [£/7,

- scale-from-zero 5 KEDA. Karpenter. queue-based autoscaler B985,

- DRA. PodGroup. volume attach. topology HFEF£JREB T UL N autoscaler &),
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Kubernetes In-Place Pod Resize Design

XTI sig-node # sig-scheduling XM —AEE %1344 1287-in-place-update-pod-resources
TBEL, 5419, 5526, 5554. 6122, 5836 Ly EE| Pod-level resources. CPU/Memory manager.
static CPU policy. #EREEEH scheduler preemption, &4 KEP #J Alpha/Beta/GA. &I
feature gate il kubernetes-keps-implementation-matrix.

—AEE L

In-place Pod resize it Pod 9 CPU/memory requests/limits AJLATERERE Pod. FEBRBBNBERLTE
#1o T8 Pod resource M “BIERARATEE” 24K “spec desired state + status actual/allocated
state” HVIZHITEIR,

AFTLEE

&4 Kubernetes Z24 Pod #RR, HAEE Podo WEKRESRSBXBEERLUIES, B XLEHRRANE

= .

= .

- Stateful workload EE=FMA] B MFEIE locality,

+ Batch / training workload EE&REEZIZTHITEHE,

* LLM serving X ZEIZA/VIIARSS, EE— Pod FLETREEMKBBE R =R,
« VPA RBIAR KRR, #AZH eviction/recreate, 1T/0fERE,

In-place resize WEIAZIRERMBELHmER, MERHKZEE: ZRAILIERESE, kubelet RETE
AT REMSER, KKTERESEEL LE controller R,

PZIDIRSIREL

1287 MR RRIERRRSIFRTE

Desired
what user/controller wants
Pod.spec.containers[*].resources
|
v
Allocated
what kubelet admitted and checkpointed
Pod.status.containerStatuses[*].allocatedResources

v
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Actuated
what kubelet passed to runtime/cgroup
local checkpoint, not API

v
Actual
what runtime reports as running config
Pod.status.containerStatuses[*].resources

XMEDRERT —M<HAA)RE: spec.resources NEEBHWIEM N “ERFEEFERNAR , EXR R desired
state, ELZFFEM status H,

APl i&%it

BETEIAEET Pod /resize subresource #1{T, AIFENR:

+ .spec.containers[*].resources
- .spec.initContainers[*].resources, {X[R sidecar 7=
+ .spec.resizePolicy

i@ Pod update {ANBEE X resources, XEFMAIRERZ resize HMIL validation. status. PR
rollout BX, FRIZE#HEE Pod spec update,

resizePolicy AFHF A CPU/memory s EREEEER A

HREE aX
NotRequired ik, REFERARFEMIEE,
RestartContainer REBETWEEERReTEEN,

XA ERFIE. runtime MRFETETLERBTH, NiZiREIFHEIR, kubelet E4E M EEIE,

Resize Conditions

Resize 3@3d Pod conditions B2E#HE:

Condition aX

PodResizePending desired resources EZ1t, 1B kubelet [HR53ECo
PodResizeInProgress allocated #0 actual/actuated A—3, EEHIT,
PodResizePreemptionDisabled TR RBREEIE R resize i & preemptions
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PodResizePending AW NEE reason:

* Deferred: IEILH{T, BHANTRENZERE, BESER,
- Infeasible: AAJ1T, A=BEmhER, HIUIEITHTREE. static pod. ELE policy F3=2#F,

XfELEE controller BEX 9y “F—FAJEerkIN” M “XR resize &1+ EAATEERLTN o

Kubelet 1=#I7%

Pod /resize request

+-- API validation

kubelet observes updated Pod

+-- check node allocatable and current allocations
+-- allocate or mark Deferred/Infeasible

+-- checkpoint allocated resources

+-- call CRI UpdateContainerResources

+-- update Pod status resources/conditions

Kubelet fa 33475 = admission f#17. ESRMTLKLIE pending resize:

1. RIENN request BY resize fiidt, ANBENIERZMMo
2. & PriorityClass.

3. & QoS classo

4. FRFBTEIE AT resizeo

XA Z kubelet REPLIBINE, AZFTF scheduler 43t H KL,

CRI Z 1k,

In-place resize 3K CRI 9 UpdateContainerResources & X Ei&Hf:

- JA%E CPU/memory I REFHEERZ B8
- ContainerStatus iR E HFI AR E.
+ Pod-level cgroup ZfbjG, kubelet ATLLEE UpdatePodSandboxResources @K1 runtime/NRI

plugin.

UpdatePodSandboxResources #i& 1A% best effort, ERMARPEZE kubelet SERX resize, E7 kubelet {h:2
Pod-level cgroup BIEBHITE,
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Pod-level Resources

—

5419-pod- level-resources-in-place-resize 1 resize M container-level # 2 Pod-level resources, &
HMERE “BX Pod HREFK" THRRZE container ZIFERH:

« API defaulting AJ8E®2ME Pod-level #1 container-level FIRZ&(E,
+ kubelet. scheduler. cgroup. quota #EIEf# Pod-level resources,
- status EE R Pod-level allocated/actual, #HEAFP 2EZF container Bo

X% 4 5526-pod- Leve L-resource-managers 5&8#8%, X793 CPU/Memory/Topology Manager [RZ% L
container /3 scope ERZE R,

Static CPU Manager #l Scale-down Delay

5554 5 6122 AMEEMRIS MREIH S . static CPU Manager &, Pod AJgEHA exclusive CPUs, 48R

=R

exclusive CPUs R &£ 24 cgroup:

- NARIREREFLLERRLE CPU
* kubelet %8R cpuset RIBEIS R IEBERI BB FRIR.
« TR EFRERN BRI UREIMLE CPU,

[FEitk 6122 5N “&IRREE + configurable scaling delay” AT 4ci@id Downward AP £ desired/
assigned CPUER, BA—MEEEN, BHRITRMRUSE.

XZ Kubernetes N\ “HRATaRMAES]" EM “FaS14EEE workload iE” RIES.

Scheduler Preemption for Resize

5836-scheduler-preemption-for-ippr 2R Deferred resize I TF—%: MRUA T AR BEFE, 2RI
£ LR Pod RiLEIETT Pod &7

KB

- resize Pod BEEHEEIT =, PFILA scheduler REEFEIZT i

+ NodeName / NodeResourcesFit ERZEELFHIEEIAE Pod,

* W1 resize A fit, DefaultPreemption AJLLESE victim,

- victim #iBRE, deferred Pod E#fi# NBATIF(H,

+ scheduler "EEEMIb reservation, EAEIZ max(desired, allocated, actual) E&R, desired
B4 G1il

X310 resize M kubelet Z3t1&Ed, ¥ BE scheduler 25MFFREHE

94



Node-level Preemption Policy

BETNRBINIRARSE NRYIS 3 “ISEATREE” . RETRLE, ATIE—1 Pod resize M
B H7RY Pod, AJRERERIELEE.

[E 1tk 5836 2 node-level policy:
Node.spec.podPreemptionPolicy.disableResizePreemption

%It EARRZi1L scheduler E#£3% Node policy FE2/RE, Ml kubelet #4575 policy, H7E Pod
status 1% & PodResizePreemptionDisabled condition, scheduler 4k£%LL Pod condition AXNO, E&iE
resize preemption path EiZ# & %I Node spec T3,

MR T JELR:

* kubelet 71531 24 resize L anEHA,
+ scheduler AREEHA. BEIR S
- Node policy B kubelet}:i%p§ Pod status {55,

RERBARTV

KR It E

spec MLFRBREA—E desired / allocated / actuated / actual @ERS,

resize g runtime & E1E W ContainerStatus.resources #8 actual, kubelet EiXZ IR
node HRAE Deferred condition, F4:&EiR,

resize 7K FIAERL LN Infeasible condition, 3345 EEAME,

node-level preemption policy +
scheduler ¥ Eit & V P p'| p “
PodResizePreemptionDisabled,

static CPU 488 1%5= workload scaling delay + Downward AP &2 assigned cpuset,
5 workload-aware preemption 4
— P P Alpha #% 8 Pod resize 438, Beta FRigit group-wide i,

x

# autoscaling BYX £

In-place resize 52 VPA #1 HPA Z [B)HIEERESI4MIL:

+ HPABiZ K replicas #mE¥ 48,
* VPA 21} controller AT LUEID /resize hAE Ro
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* NI resize # Deferred, scheduler preemption =% node autoscaler RTEEST N\o
« MRTRZEFoEY A, disableResizePreemption AJLA{@IA node upsizing, MAEIKZE Pod.

RAREERHAZ:

5E IR

VPA. Cluster Autoscaler. Karpenter. kubelet resize queue. scheduler preemption

ARz A — R ko

1.1287-in-place-update-pod-resources: F&, FIBFRIRSIEEA /resizes
2.5419-pod- level-resources-in-place-resize: IEfi# Pod-level resources,
3.5526-pod- level-resource-managers: IEfi# CPU/Memory/Topology manager dfaI%z ¥ Pod

scopeo

4,5554 [ 6122: I2fi# static CPU. exclusive CPUs # scaling delays

5. 5836-scheduler-preemption-for-ippr: I2f# scheduler 31{AA deferred resize # 5,

K5 KEP SLIVIRES

KEP

1287-in-place-
update-pod-
resources

5419-pod- Level-
resources-in-
place-resize

5526-pod- Level-
resource-managers

5554-in-place-
update-pod-
resources-

imp Lemented
/ stable, B
SLI/GA

imp Lementabl
e / beta, 1
E beta

impLlementabl
e / beta, 1
E beta

implementabl
e / alpha,
{137£ alpha

Alpha

Beta /
GA

v1.27

v1.33

v1.35

v1.35

v1.36

v1.36

v1.37

v1.39

v1.37

v1.38

Feature gate

InPlacePodVertica
Scaling,
InPlacePodVertica
[ScalingAllocated
Status

InPlacePodLevelRe
sourcesVerticalSc
aling,

PodLeve lResources

PodLevelResources,
PodLeve LResourceM
anagers

InPlacePodVertica
(ScalingExclusive
CPUs
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KERIREZF

Pod /resize subresource,
desired/allocated/actual A%

#0 kubelet resize loops

Pod-level resources &5 in-
place resize,

CPU/Memory/Topology
Manager #F Pod scope &
1%,

static CPU Manager exclusive
CPUs 1775 32 %5 resize,



Alpha

KEP HETRES / Feature gate KL
Beta /
GA
alongside-static- /
cpu-manager-policy v1.39
6122-configurabl Vi3
-configurable-
¥ d% implementabl / 0 dAPTASS | %cA Pod B2 assigned
scaling-delay- ownwar ssign
) & y e / alpha, v1.39 B resources, BIERUK[E]
with-pod-resource- edResources & )
I51E alpha / exclusive CPUs,
exposure
v1.40
v1.37
5836-scheduler- impLlementabl
tion-f 5 Loh /138 SchedulerPreempti  scheduler 3 Deferred resize 7£
reemption-for- e / alpha, vl. o
F') P P onForPodResize BEYE T = _Ei%HE victim,
ippr 37E alpha /
v1.39
IBEREE B

+ /resize subresource & VPA. StatefulSet. Job controller ZE L FEMH,

- status 9 allocated/actual resources & # metrics pipeline 1P TRIERET.
- static CPU Manager / Memory Manager / Topology Manager FYZRE& A 14,

- resize-induced preemption 5 workload-aware preemption B54%i%it,

+ node autoscaling 5 resize preemption FIfLERHZR,
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Kubernetes Node Runtime Observability
Security Design

XIEHi#H sig-node 2R DRA # in-place resize Z 5 %0y feature: kubelet/CRI runtime 2%, CPU/
Memory/Topology Manager. Pod lifecycle. Z2FFE. T =R XWMA resource health, ZF> KEP £Y
Alpha/Beta/GA. B&ELINA feature gate Il kubernetes-keps-implementation-matrix.

—AEE L

SIG Node B9Z0\i&it A AIEIE kubelet A “YPEFEA runtime F—HET AT RITES , Hit
73 “#@3id CRI. resource managers. status/metrics. security primitives BT m I TIRESHIRET
53’

o

Runtime Boundary: kubelet / CRI / RuntimeClass

2040-kubelet-cri. 2221-remove-dockershim. 585-runtime-class & runtime R RIEALZ: :

kube let

+-- CRI

+-- containerd

+-- CRI-0

+-- sandboxed runtime

+-- Windows / other runtimes

Pod.spec.runtimeClassName

+-- runtime handler selection

BItENX:

- kubelet REMAE Docker F¥E&#E,

+ runtime ggi@id CRI JRILE#H

+ RuntimeClass 1 sandboxed runtime. gVisor/Kata-like runtime. %%k runtime handler T
Pod ZRi%E#E,

* 4033-group-driver-detection-over-cri 442/ kubelet/runtime cgroup driver EEER—%

+ 5825-cri-pagination EMAFAET = runtime API 1%&E,
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B5RHIBT: kubelet fasz Kubernetes Pod lifecycle 1T mZEIFIEN ; runtime fAaszRestliE. =17, K

&, BEHNRERERIT

Resource Managers

CPU Manager. Memory Manager. Topology Manager 2M&EE! workload BYTS s MK EE,

Manager

CPU Manager

Memory Manager

Topology Manager

Pod-level resource
managers

(A%
KEP

3570
1769

693,
3545

5526

ER

79 Guaranteed / latency-sensitive workload 432 cpuset,
EIE memory locality, 5 Topology Manager 34 hint.
&& CPU. memory. device B NUMA hint, REREHTEH
FhISTTERE

M container scope ¥ &%l Pod scope.

iX4H feature # kubernetes-in-place-pod-resize-design 388X, resize YN Rk spec, FIEf# CPU

Manager static policy. Memory Manager. Topology Manager, Fi=EEMEET R ERWEIERM T A iR

Device Plugin / CDI / PodResources

%4t device plugin 1222 Kubernetes IR EIZENNRERER

+ 3573-device-plugin 2t kubelet device plugin API,
* 4009-add-cdi-devices-to-device-plugin-api it device plugin iR[E] CDI devices, &/ runtime-

specific FNZ%E.

+ 3695-pod-resources-for-dra# J& PodResources API, fEE 1% DRA resource,

X% 4 kubernetes-dra-design-deep-dive BIX & Z: device plugin 2IBERENEHISEEE; DRA
BN claim 3 ; CDI B ERIERAM runtime SEANKRIA,

Pod Lifecycle

SIG Node B lifecycle KEP @I,

Feature

Sidecar containers

KEP

753

EATRE kubelet 411 #EFE Pod AEPREI XA

RITEX

F45% initContainer B X KRiX sidecar Bof. F. KL
Fo
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Feature KEP KBItEX

Ephemeral containers 277 % #F debug container JEN, FEXZIEE workload spec.
2000, - s
Graceful node shutdown )71 TRIVRRIERERFLLE Pod,
Container restart policy 5307 4H1 container £k restart 1749
Container restart
o 4438 2032 Pod £2 IEHAIE] sidecar restart 1749
termination
EvictionRequest API 4563 45 eviction JEKEEMIRY APl KiK.

Sidecar containers 3F Job. service mesh. agent runtime #REE: &G sidecar IBEXHY, Job 5
. TARBEH. sidecar RIEINF TSR

Security / Isolation

TREEL4EE user namespace. rootless kubelet. seccomp. cgroup v2 # kubelet authz:

Feature KREXKEP RITEX

User namespaces 127 Pod & root REEMNEE root, FEEMKIZREIEE.,
Rootless kubelet 2033 kubelet B & PEISFUEITRR.

HostNetwork userns 5607 1t HostNetwork Pod t25E% user namespace X1
Seccomp by default 2413 AR SIS,

Fine-grained kubelet authz 2862 48]\ kubelet AP1 AR,

cgroup v2 / remove cgroup vl  2254,5573  4—IX Linux resource control Editi,

XA KEP WEBARAE: 8 “AREEE runtime ZHATTA” AR “Pod APIL. kubelet. runtime.
kernel primitives BBH&TME

Observability / Node Health

BINLNLEZ autoscaling. scheduling AIHPERRINGES :

Feature KEP  {EH
Resource metrics endpoint 727  kubelet BHIRIEIRTAENT,
CRI pod/container stats 2371 M cAdvisor fk#i¥% M CRI stats.
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Feature KEP  {EFH

PSI metrics 4205 F&= CPU/memory/io pressure stall information,
PSI node conditions 5394 3% PSI EF+79 Node Conditions, EFIAE/Bh{LMEN,

Resource health in Pod status 4680 Device Plugin / DRA ZE{#RE# N\ Pod status.

Node declared features 5328 TREENERR, NIAEMTHSSREEELEN.

2371 3t metrics-server 1 HPA #BEE : MR kubelet A9 stats KRAFF2E, autoscaling BYBINFERA
%, 4680 3 GPU/DRA workload EE: Pod pending I degraded BY, AR EEMERIRERBEMAS T
BERBRERE.

BFIRIHE

Pod API

+-- runtimeClass / sidecar / userns / resize / resource claims

kubelet

+-- CRI runtime boundary

+-- CPU / Memory / Topology Manager

+-- Device Plugin / DRA kubelet plugin / CDI
+-- Pod Llifecycle and eviction

+-- Pod status / Node conditions / metrics

container runtime + kernel

+-- cgroups / namespaces / seccomp / devices

MEMIZIT TR R

+ kubernetes-in-place-pod-resize-design f&k#i resource managers. CRI resource update. status/

metricse

+ kubernetes-dra-design-deep-dive ki kubelet plugin. CDI. PodResources API. resource
health.

+ kubernetes-hpa-autoscaling-design ki kubelet stats. CRI stats. metrics-server,

- kubernetes-scheduler-core-design #&#ft node labels. resource health. Node Conditions.
declared features fERIAE RN
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RERBARTV

KR

kubelet/runtime E2&F~—2K
container stats RIERH—
NUMA/CPU/device R3$7%
sidecar PAZE Job SERLELLLE
Pod root fRiZ K
REFEARITRL

T & pressure FEEFE A TEISIR

K KEP KIVRTS

peang 3=

CRI cgroup driver detection. RuntimeClass,
CRI pod/container stats,

Topology Manager & hints.

Sidecar containers BB lifecycles

user namespaces. rootless kubelet. seccomp.
resource health in Pod status.

PSI metrics -> Node Conditions,

KEP

2040-kube Llet-

cri

2221-remove-
dockershim

585-runtime-
class

3570-
cpumanager

1769-memory-
manager

693-topology-
manager

HEPAS

implementable / beta,
SEFHEKAFERE
metadata 5k GA

implemented / stable,
SCIL/GA

implemented / stable,
SCI/GA

implemented / stable,
SKCHL/GA

implemented / stable,
SRI/GA

implemented / stable,
SCIL/GA

Alpha/
Beta/  Feature gate XPESLINEREF
GA
CRI v1.5/ kubelet j&@id CRI EIE
v1.23/ - runtime, Docker ATHiEH
- kubelet v
2 /o #B% kubelet RE
dockershim,
v1.12/ ) NN :
(=) RuntimeClas = Pod &3 runtimeClassName
v1.14/ N .
S % runtime handler,
v1.20
a v1.8/ kubelet static policy /3
v1.10/ C(PUManager  Guaranteed Pod %32
v1.26 cpuseto
v1.21/ N
=} 122/ MemoryManag = kubelet B2 NUMA-aware
vl
er memory allocation,
v1.32
v1.16/ .
[=) TopologyMan = E& CPU/memory/device
v1.18/ o
ager hints, JRE NUMA 3$5%.
v1.27
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KEP

3573-device-
plugin

4009-add-cdi -

devices-to-
device-
plugin-api

3695-pod-
resources-
for-dra

753-sidecar-
containers

127-user-
namespaces

2033-kubelet-

in-userns-
aka-rootless

5607-
hostnetwork-
userns

2371-cri-pod-

container-
stats

4205-psi -
metric

5394-psi-
node-
conditions

implemented / stable, &
SCI/GA

implemented / stable, B
S2I/GA

implemented / stable, B
SCI/GA

implemented / stable, B
SKHL/GA

implemented / stable, B
SCIL/GA

implementable / beta,
7£ beta

implementable / alpha, 1
£ alpha

implementable / beta, 1/
£ beta

implemented / stable, B
SCI/GA

implementable / alpha, 1
£ alpha

Alpha/
Beta /
GA

v1.8/
v1.10/
v1.26

v1.28/

v1.29/
v1.31

v1.33/
v1.34/
v1.36

v1.36/
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Feature gate

DevicePlugi
ns

DevicePlugi
nCDIDevices

Kube letPodR
esourcesDyn
amicResourc
e

SidecarCont
ainers

UserNamespa
cesSupport

Kube letInUs
erNamespace

UserNamespa
cesHostNetw
orkSupport

PodAndConta
inerStatsFr
omCRI

Kube letPSI

PSINodeCond
ition

KPR

kubelet device plugin
APl,

device plugin BJiR[g] CDI
devices,

PodResources APl &5
DRA resources,

FH restartable init
containers &iX sidecar
lifecycle,

Pod user namespace fg
Ho

kubelet rootless/user
namespace i&17.

HostNetwork Pod f&F3
user namespaces.

kubelet Pod/container
stats IE1¥ CRlo

kubelet £ PSI metrics,

PSI pressure ¥3 Node
Conditions.



KEP

4680-add-
resource-
health-to-
pod-status

5328-node-
declared-
features

BERE R

implementable / beta,
£ beta

implementable / stable,
GA BfrEi&

Alpha/
Beta /
GA

v1.31/
v1.36/
v1.37

v1.35/
v1.36/
v1.37

Feature gate

ResourceHea
LthStatus

NodeDec lare
dFeatures

KPR

Device Plugin/DRA
resource health 5\ Pod
status.

TREENELAER, #E
FE/{zHl2RH S

- CRIstats @& BB cAdvisor fK#i, FH# metrics-server 2EHZE.
+ resource health status @& &&= DRA F1f£4t device plugin,

« rootless kubelet / HostNetwork userns & & aM4E=2I%H,
+ CPU/Memory/Topology Manager 5 Pod-level resources. in-place resize F9F&&E 4,
- sidecar containers 5 Job. LWS. agent runtime HXFrTARERERFAEB,
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Kubernetes Scheduler Core Design

L B (2026-09-25)

AT UHITHEARIND T AHEIEE, commit AR release, Kubernetes KEP TiH S TXEEBEHNA
REBAEIRIT/EIIERE, BELH. feature stage MEKINTTAIIZE #1 Kubernetes hirA1Z3T, FEEMIZ
ZEREBREIND ZTEBE LR A, src-scheduler-plugins-architecture 32 2026-06-14 B raw-backed

Source RH&,

EE]
me com LaERS /IEEAR
mit

ab9b0  Scheduling Framework A4R1& 4 B, scheduling cycle 1% Node,
dcfd3  binding cycle ¥iEF M A EISEE. Pod placement/binding B+
20 scheduler BRsR

kubernetes /

kube-scheduler

6df8d @i out-of-tree plugins ¥ & kube-scheduler; H scheduling.x-k8s.io/

scheduler-
: 8e4ae  vlalphal PodGroup / ElasticQuota 5 Kubernetes [R4 API j&Ei# 5 FFi%
plugins

5f %, ZREMILER Kubernetes Xk s

BAANO: Scheduling Framework. Scheduler Configuration. Zigi kube-scheduler j&f3. Scheduler
Plugins X148 5 YUgiE B, BIE T4 kubernetes-workload-gang-scheduling-design: kueue f1
%1 admission, karpenter fAasz P RAE/RR; @A controller TEEM k8s-core-controller-map,

M5-B FRRVER TR SR

kubernetes-workload-gang-scheduling-design @B ANO, 701 %4 Pod BY placement/binding 5
KMER. kueue TEFTEIRTEH Hi#H N\KLFR Pod JAERISERECEUEN, BH integration unsuspend T
Ef H S #BR Pod scheduling gates; Pod MR ATRETEENRIEEE. kube-scheduler 3 AIEE Pod %%
Node #5Emk binding, scheduler-plugins LA out-of-tree ¥ BE— framework, REEIELETEEZE
JobSet/LWS F I E3 R4 s EHE,

karpenter MAKRIFE Pod BFPRESHARITEREFE K, & NodePool/NodeClass. NodeClaim 515 =48
ARt R E,; BEAFHIT Pod binding, #7 Node RIS T EM 7 scheduler ERXBVMIN, ¥ BEIIEAR
fRIE Pod BFR B ELIRATHEo
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https://github.com/kubernetes/kubernetes/commit/ab9b0dcfd32039601ad368ae891efa3ff67600e0
https://github.com/kubernetes/kubernetes/commit/ab9b0dcfd32039601ad368ae891efa3ff67600e0
https://github.com/kubernetes/kubernetes/commit/ab9b0dcfd32039601ad368ae891efa3ff67600e0
https://github.com/kubernetes/kubernetes/commit/ab9b0dcfd32039601ad368ae891efa3ff67600e0
https://github.com/kubernetes/kubernetes/commit/ab9b0dcfd32039601ad368ae891efa3ff67600e0
https://github.com/kubernetes/kubernetes/commit/ab9b0dcfd32039601ad368ae891efa3ff67600e0
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://kubernetes.io/docs/concepts/scheduling-eviction/scheduling-framework/
https://kubernetes.io/docs/reference/scheduling/config/
https://github.com/kubernetes/kubernetes/tree/ab9b0dcfd32039601ad368ae891efa3ff67600e0/pkg/scheduler
https://scheduler-plugins.sigs.k8s.io/docs/
https://scheduler-plugins.sigs.k8s.io/docs/
https://github.com/kubernetes-sigs/scheduler-plugins/blob/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd/README.md#compatibility-matrix

Scheduling / Binding Cycle

QUEUE ENTRY
Pod event - - enqueue eligibility - -> PreEnqueue

PreEnqueue —— success > activeQ (ordered by QueueSort) —— pop > profile

PreEnqueue - - gated / reject - -> unschedulableQ

SCHEDULING CYCLE (serial, single-Pod path)
> Filter
> PostFilter / optional preemption

profile > snapshot / PreFilter

Filter —— no feasible Node
PostFilter - - nomination / failure feedback: retry later - -> queue
Filter —— feasible Nodes

—— select Node

> PreScore / Score / NormalizeScore

> assume in scheduler cache > Reserve > Permit

Permit —— approve OR wait > dispatch binding cycle

Reserve / Permit failure > Unreserve / forget assumed Pod

- - failure / retry - -> queue

BINDING CYCLE (may run concurrently for different Pods)
WaitOnPermit (if waiting) —— approved > PreBind
WaitOnPermit reject/timeout OR PreBind/Bind failure

> Unreserve / forget assumed Pod - - failure / retry - -> queue

> Bind

> PostBind

o4k —— label > RTNEAREFSE, B4 - - label - ->RTREMH. HAHGEEER; BEHPEK
EIAFIEINELE F—T M EE 5B 88|47, PreEnqueue 7E activeQ ZETH1T, QueueSort ;REBAFIIRA
FF, #3E Pod # pop BAMKRMITXFE . HFIEIREE Pod B81F; FE4 PodGroup HE S L1 TIRY
KEP iz 5%,

XBIRHE commit B9 schedule_one.go X43EHA: schedulingCycle J8F prepareForBindingCycle, HA
SRk assume/reserve &R Permit A ; ZEFPEshbindingCycle, 7£WaitOnPermit FHFEEMIT
B Pod, BT PreBind/Bind/PostBind, iX5 Scheduling Framework 3t Permit fiiF scheduling cycle
KENA—H. EHEEThR4s/feature gate MEXAVHENOZE, I Reserve/Permit B{&x# %! binding
cycles

nominatedNodeName FAMRIETFIHA, FFFEHME; LHEENBREBEEZEELFERRERL, Haike
#e4¥ Node [5RY assume 2 scheduler WRTFIEMK, & APl binding BRI, Reserve/Permit 5G4k
B ER RIS A R AR RN AR BB RS Bind pINfE 15T PostBind,

Queue / Requeue Feedback

Kueue admission - - admitted feedback - -> workload / Pod integration
> eligible Pod

integration —— unsuspend OR remove scheduling gates
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https://github.com/kubernetes/kubernetes/blob/ab9b0dcfd32039601ad368ae891efa3ff67600e0/pkg/scheduler/schedule_one.go
https://github.com/kubernetes/kubernetes/blob/ab9b0dcfd32039601ad368ae891efa3ff67600e0/pkg/scheduler/schedule_one.go
https://kubernetes.io/docs/concepts/scheduling-eviction/scheduling-framework/

Pod - - watch / enqueue - -> PreEnqueue —— success > activeQ (QueueSort)

PreEnqueue - - gated / reject - -> unschedulableQ

activeQ — pop > scheduling / binding attempt
attempt - - unschedulable / error feedback - -> failure handler
failure handler - - wait for relevant change - -> unschedulableQ

failure handler - - retry after backoff - -> backoffQ

Node / Pod / plugin-relevant cluster events

- - QueueingHints: eligible to retry - -> unschedulableQ re-evaluation
unschedulableQ - - retry eligible + backoff pending - -> backoffQ
unschedulableQ - - retry eligible + backoff satisfied / bypass allowed - -> activeQ
backoffQ - - backoff complete / queue activation - -> activeQ
unschedulableQ - - periodic fallback re-evaluation - -> activeQ or backoffQ

Pod Unschedulable - - observed state / event - -> Karpenter capacity controller
> Node

Karpenter —— NodePool + NodeClass / NodeClaim Lifecycle
Node - - capacity / readiness event - -> cluster events / QueueingHints above

unschedulableQ 7EX B2 ; 1Z commit BYSCIER unschedulableEntities, AJ{RE Pod 2%
PodGroup, activeQ fREAIZ1AIN, backoffQ (REFFFREEHIIN; KMKEIPATIEIIEIFRELR T RMBUEH
EREGNYaNRERE, FEMAEBIREEESHNE—1PAT]. QueueingHint RIBHHEML K LEIZ IR
EeLEEHR, KPS EERS, HXEHARAE “THRUHMESE pending Pods” . [B1F] activeQ 13
FURHENBAITIHE, FEEMERRB RSB scheduling gates, SEIKIEDL 2 a0 scheduling queue,

Kueue BIZERFAENM scheduler WARRIRERAEIRS. # gate $HERY Pod REEEIZHEE LT Filter
[E89 Unschedulable; Karpenter h4Zi4E & Pod Ml R RITGAENEE. WAFEEGNRLOT =
#J Pod, #1 Node @i watch/PAFINIEIAAZER, A= Filter. Permit 8¢ Bind,

Scheduling &M E&1E

KW= | BEFm Bk E SiEH 2R 1R ATHE /28R

OERMIEM. FHIFEK. taint,
affinity. $RFNFEERM; EIIRTECHY
TRARERRB)H

Filter c feasible Node: & iZEZE =1 PostFilter; 5448
BT E1E Node XEHSREATFEMTEG

PostFilter / preemption & 18 SRBEAITFINIEIFRE, F  KEMRKER. ARE. ReIHIESHE

AIT4R: AIRELiRIES FRETHRENR, PREVLYSR; RE 4G PDB IEfEN
victim BRENDAE nomination AMRIEfGE48E scheduler preemption 9483t {R 1P

Reserve kKo fR 4R ER 5k
K. RERSESE
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https://github.com/kubernetes/kubernetes/blob/ab9b0dcfd32039601ad368ae891efa3ff67600e0/pkg/scheduler/backend/queue/scheduling_queue.go

KW= | Bz

Permit wait / reject /
timeout: 4FEFFABIE
“t

PreBind 0¥ : HERNES
KRR

Bind £: API B4bE R
Ik

WRAEAERRIE . TRERESMED
ZEFSEMRET—

HREEEIRPE: Filter &
R=5 Score NEHH FiHA

BEpihE Sk R

i51T Unreserve. %Y
assumed Pod; Unreserve 7
mEHRERK

ARG, B4R/
fih &% IR T HERA

f1E binding cycle. EERE
REHER,; KizhlEnE
EBE=R

scheduler ELKAME, AKiE
&4 API/watch JRZSHI i Pod

RTNRBE

IEE watch Efi5T—#
snapshot AIEIEERIFRIE; &
HEEMERNERSEH

RERANZURER; ®EBE8
o “TRANEREE” BOERALE]

ATHE [ #EILFR

BENIGHFRZFR. FelERIERT
FRELOIRBEIERD/FBEIMBR
&, THBEXEE requeue

OEARMGI. B, IR SIEITED
B; BINBNAREEXARKEIALS

WESMNBMREL. NRMIEMFEIR; WA
BEEITRAMERER RS FE A Y&
1R{F

X MXBR/ A5 /LS HERT ; FEETAIERA
RBHREN, BEHEHFEEEERH
BIRIE

KEIREY . SEIRRMEREREMSE

HEEE; HERTIFERNINIET
— iRt

K5 profile. & X/INF/NES I
£ B#¥r, F kube-scheduler-simulator

IR ERIRER

out-of-tree 5 in-tree fRHFEREIL framework S5 E:; &BE scheduler-plugins HREI5S—
E JobSet/LWS FRrEIERY, #HIEEMIMNEEE Pod events/status. k¥ extension point A1EX$5428
KA, BRIOFTE Pending FVINBTERE.

KEP IZitE =

THERE scheduler core B9 framework. component config. profiles. queue/requeue. topology
placement. async preemption FIEEEEHEID. HERERREANZARI release/feature stage FIEH
%5 ; &4 KEP BYIBER NEA M kubernetes-keps-implementation-matrix.

—EEEf

Scheduler core KEP B [E BT 238 kube-scheduler \—1MNARBERES, EHANTEE. Al B, 7

R, e EHATEEESR,

108



Scheduler Framework

624-scheduling-framework @& X FERVEHE KEP, EHE—R Pod JAER % extension point, ZH#iiE
RIfF 54523 L7 Scheduling / Binding Cycle, PostFilter BF LRI {TT mtMRE N, FEEERE
X Filter EREHN—F,

IHE:

. HERBSARB I fork scheduler 358 HTTP extender £38%.
- plugin BILATE filter. score. reserve. permit. bind FERREMEERETREIE X,
- DRA. gangscheduling. queueing hints. in-place resize preemption #EEERXET B~

1819-scheduler-extender {HARFAEXIIE, HTTP extender B J& Filter/Prioritize/Bind &M E&, 1BH
cache @& . MEE. FHIRVIBEMNY BRaREAFENRZ, framework A RESEXET BRARE
scheduler ##2MA, LA typed plugin APl &KX,

ComponentConfig #1 Profiles

785-scheduler-component-config-api 38 scheduler BR&ERRAs{t, 1451-multi-scheduling-profiles 7&iF
—* scheduler LFIEHEZ A profile,

X KEP R RBZIZE R

+ KA workload FIEEFEZERE plugin AE.
+ % scheduler binary =& cache. &8Z HA B4,
- profile it @i schedulerName JEFREE, MARIELZERHIH,

% profile WIARZE: BEHZE scheduler cache ME#72, EEHER, TEETLEETRAIAE RN
PEIE AN IR 1o

Queue / Requeue i&it

TEE MR REURT Filter/Score IRAIR, HMEURTF “GAMEREREMH =R — pending Pod”

KE
Feature 5 ’IHER

' ' 352 F scheduling gates PEIEZRH4RHER Pod HNIES
Pod scheduling readiness

1 AE,
- 424 _ - \
QueueingHint , - plugin MRS FHFRTAELRA Pod FTAE.
. . 613 . ] . . N
PreQueueing hints ) 7£ Pod # A\ activeQ HiISE BT IE LR MAESR,
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KE

Feature 5 RIHER
. 514 . . .
Pop backoffQ when activeQ empty ) activeQ =R HILIE backoffQ, IREEM.

Reflect PreEnqueue rejection in Pod 550
q ) B4 PreEnqueue IEEMNRREIZREL AR,

status 1
- . 559 - - NGRS
Opportunistic batching g WEEtyRttERE, RIOEEITHE,

QueueingHint 2 DRA. gang. resize XEFEFRMIXE, &A hint, fEf] ResourceClaim,
PodGroup. Node. Pod HE4#Br]gEMEER KET X pending Pod, ERRIAENX S,

Placement / Topology

Ei& Pod placement {35272 scheduler core FYEE feature:

- 895-pod-topology-spread F &I EDBIEN—FRAELNR,

+ 1258-default-pod-topology-spread 25k ETXACE spread B9 workload RIEFIAFRIF

+ 3022-min-domains-in-pod-topology-spread B RIAFMIEER BIHIRE,

* 3094-pod-topology-spread-considering-taints it skew B HBRLFRA A BT =,

+ 3633-matchlabelkeys-to-podaffinity ik rollout hash F&pSinE S5 affinity/anti-affinitys

X£Hi% 10 kubernetes-workload-gang-scheduling-design BIX 5! : Pod topology spread /322 L&
Pod AEZAIAEEIR; topology-aware workload scheduling ME3f—4H Pod —f24 A placement,

Preemption &tk

Preemption MERZH priority/preemption X REIER S . BolfifkR:

* 902-non-preempting-priorityclass #F “BMELHFERIEL”

- 4832-async-preemption % scheduler TEAEEEAE RSP FE4F victim M.

+ 5278-nominated-node-name-for-expectation 2{& nominated node EEE &KX,
+ 3280-guarantee-pdb-when-preemption-happens ;¥ 571 PDB FOHZ,

iX4H feature & Workload-aware preemption #1 resize-induced preemption B9&fht, ERERBEN A
Bt , MEEMERL HERYT EE PodGroup X E4PE Pod resize 5,

Data Flow

SEEEEM. BAYI. profile. framework 5&MRIREZEBEEHEI LARRIKE,
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I2fZ scheduler feature BY, NizZciRIEXRNEH—E:

+ B API &X: ComponentConfig. profile. Pod topology spread.
- IMBAFI{T /. QueueingHint. PreQueueing. backoffQ,

- BUAEITE: Filter/Score plugin. DRAFilter. TopologySpread.
.« BRARMALEE: PostFilter. preemption. status/event,

- BUMRE: batching. async APl calls. async preemptions

BEAF

R WiER

. ZIEFPRATI. 2F 4. quota IEIES kueue X
Scheduler 72 admission queue

controller,
Scheduler profile N 232fRE % profile £Z#F2# cache,
Queueing hints AT IEELR CRRVEEXER, FRNTHREFAEM,

T logvS d ~2 gan
opologySpread iz gang EABAE Pod JHEE, REHH skew
placement

Preemption FRIE PDB ERHIF  Kubernetes R&/L disruption, {EFREEIE PDB HEFLR,

K5 KEP SSIVIRES

Alpha/
NP Feature - ,
KEP HEPRES Beta / KELIERR
gate
GA
624- imolenented / stable, TSEH v1.16/ kube-scheduler REp
implemented / stable, B5E : : .
scheduling- GAI\J -/ - extension points, &{X
framework v1.19 = extender/fork %=,
785- .
hedul implemented / stable, B3/ ! versioned
scheduler- implemented / stable, B5C , )
¢ GA? v1.19/ - KubeSchedulerConfigurati
component-
ponent- v1.25 on, ILBEREETAR,
config-api
1451-multi- implementable / beta, i&it®]  v1.18/ —* scheduler #EZ 1
scheduling-  SCHI, metadata R4T v1.19/ - profile, Pod i@id
profiles implemented v1.22 schedulerName FEEHERE,

implemented / stable, BSCIL/
GA
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KEP

3521-pod-
scheduling-
readiness

4247-
queueinghint

6132-
prequeueing-
hints

5598-
opportunisti
c-batching

895-pod-
topology-
spread

4832-async-
preemption

implemented / stable,
GA

implementable / beta,
beta

implementable / beta,
beta

implemented / stable,
GA

implementable / beta,
beta

MEMIFETIRI R R

h1E

htE

h1E

Alpha/
Beta /
GA

v1.26/
v1.27/
v1.30

v1.26/
v1.32/
v1.34

v1.37/
v1.39

v1.35/
v1.38

v1.16/
v1.18/
v1.19

v1.32/
v1.33/

Feature
gate

PodSchedu
LingReadi
ness

Scheduler
QueueingH
ints

Scheduler
PreQueuei
ngHints

Opportuni
sticBatch

ing

EvenPodsS
pread

Scheduler
AsyncPree
mption

KELIMERE

schedulingGates it Pod 7£
SNBFR MR BRI AHNE E
TEE,

plugin IREHFITERS
requeue pending Pod, [
REAENE.

7£ activeQ Z gl IS TRk
f2, = DRA/gang/resize Y
M EERNR,

SHEEN =Mt EN, B
‘DEE snapshot/filter/
score A,

scheduler filter/score it&
topology domain skew,

B victim HEREL &,
AL EEEETEE,

« kubernetes-workload-gang-scheduling-design {&#fi framework. queue. preemption,

- kubernetes-dra-design-deep-dive ##i queueing hints. Filter timeout. Reserve/PreBind.

+ kubernetes-in-place-pod-resize-design #&#i queueing hints #1 preemption failure handler,

+ scheduler-plugins 2 out-of-tree SR E~= I BHNESELIMES,

+ kube-scheduler-simulator i& & FRME filter/score/preemption B EAETT A,

BERE A

* QueueingHint / PreQueueing hints 2% %3 DRA. PodGroup. resize ¥F&FFI=R.
+ Async preemption 5 workload-aware preemption 2EUEIEIF—RIR KM IRIEEY,
- Scheduling profile B9 plugin &¥E B4 &R A FALRA AT IR Mo
- TopologySpread 5 workload-level topology FJi1 R 2 E /&M,

- scheduler perf H extension point latency &7 #% DRA / CEL / batch scheduling $iI&.
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Kubernetes v1.37 Scheduling / Node / DRA
Progress

XTI1ig% 2026-07-15 XF kubernetes/enhancements master BRI, ER[EZ: T Kubernetes £
E. Node. DRA #I#83% autoscaling KEP L###EI T HIE, BEIZITHKkEE I src-kubernetes-keps-
design-tracking, ZXIURSEEFER kubernetes-keps-implementation-matrix.

BARF R

V13T WELARERBEMRNL, MEB=FLLA!

1. kubernetes-workload-gang-scheduling-design #2 PodGroup / Workload ¥E9 B B (ki 2
beta/alpha &,

2. kubernetes-dra-design-deep-dive #8 DRA MZEHAL IR B B E capacity. workload claim.
NUMA. status 1 Pod =] L4,

3. kubernetes-in-place-pod-resize-design 5 kubernetes-node-runtime-observability-security-
design #8 Pod-level resources. resize. Memory QoS. rootless kubelet 17 sIRZ&S4M5FEI Node
=Y

v1.37 feature direction
|
+-- workload-aware scheduling
| +-- Gang Scheduling beta
| +-- Topology-aware workload scheduling beta
| +-- Controller APIs alpha
| +-- CompositePodGroup alpha
|

+-- DRA device/resource model
+-- ResourceClaim for workloads beta
+-- Consumable capacity beta
+-- Shared capacity / compatibility groups alpha

|
|
|
| +-- ResourceClaim device status stable
| +-- DRA attributes Downward API beta
| +-- Standard numaNode stable
|
+-- node resource/runtime maturity
+-- Pod- level resource managers beta
+-- Memory QoS beta
+-- Rootless kubelet beta
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+-- Pod checkpoint/restore alpha
+-- EvictionRequest API alpha

SIG Scheduling
KEP TR BX
Workload / PodGroup R RIBAEEAL, Al
4671-gang- implementable / beta / v1.37, / =p L, Alf
. _ HPC/batch "B R 5 out-of-tree
scheduling B#x stable v1.38 ,
coscheduling.
5732-topology- —%f Pod EEE{KIEHE topolo
POL0gY implementable / beta / v1.37, ﬂzjj\ F23% topology
aware-work Load- _ placement, 3%3#% GPU/NIC/zone/rack &
. B#r stable v1.39
scheduling o
25 Job/JobSet/LWS £ controller 124
6089-was-

. imp lementable / alpha / v1.37 workload-aware scheduling building
controller-apis block
ocks.

6012-composite-
P _ implementable / alpha / v1.37 RIXZ A M workload A EIAEE T,
podgroup-api

7T Pod i#* \ activeQ RITETHNES, A

6132-prequeueing-
Preq & implementable / beta / v1.37 ‘l> DRA/gang/resize EEFHEH

hints o
requeue lgrE,
5598- , . N =
o implementable / beta, TR R ERAMRFEEL, BHEVNIMER
opportunistic- _ _ )
. rescoring, B7 stablev1.38 TN scheduler B84F,
batching

5836-scheduler-
preemption-for- implementable / alpha / v1.37
ippr

BE48%E Pod B9 in-place resize FiRHRA]
44 scheduler 38 G20 E,

TAEMIEERE R EHTE 2026-06-15 F) 2026-06-17: KEP-6089 #138& N KEP-6012 #9814, KEP-6132 &
A+ KEP-5598 rescoring ¥ /&. KEP-4671 preemption {THEE, XErESE: workload-aware
scheduling B MEBE— gang KEP T API. #R3h. 385, PATIFIHEAME L FEHE,

DRA / Device-Aware Scheduling

KEP LanERE X

il

5075-dra-consumable-  implementable / beta / REBABRIBRFVABHILSE, HEERIEXGPU
capacity v1.37, B#xstablevl1.38 memory. . license FoLHBRE,
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X

il

KEP LRIHE

5729-resourceclaim-
ResourceClaim 3% workload iE#&#E, H

1%1%#% DRA 5 PodGroup/gang scheduling,

implementable / beta /

support-for-
PP v1.37

work Loads

5517-dra-node-

#Z 32 DRA node allocatable, %5 scheduler/
allocatable-

autoscaler REHIEFE,

implementable / alpha /
v1.37
resources
5941-dra-shared-
consumab le-capacity

implementable / alpha / %" logical devices = [F— capacity

v1.37 poolo

RIAZIREHERAN,
Xo

5963-device- EE5% /% NICH

compatibility-groups

implementable / alpha /
v1.37

M driver BIEIREFEAIRREM, MRANIK
TR,

6080-dra-derived-
attributes

provisional / alpha /
v1.37

XLt KEP 8 DRA M “ResourceSlice + ResourceClaim” #HFBIEZMSEA S, WA FERFENZ
5729 #15075: BIELL—4H Pod H£=8¢5|F workload Z& claim, §&it claim REE B —MEERS, M

SHBRE,
SIG Node

KEP LanHE BX

DRA D ECERIEREEHN
ResourceClaim status, B9F&7E B X0
Mo

imp lementable /
stable / v1.37

4817-resource-claim-
device-status

Pod A workload "]E % DRA device
attributes,

5304-dra-attributes-
downward-api

implementable / beta /
v1.37, B#rstablevl.38

PR numaNode 1& & B 1%, 1%#2 DRA I
topology-aware placement,

implementable /

6072-dra-standard-numanode
stable / v1.37

5945-dra-optional-node-
preparation

5526-pod- Llevel-resource-
managers

6122-configurable-scaling-
delay-with-pod-resource-
exposure

implementable / alpha /
v1.37

implementable / beta /
v1.37, B#rstablev1.39

implementable / alpha /
v1.37
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g &= rbhdsasl NodePrepare,
PRI ERRIZ RS,

CPU/Memory/Topology Manager M
container scope # &%/ Pod scope,

Pod resource exposure J589 scaling
delay AIECE, AN AMIERFRWIEE .



KEP SHEiHE

implementable / beta /
2570-memory-qos

v1.37
2033-kubelet-in-userns- implementable / beta /
aka-rootless v1.37

5823-pod- Llevel-checkpoint- implementable / alpha /
restore v1.37

implementable / alpha /

4563-eviction-request-api
v1.37

implementable / alpha /

5683- Lifecycle-conditions
v1.37

X

Al

Memory QoS EFi# A\ beta &%,
rootless kubelet i# X\ beta, B#{E kubelet
S T

Pod 2k checkpoint/restore i# N\ KEP &

1Io

eviction iIE3K API 14, 44T R IKEXE FM
E"Jﬁl_o

Node lifecycle conditions ## X\ alpha.

Node MM E S 2 IMAEREEZEMT = LARE: DRA status. DRA attributes. NUMA. Pod-level
resource manager. Memory QoS # resource exposure #321EN “BEZIEE/HEIMERE REAE

BN
Autoscaling BXz5f

KEP SHRiHE

4951-configurable- implementable / stable /
hpa-tolerance v1.37

2021-scale-from-
zero

implementable / beta / v1.37

5030-attach-Limit- .
implementable / beta / v1.37

autoscaler
5679-external- implementable / alpha /
metric-fallback v1.36, B¥rbetavl.37

HPA tolerance M\ £ BN ESEZ YL HPA/
HEKEEE,

object/external metrics 2% 0 Bz S,
Cluster Autoscaler #&#) CSI volume attach
“mito

external metric S&IKBS ] fallback, [&{KIE
IRARFHFEIT HPA BYEZMH,

autoscaling FEARNEH, BEREXLRAERITESHKBERSIEM. DRA. PodGroup. volume

=F

attach limit. topology #1 scale-from-zero #3E K autoscaler FRE “MNTR” , MEHAEM scheduler

YR,
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RN R ERE I

3t AI/HPC/GPU &, UFciREmX IO :

1.4671+ 5732 + 6089: Kubernetes @& REFE4EZFRIE workload KifE.

2.5729 +5075 +5517: DRA @7 #EiL workload # autoscaler IBfRIRE AR E,

3.4817 +5304 +6072: DRAIZEFRE. BMM NUMA BEHAIZE T WNES,

4.5526 + 6122 + 5836: Pod-level resources # in-place resize @& #1372l scheduler,

K FRFkf
= Eall
BlEE PEFARFFRTE scheduler. HPA. device plugin 8812, @ EIEHF T alpha DRAY"
workload o
Al/HPC batch /  E =81 PodGroup/gang. topology-aware workload scheduling. Kueue/
training JobSet/LWS &R

GPU/NIC/DPU  ERER DRA consumable capacity. ResourceClaim for workloads. standard
*a numaNode A1/~ & driver SE¥,

% 7E Pod-level resource managers. Memory QoS. rootless kubelet, B4R

TRERRE _
- TR HEE feature gate FAIAMER kubelet 1779,

T—% %5
kubernetes/enhancements R&RT KEP TTAUIEFIZITHIRS. BEEAHEIZE

- kubernetes/kubernetes 332 PR @B E S Mo

- feature gate ZAIAE. API group/version # release notes,

- conformance / e2e &, LLER gang scheduling. DRA workload claim. Pod-level resource
managers.

- karpenter / Cluster Autoscaler @& 8EIEfZ PodGroup. DRA structured parameters #1 volume
attach limit,

« dra-driver-nvidia-gpu FHSE driver @5 ER# v1.37 DRA FEZ,
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Kubernetes Workload and Gang Scheduling
Design

L B (2026-09-25)

ATHERAITHREARIAD TR HAIIRER, AT M5-B WM BRI, commit & release #7iR, API
ERIND ZEEOARETEEBFERIRA A, src-kueue-architecture. src-jobset-architecture. src-
lws-architecture. src-scheduler-plugins-architecture 5 src-karpenter-architecture fR& 2026-06-14
#9 raw-backed Source tRER, TXBEHE KEP ABRRBAHEIKITSEHIBIR; scheduler [REEHHFIIEER
kubernetes-scheduler-core-design,

Hal
me com  HEJAPI/EI%R M5-B 2
mit

2a7 2517 kueue. x-k8s.io/vlbeta2 B84 Workload. LocalQueue.

L Admission /
kueue 717 | ClusterQueue. ResourceFlavor. Cohort. AdmissionCheck. ¢
uota
037a  Topology; BEERIEN. flavor SN, 713 Pod BARUIEE Node
03f9 ) ] Workload /
obset jobset.x-k8s.io/vlalpha2 JobSet A ReplicatedJobs tA&F Job, Job
jobse cce o
IREERH. coordinator. ARIN/RMSES ERERE i
945 lifecycle
. - Workload /
d4fl  leaderworkerset.x-k8s.io/vl EIE leader/worker Pod 4H; q
roup an
lws 525f  disaggregatedset.x-k8s.io/vl HEZNF LWS, BEDBHIER & | P
role
1524 . slice StMA%®H .
lifecycle
sched Pod
6df8  kube-scheduler B out-of-tree framework plugins; ECE
uler- ) . ) " placement/
et d8e4  scheduling.x-k8s.io/vlalphal PodGroup / ElasticQuota Z{#+BN hedul
plugin scheduler
aesf 4, 5 Kubernetes JR4 Workload/PodGroup KEP APl 3 H & ,
S extensions
" 6bc  karpenter.sh/vl NodePool / NodeClaim E£& provider-specific Node
arpe
. 3b4b  NodeClass RABENRET R LA, MNAREE Pod WAE  capacity /
nter
94dd  FXK, FHIT Pod binding lifecycle

BEHIE: Kueue Concepts 5 Hai vibeta2 APl JERS. JobSet Concepts 5 vlalpha2 API. LWS
Concepts. Scheduler Plugins 3X#4. Karpenter NodePools 5 NodeClaims, ZiERHHEZITFTIZE
release BJ CRD. feature gates #1 Kubernetes &%,
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https://github.com/kubernetes-sigs/lws/commit/d4f1525f15a491170de19bc6abc1c89fe185b16c
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/karpenter/commit/06bc3b4b94dd9af0228db4b611f2ebcb2ba17b9c
https://github.com/kubernetes-sigs/karpenter/commit/06bc3b4b94dd9af0228db4b611f2ebcb2ba17b9c
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https://github.com/kubernetes-sigs/kueue/tree/2a766717037ac8c8ca8ee03539e7504db2a56008/apis/kueue/v1beta2
https://jobset.sigs.k8s.io/docs/concepts/
https://jobset.sigs.k8s.io/docs/reference/jobset.v1alpha2/
https://lws.sigs.k8s.io/docs/concepts/
https://lws.sigs.k8s.io/docs/concepts/
https://scheduler-plugins.sigs.k8s.io/docs/
https://karpenter.sh/docs/concepts/nodepools/
https://karpenter.sh/docs/concepts/nodeclaims/

D1 - Workload / Admission / Placement / Capacity

WORKLOAD EXPRESSION
JobSet / LeaderWorkerSet (LWS) / DisaggregatedSet (DS)
- - supported integration / PodSets - -> ADMISSION AND QUOTA

ADMISSION AND QUOTA
Kueue: Workload / LocalQueue / ClusterQueue
ResourceFlavor / Cohort / AdmissionCheck / Topology
- - admitted: unsuspend / remove scheduling gates - -> POD PLACEMENT

POD PLACEMENT
kube-scheduler framework + configured scheduler-plugins
— select feasible Node / bind Pod > existing Node
- - unschedulable Pod feedback - -> NODE CAPACITY

NODE CAPACITY
Karpenter: Pod requirements + NodePool + provider-specific NodeClass

—— create capacity request > NodeClaim

— launch / register / initialize > Node

Node - - capacity / readiness events: requeue - -> POD PLACEMENT

Elfl: e — label > RNIRFFEHIEESED APIR(E, RAEEBERIZRRFTH; B4 - -
label - ->RFHFRMAEM. B EANRBEHER. PEXRTIRZE, BB Node BEIXT Pod BYLFE#
N BBz,

jobset. lws & LWS € FEHHY DisaggregatedSet ®ixtH. A, FHRBESEMEL. kueue RTE
Workload AIBSERIFECERAAEN , £ flavor. BB RIGIMNG; EARHATREL Node 1%EF K Pod
binding. kube-scheduler 2% placement/binding, scheduler-plugins ¥ BH framework &4 EE/To
karpenter MR T RAERLEGE, FYE Pod, EIFFH integration EF%HX%: RAECEAAERLH
A2 TR B EE A 7E Kueue 812,

D2 - Admission 5 Scheduling B&1%

Create JobSet / LWS / DS (roles -> child LWS)
- - supported integration / Pod templates - -> Kueue Workload / PodSets

Workload —— resolve queueName > LocalQueue —— resolve reference > ClusterQueue

ClusterQueue + optional Cohort —— evaluate > quota / ResourceF lavor

+ configured AdmissionChecks + optional Topology constraints

—— record reservation / check state > Workload admission status
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- - admitted feedback - -> integration controller

integration controller —— unsuspend workload OR remove Pod scheduling gates > Pods
Pods - - watch / enqueue - -> kube-scheduler
QueueSort > PreFilter > Filter > PreScore / Score > Reserve > Permit

> PreBind

> Bind

Permit approved > PostBind

XN, BB PreEnqueue. PostFilter 9337, 7 cycle 5&MENIRI kubernetes-scheduler-
core-design, LocalQueue 5| ClusterQueue; Cohort RECEIHREZEXR, FEFAEESHEMNS KM
Fllo QuotaReserved 5 Admitted B R ER—1FEM &M : EEER AdmissionCheck AIUHEEK, B
FA topology-aware scheduling BV IR EHEXM N B /i EHE. ENRITAFRIEPRE Pod EHESISEE
Fi4E, KIED Kueue Concepts,

ERERRE “AYFR BWEKIRIE: JobSet £RIEIE TIEMAH suspend KESITHIBEN; LWS &£k &
F Plain Pod Group, A& LWS group AENETT, Pod RIS tEEFHH scheduling gate EEAE,
DS &dmHEF LWS; RERIBLEEFE DS BEREFAEN, MBERIEABIREERSE. F LWS SERMFTAEAR
I, FEEIB=F API ZBEIRLEI— owner controller 832 £ &8 Workload [§4i— unsuspend,

D3 -« Capacity Feedback

Pod: PodScheduled=False / Unschedulable
- - observed condition / Pod event - -> Karpenter provisioning controller

Karpenter —— combine constraints > pending Pod requirements
+ NodePool
+ provider-specific NodeClass

> NodeClaim

NodeClaim Lifecycle (controller + provider + kubelet)

—— create immutable capacity request

— launch instance > register Node > initialize resources > Node ready

Node - - watched capacity / readiness changes - -> scheduler queue / retry
kube-scheduler —— re-evaluate feasible Nodes / bind

> Pod placement

NodeClaim @B Ei15K; FoIZHNERENE, FEMMEHEFHD status, & Launched. Registered.
Initialized &4, UKD EMEE0. Node FFMANZRIIAKIAIE, Node Ready thARE
scheduler WAYRGE; BIMET BRI, Pod IRIEERA affinity. taint S3RFMIRIEENRE. Karpenter M
22 Pod/NodePool/NodeClass HFEHITEER, BHEMAEINMTHMRG, && scheduler ME&IEHN
BF “GIBIEETR" EK. £ NodeClaims,

Disruption 2R3 T BAUITHIERR: drift/consolidation 4B NodePool disruption budgets F13xZ
LR, HERYS pre-spin replacement, 5 drain/terminate. Expiration BF forceful 812, 1%
NodePool disruption budgets fRiE, tBARIEEZFFER TR, PDB. do-not-disrupt 5
terminationGracePeriod =ML ILBEREER, Faefn—IE@K “BEMEMAIZ2EW . &)
Karpenter Disruption,
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https://kueue.sigs.k8s.io/docs/concepts/
https://kueue.sigs.k8s.io/docs/tasks/run/leaderworkerset/
https://karpenter.sh/docs/concepts/nodeclaims/
https://karpenter.sh/docs/concepts/disruption/

D4 - Workload £#n/EHA

API / PR 11

jobset: —£A
ReplicatedJobs

lws /

LeaderWorkerSet: —1

replica & leader/worker

Pod 2B

DisaggregatedSet: %

& serving topology /
slices

kueue Workload: —&

HENFTE PodSets

FER | XK

70N

F Job. Pod;
DependsOn.
coordinator;
AfEEH= PVC
5 retention

controller EIE
StatefulSet/
Pod A58RS &
m, WRER
readiness

AEMETElF
LWS; B
revision,
readiness.
drain }X73&

queue 5| F.
QuotaReserved
/Admitted.
AdmissionChec
(7N
eviction/
requeue; 5%
FRBFMAR
controller E1E

B, K5
BRIEX

success/
failure policy
JLEF Job 45
R; RS
maxRestarts
17 restart
strategy, F
ETERER

KRECERY
group restart
policy HE=Z
FoMmeE; FFER
serving iy
Ready *¥&F
batch
Completed

HAKMEBF
LWS SRBgLL
12, DS hif
AeRhs
drain; A&
F JobSet 58
Y SR B

BN BES
ETHIAIRR
BRHEDE, AV35
RREh/ R ER
SRR,
TECERAF T
ES=NI25

48 | %4618
5

ReplicatedJo
b BVEIA. #&k
5 JobSet
E/5H JobSet
controller &
H; 12
serving group
HREH & ft&
it}

replicas ¥&4H
¥ 48, LWS
controller fa
THEM.
placement/
subgroup £3
3

TRHAGHE
5 slice =Y
48, H DS h
A
rollout

PodSet Z&
. yEmE
FENBURT
AfF
integration;
Kueue RiZE

rollout

AP| [ IREEEFIN

jobset.x-k8s.io/
vlalpha2; FEZATFH
MLARE commit #
EZRE release N

leaderworkerset.x-
k8s.io/vl; Kueue
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=
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KEP z 4671-gang-scheduling, f54EH 5710-workload-aware-preemption. 6012-composite-podgroup-
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& Pod PodGroup 58 Pod AJREEIKE—MEM TRk workload FYER{RTER 7o
PodGroup & Pod =7tk gang 18 538 Pod,

PodGroup PodGroup =7tk workload BRI 74k workload,

KITERE “THEEA preemptor @G HIETT, BRAERTENIKZE ., XEHRE Pod B PostFilter
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alpha, {7
alpha

implementable /
beta, {/37E beta

Alpha/
Beta /
GA

v1.35/
v1.37/
v1.38

v1.36/
v1.37/
v1.39
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scheduling cycle,

£ HIZEME Pod ¥ EE!
PodGroup, EHREIEEEIMER
HARIETT.

KA ZAH workload FIAE
PodGroup, i&& JobSet/LWS/iJllZk
5,

#& workload controller I8 #R A\
building blocks Fl¥%i% %,

group-level placement, {E—%H
Pod IEIFH B HEINBEIFNTTRES,

+ PodGroupPostFilter @&, out-of-tree PostFilter #0faliE#%,
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llm-d / Kubernetes SIGs {&3%&In B #E

XU LUm-d £A4940 kubernetes-sigs tA47 BERULNN wiki WINE , RIBERIRBIELEERE, X
E star HTHE, MERS TEHAFIREN 2L WL sEE5BhIEAR lIm-inference. model-serving-
operator. kubernetes-dra. inference-routing. cloud-native-security # Kubernetes #2847

[lwarning] 2026-09-22 HHIAE
llm-d-workload-variant-autoscaler FYB N /2R EFER, BTN deprecated BIFHF 1%

HPA.

I, FNAFHEIREM Im-d #HEBEHZHFIEZE EPP metrics = KEDA Prometheus scaler =

ARIZIRET GitHub AP YHIRAFECETEHIE (2026-06-13) . YHEIBEWRMEEINE 24F lIm-d. llm-
d-batch-gateway. lIm-d-benchmark. llm-d-workload-variant-autoscaler (E5EmIENR deprecated/

[AEEAR) « llm-d-inference-sim. gateway-api. gateway-api-inference-extension. agent-

sandbox. dra-driver-nvidia-gpu,

ISREN Y

PO: E3Z#MET AL Infra / LLM serving / K8s control plane 3EZYERO

P1: SBAEX, BEMTN. 28, I, EEIRETR
P2: [G44h3E, SoiEN backlog, AR FMERIRIZEIEGTT

ek
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B
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B (s
S
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=
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EE / BAS
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BEAMNETNVFEEZEMTT, 18 Im-d MTELL
inference ¥ FBE|] OpenAl Batch APl / B4k
batch workload,

E4METVRIEZEMIDT, £/ llm-inference-
serving-project-map BYMEREFENIA O,

BEAMENIRFZZEMATT, RES variant/
workload autoscaling fZIRLEZ I £ 1%
it; FRAFERIRA.

BAMNEIURREZRDT, J& GPU &EIX vLLM 17
R, EEWRIAE. benchmark MREE
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https://llm-d.ai/docs/dev/architecture/advanced/autoscaling
https://llm-d.ai/docs/dev/architecture/advanced/autoscaling

RZANAY wiki 73
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Itk = HE MANE
PO B5% K8s [R4 Job queueing, =& Al/HPC/batch
K workload =HIEEZ OB
PO E25¢ Karpenter Tty / Node autoscaler, ##% serving SLO. GPU
% %N RAMBE5 4,
PO B5E troll " Operator A K8s controller FBAHRE, HFik
controller-runtime
% SDK ELATIEAKIE .
CRD/ .
PO B5% , #0 controller-runtime —#2#a% Operator
EJZ kubebuilder controller Tiets
[HESES e
PO B2 ) BN / HPA/VPA EHEIEFRIR, BEFE autoscaling &
metrics-server . .
7% autoscaling AWM,
PO B5E K8s service/ingress/gateway % DNS
external-dns M£E / DNS
% / record T HIZR R,
PO B CSI ARENIMNED t, EEEEAIEN
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PO B5% Kind IR /MR Zsih K8s SMIRAEEEE, 1R controller/
% =¥ operator I BB RIFRE L,
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controller / aws-ebs-csi-
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Ing ek  HRIE
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POB5E files, 1 batch job 435X API server.
llm-d-batch-gateway map. batch-
12 processor. queue. storage. GC F4H
o
. _ LLM serving
POBE5E llm-d benchmark lifecycle/workspace/
[lm-d-benchmark
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[lm-d-prism
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B
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HRIENL
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XERE 1% R

BEREPVLLM 174, REE GPU AL

RIREL,
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latency scoring service,
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NCCL/network tests,
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W RREE,
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RZANAY wiki R
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PEESCRE SN E]
A

LT wiki BELEBE llm-d EAO. llm-d-router. Ilm-d-kv-cache 1 PO U5 EIREST :

- Batchinference: llm-d-batch-gateway iLt7E4k serving 524k batch workload aJ AR Z ks

router/model server, 18 SLO. BA%I. 7ZfEFNITERBRFH,

+ Performance evaluation: llm-d-benchmark / Llm-d-prism/ [Im-d-inference-sim B] LB “Z2#4 L
BI1T" HEAEE . RS, WfFEEST
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B LIRS,
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- P/D deployment diagnostics: Llm-d-pd-utils $& GPU topology. RDMA. NCCL. NIXL ZEPREB
EnAEHE W,

Kubernetes SIGs {&i%k: IR TIEHEE

L&
e &L RAAEBMAN
POE M Service/Ingress/Gateway & K8s IfRuhS4EFSMEB DNS, 2
external-dns e N N
5 B “EEERMEITHIZE o
aws- load-balancer- s AWS LB/ Ingress / Gateway APl BV =&, &&# gateway-api
controller - BIER—FK ML N OB,
gateway-api [=E=] BWR, ERH—AREANDO API Eiltl,

gateway-api-

) . &) BUtRE, A LLM inference endpoint picking R &R
inference-extension

P1E .
ingress2gateway - M Ingress % E| Gateway API WT A, E&#EEEL,

7T
apiserver-network- PLE  controlplane BT R MEMIE, EEEMIE K8s / TAEMEITHI

rox 5E EE.
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=

kueue

karpenter

scheduler-plugins

descheduler

kwok

node-feature-
discovery

kube-scheduler-

simulator

dra-driver-nvidia-gpu
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kube-scheduler framework B9 out-of-tree &S, ERIAE
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B REEARAEIRE, # HEERNL HE,

T kubelet RIAARET /&8, ERFENEHEYT BN,

RIMTEEHERES, & GPU. NUMA. NIIESEEE,
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POE {8 Prometheus }5#r &89 custom/external
prometheus-adapter

o metrics API, E#&&4k autoscaling,
. P18  GenAlinference performance benchmarking
inference-perf -

5E tool, A5 Llm-d-benchmark 3Ftto

headlamp PLE  K8sUl/debugging/monitoring, AT kubewall.

5T k8m XFLbo
usage-metrics-collector P2 AEMEARERNE, S FEEaREEE,
resource-state-metrics/ logtools
_ ] / log / P2 £ SIG Instrumentation TE$%%M 78,
instrumentation-tools
118 /Runtime /¥ =5

me Rk  ATAEEMA
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X BXEL,

POBR 4F-SBERmt, SEEMREHEhABRNESE on-
kubespray

X prem,

PO BE5E
cri-tools " 7" CRICLI+ validation, I2f# kubelet/runtime 15,
security-profiles- P1E5  seccomp/AppArmor/SELinux profile operator, %#% runtime
operator % securityo
agent-sandbox 28 BUtRE, AlAgent runtime B9 sandbox CRD,
s P1B85  LeaderWorkerSet, Fi—%H Pod RiX leader/worker 3%
T % workloads
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PIE
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CRD/controller T B BIFZ2MAEE 4 A &R0

CRD. RBAC. webhook. object deepcopy F4m T EHE,

FERXEHEGANEE, EaESERNTEeIRE.

Kubernetes YAML EEHI T H5E, GitOps/EcEEIEEM,

Kube Resource Orchestrator, i&&5 Crossplane Composition /
higher-level APl XLt

aggregated apiserver/controller |RE& 4k, AIERNAESE,

At AERMAN

FEANEIE MCP Servers, #l mcp. agentgateway. declarative-
agent-management EiZtEX,

Agent/tool MLZHEEIGIE, EE % Agent runtime Z£IB R

Al conformance definition/proposals/tests, FESERERBEN

GenAl inference benchmark, 5 llm-d. aibrix. kserve EEIZERE,

F—i#t: BiEAb Al Infra &2 RO

1. llm-d-batch-gateway (E5258)
2. llm-d-benchmark (B52A%)
3. llm-d-workload-variant-autoscaler (IR ESER; deprecated, FEFHEIXRA)

4. llm-d-inference-sim (B52m)

5. kueue (B5EmK)

6. karpenter (E5Em)
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7. metrics-server (B52X)

8. prometheus-adapter (252/)
9. inference-perf (B52AK)

10. lws (B5ERK)

11. jobset (B5ER%)

XH#EATLLLE lIm-inference-serving-project-map M “51Z/serving stack” # &%l batch. benchmark.
queueing. i EPP metrics = KEDA/HPA autoscaling 5 distributed workload API; WVA {{=& A[H
SHHR.

FEHE: # Kubernetes 152881 F & T2

1. controller-runtime (B52AK)

2. kubebuilder (25E/)

3. controller-tools (B5EAK)

4. cluster-api (B5EHR)

5.kind (B5Em)

6. cri-tools (B5Em)

7. external-dns (B5Em)

8. secrets-store-csi-driver (B58mk)
9. scheduler-plugins (B52)

10. node-feature-discovery (B5Em)

XL AT AL k8s-core-controller-map ME S ERE R E T EN T & TIEZEME,

=L REIANT

- MKEIN: ingress2gateway. apiserver-network-proxy. kube-agentic-networking B52H;
aws- Load-balancer-controller A EKHF%; dranet E{E P2,

- FEEI: nfs-subdir-external-provisioner. sig-storage-local-static-provisioner. sig-storage-
lib-external-provisioner B5ef¥; aws-ebs-csi-driver. aws-efs-csi-driver 3ZHF EXHR.

- REEIM: security-profiles-operator. secrets-store-csi-driver. kube-agentic-networking 85
o

« TH/MIAEM: kustomize. kwok. kube-scheduler-simulator. headlamp. kro. mcp-
lifecycle-operator E252FX; krew. e2e-framework. kubetest2 B{E P2,

MILBTNEIXR

+ E#f llm-inference-serving-project-map: fl\ batch gateway. benchmark. simulator.
Kueue/Karpenter/LWS/JobSet 5 %i#7 EPP metrics — KEDA/HPA ¥ 45812 ; deprecated WA R
YEAASE autoscaler H5R.

- B3 k8s-core-controller-map: M controller-runtime/kubebuilder 23JE&1E, BN, 7
fif. AE. WM. i85, APl/operator HILEREE#E,
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- ¥ k8s-gpu-device-stack: 3T node-feature-discovery. Kueue. Karpenter. JobSet. LWS BN
GPU/AlI workload WiEERI&E R
« B3 cloud-native-security: 3 secrets-store-csi-driver. security-profiles-operator. kube-

agentic-networking fEJ9 runtime/credential/network policy =%%%.
+ $8#T model-serving-operator: 18 llm-d FMEIZE45 K8s SIG BY queueing/autoscaling/
distributed workload API F&E#C3R.

136



OpenKruise I B {&7tith [E

XTUE openkruise GitHub AR BEFMAN wiki WHBZ TN EHF. BRFRRELEERE, meEih
3% Kubernetes workload automation. progressive delivery. specialized workload. observability #

controller/operator isolation XLEZe L FE

AR IZIRET GitHub APl HFIRAFCETEIE (2026-06-15) ., HEIEBWRMIENRBEETIE
openkruise-agents; ZsTIARY PO/PL fZiEELE# A EATT, HE—YIN kubernetes-workload-
automation XMEAER, MARIRE NI E 4 EHREIFBIST.

BAEDE

OpenKruise ecosystem
|
— Workload enhancement: [[openkruise-kruise]]
| CloneSet / Advanced StatefulSet / SidecarSet / UnitedDeployment
| WorkloadSpread / ImagePullJob / ContainerRecreateRequest
|
I Progressive delivery: [[openkruise-rollouts]]
| rollout strategy / traffic routing / batch release / canary
|
— Specialized workload: [[kruise-game]]
| game server set / ops state / network / Llifecycle
|
— Agent sandbox: agents BUXR7 [[openkruise-agents]]
|

— Operations: metrics / dashboard / tools / charts / API definitions

PO: REFBAN

mE  HEPRES MARE Rz 3 NBY wiki
5267 stars, OpenKruise £ &, ZIEfi# Kubernetes workload

(I:rueiz &I push BN O, ESE CloneSet. Advanced k8s-core-controller-
2026-06-08, StatefulSet. Advanced DaemonSet. map. kubernetes.

E_-ruis release SidecarSet. UnitedDeployment. kubernetes-workload-

. v1.8.3, CNCF  WorkloadSpread. ImagePullJob FEb/ES automation

incubating Deployment/StatefulSet BRI B ahLIEHo
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254 stars, &
it push
2026-06-13,
release v0.6.2

1059 stars,
&I push
2026-05-22,
release v1.0.0

BUE

2026-06-12, release

mE HEPRE
openkrui

se/

agents v0.3.0

Pl: &&ikbag

=

kruise
-State-
metri
cs

kruise
-tools

kruise
-dash
board

12 stars, &=
it push
2025-04-28

55 stars, &
i push
2025-07-22
, release
v1.2.2

O stars, &
it push
2025-11-19

202 stars, & push

IAME

Rz NRY wiki &

An# &% / enhanced rollout FEIE, E&F kubernetes-workload-

Argo Rollouts. &4 Deployment rollout. automation. gitops.
Gateway/Ingress JREI93 3tk mERE. AMiTHIE

Kubernetes game server management, %53  kubernetes-workload-

FFERAEENS. EEXTEL Agones. automation.
StatefulSet. GameServerSet. &F workload specialized workload
operatoro operator. kAR5 2%

wiki I &

architecture

IAME

OpenKruise CRD metrics
addon, &&%h kube-state-
metrics / Prometheus K%
THIBEEX workload BT¥}
Mo

Kruise libraries/tools, R8T

RS % I8,

CloneSet / Advanced
StatefulSet / Advanced
DaemonSet dashboard, #h
OpenKruise 4N,
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[E4EEh1E
openkruise-agents / src-  [54ER] %} agents-api # charts {E/
openkruise-agents- ERE/API ZEME, FREEHHH
PO,
FENVE LS L

BEXLARN, EEERAEE, n(EHAN
metrics schemas,

BELATT; FAEETIAEIESIA.

BEEXAT; B4R Kubernetes
dashboard / ops Ul Xttte


https://github.com/openkruise/agents
https://github.com/openkruise/agents
https://github.com/openkruise/agents

=

contr
oller

mesh

64 stars, B
it push
2023-05-30

P2: ZiEME

=

openkruise/charts

openkruise/kruise-

api

openkruise/kruise-

rollout-api

openkruise/agents-

api

openkruise/
openkruise.io

MAME

controller/operator
isolation BEIEA R, #X

MEEERER,

R&

BN E

BELETIHIEN kubernetes-workload-

automation Y controller operation

boundary, EA controller SR, FREH
% operator EIRIRITEE,

Helm ZRE41%), EE1ER kruise. rollouts. openkruise-agents IENEFHY

BEKIR, FRNBIRMIIETT

kruise API definition repo, BAFEES|IAH,

rollouts API definition repo, &N Rollouts B¥5|FH,

openkruise-agents API definition repo, f54i4h7E API JE#BY5| .

BEA XL, 8 1MEI Singest-codebase # R [EIEYE XN X1,

R SEINE=ELNIIPN

=

openkruise/website

openkruise/controller-tools

openkruise/client-java/openkruise/client-rust

openkruise/samples / community / summer_of_code

openkruise/federation / controllermesh-api /

game.openkruise.io/kruise-helm/kruise-argo /utils
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FE
B3, E#BE) openkruise.ioo

fork, F&E&E1ES OpenKruise
EXFmE,

SDK, BRIERLMHZIES client
FtEbo

THFREME, AERNER,
FMIZRI T,

HATERIEEI. API/XXHY/HE 4
ML RRRIR.


https://github.com/openkruise/charts
https://github.com/openkruise/kruise-api
https://github.com/openkruise/kruise-api
https://github.com/openkruise/kruise-rollout-api
https://github.com/openkruise/kruise-rollout-api
https://github.com/openkruise/agents-api
https://github.com/openkruise/agents-api
https://github.com/openkruise/openkruise.io
https://github.com/openkruise/openkruise.io

HETF LRI

1. Singest-codebase https://github.com/openkruise/kruise, ¥ 5 openkruise-kruise,

2. $ingest-codebase https://github.com/openkruise/rollouts, ¥ 5 openkruise-rollouts, FHF®»
E#T kubernetes-workload-automation 8 release governance Zf43.

3.$ingest-codebase https://github.com/openkruise/kruise-game, ¥ 5 kruise-game,

4 MECAHABRERT LI kruise-state-metrics

5. SR EHF 3T controller/operator isolation, E#h controllermesh

MIMBEINRERIX FR

+ k8s-core-controller-map / kubernetes-workload-automation: openkruise-kruise BJLA%NSF “/&
4 workload Z4MiE5E workload controller” &4k,

- cloud-native-security: SidecarSet. ImagePullJob. runtime hooks #1 workload spread &5
T /8% /sidecar/ EEL2INR,

- agent-runtime-sandbox-project-map: openkruise-agents B4 N\ Agent sandbox B&4%, [54:
A% agents-api /3 APl sources

+ model-serving-operator / Al infra: kruise BY workload spread. pre-download image.

140



Agent Runtime Substrate

Agent runtime substrate $5&Z A E agent-like workload FIKEIZITEEE: worker/actor £ &3 FEHE. K
SRE. MEERA. DERE. REBME. HFLEEMAERE,

N A RIRAES

&4t agent-sandbox fif/R “—1 Agent RIFMAILLIE{T , M substrate fif/R “—#t Agent KIFMEIS
BE. alE. BIEREMIETT o openkruise-agents MIEX & 4H#Em K8s F &1 : A SandboxSet/Claim
& warm pool MREXHIY, A E2B API &Er~m A, F Envoy route registry 815K FE AR
sandbox, src-substrate-architecture X175 E#E# E| WorkerPool/ActorTemplate. Redis/ValKey
actor state. Envoy MEEEERER. gVisor snapshot; agentscope-runtime MfXZ framework app Z Agent-
as-a-Service BIARS L ER Lo

MM BRIHRITIFER

Agent App / ReAct Loop

)
Session API / Invocation
J
Workload Manager / Router
!
Sandbox Claim / Warm Pool
\
Pod + RuntimeClass + PVC + NetworkPolicy
\)

gVisor / Kata / Container / VM

B XL

= =2 ]
agent-sandbox = sandbox primitive RNERBNBERESSEE
openkruise- sandbox lifecycle SandboxSet/Claim warm pool + E2B API + Envoy route +
agents platform runtime/CSl/identity ¥ &
session
agentcube Router + WorkloadManager + WarmPool

orchestration
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= Bk ]

Substrate runtime substrate  actor/worker multiplexing + snapshot/wakeup
agentscope-
& _ P Agent-as-a-Service = Agent app BRI E S
runtime
BRI

MNRPPELERE, & sandbox; RFIFZE Kubernetes ERY E2B-like sandbox &, &
openkruise-agents; NRAFEBEEIEIT. MEMME, & substrate; WMRAIFZIE framework app

SEMRS, & Agent-as-a-Service runtime,
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Agent Substrate 2% 51z 1T B O

J&3Z: raw/substrate-architecture-analysis.md - €F: https://github.com/agent-
substrate/substrate + 3#ThRas HEAD a3f4474

—AEE L

Agent Substrate @—NEILTE kubernetes 7 FHEZE Agent Runtime / Sandbox substrate:
Kubernetes R fa i =B R EM B KM, Actor IEIME A RA. resume/suspend. worker 73 ECFIE
HMEEE Substrate B 2 B9 Redis/ValKey $Z#lE. Envoy ext_proc router. atelet node supervisor #1
gVisor ateom worker %38,

T+MYZ agent-sandbox 1 agentcube Z [BIERE. EHHMN—F: T2 “BIBE—1MEIRE sandbox” ,
MEiBAE idle actor multiplex E/3k/> warm worker £, i&3d golden snapshot. runtime snapshot.
DNS/router MEEEFN gVisor restore [F{RBUEIEIR, B architecture XiEBAHFRE “Much of this
architecture is aspirational” , FTAZEESMHFIHLBEIMDHE,

PZIDZRME]

Users / higher-level agent frameworks

HTTP request to <actor-id>.actors.resources.substrate.ate.dev
kubectl ate create/resume/suspend/logs

atenet router |

CoreDNS stub domain — Envoy — ext_proc |
parse actor id from host — ResumeActor(actor_id) — rewrite :authority |
to worker pod IP:80 |
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| gRPC Control API
v

ateapi control plane

Control service: CreateActor / ResumeActor / SuspendActor / De
SessionIdentity service: mint stable JWT / mTLS cert for migra
Redis/ValKey: actor:<id>, worker:<ns>:<pool>:<pod>, lock:actor
ActorWorkflow: idempotent resume/suspend steps + forward recov

leteActor
ting actor
:<id>

ery

I
| Kubernetes informers / CRD listers |

gRPC AteomHerder

v A 4
[
[ ]
| atecontroller \ | atelet DaemonSet
| | |
| WorkerPool — privileged ateom pods | | fetch verified runsc
| ActorTemplate — golden actor \ | pull images / build 0OCI
| golden actor resume — wait — suspend | | upload/download snapshots
| status.goldenSnapshot = snapshot URI | | call ateom over Unix socket
| |
| |
| gRPC Ateom
v

ateom-gvisor worker pod

privileged pod, one active actor at a time

Link-local veth: pod netns ateom0 <> actor netns eth0
nftables DNAT/MASQ compatibility bridge

runsc create/start/checkpoint/restore pause + app containers

Object storage snapshots
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checkpoint.img.zstd / pages.img.zstd / pages_meta.img.zstd |

|
| gs:// or s3:// prefix |
|
|

RIRDE

=PRSS

CRD/
public API

K8s
controller

Control
plane /DB

Node
supervisor

Sandbox
herder

Router/
DNS

o

R

\3

'~

TEX WorkerPool. ActorTemplate # actor lifecycle gRPC API; K8s CRD &FHKSHALE,
gRPC &E =M actor #21F.

2 WorkerPoo L #1k 7 privileged ateom Deployment; #8 ActorTemplate IXEAAE golden
actor — golden snapshot — Ready.

IF9MEME Control / Sessionldentity gRPC; F Redis/ValKey 7% actor/worker IRZSH1
lock; F3 workflow step 5231 resume/suspend forward recoverys

ST 5/8 worker B runsc. HE&HIEX. OCIbundle. snapshot LE %, Hi%iA
ateom,

privileged worker pod (RRY gVisor #=#4E, #1TIEH runsc create/start/
checkpoint/restore, &IE actor netns/veth/nftables,

F CoreDNS stub domain + Envoy xDS + ext_proc, 3 actor hostname %A%
ResumeActor JEF#1 worker pod IP 3%,

XN kubernetes API RTEENE5T actor transition; WorkerPool/ActorTemplate RFEEREE,
Actor/Worker BIETTIRZSTE Redis/ValKey, EIE runsc #2{ETE worker pod Zsiti5ef%.o

KPR

ActorTemplate £l golden snapshot

ActorTemplate CR created

|
v

atecontroller ActorTemplateReconci ler

|
v

PhaseInitial

ateapi.CreateActor(goldenActorID)

145



v
status.phase = ResumeGoldenActor

|
v
ateapi.ResumeActor (goldenActorID)
| no actor snapshot + no golden snapshot
A 4
atelet.Run — ateom.RunWorkload — runsc create/start

|
v
wait 20s

|
v
ateapi.SuspendActor(goldenActorID)

|
v
atelet.Checkpoint — ateom.CheckpointWorkload — upload checkpoint files

|

v
ActorTemplate.status.goldenSnapshot = snapshot URI
ActorTemplate.status.phase = Ready

BRI EE A BK F

HTTP request
Host: <actor-id>.actors.resources.substrate.ate.dev

|
v
CoreDNS stub domain routes to atenet-router

|
v
Envoy RequestHeaders ext_proc

|
v
parseActorID(host)

|
v
singleflight ResumeActor(actor-id)

|
v
ateapi resume workf Llow
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|
— LoadActorForResume
[ AssignWorker
— CallAteletRestore / Run
— FinalizeRunning
|
v
actor.ateom_pod_ip returned
|
v
mutate :authority to <worker-ip>:80

|
v
Envoy dynamic_forward_proxy forwards request

Resume / Suspend workflow

ResumeActor (actor-id)

|
v
Acquire lock: Llock:actor:<id>

|
v
Load actor + ActorTemplate

|
v
Find existing assigned worker or random free worker

|
v
Update worker(actor_id=...) then actor(status=RESUMING, worker fields)
|
v
if actor.last_snapshot: atelet.Restore(last_snapshot)
else if template.goldenSnapshot and !boot: atelet.Restore(goldenSnapshot)
else: atelet.Run(template spec)
|
v
Update actor(status=RUNNING)

SuspendActor (actor-id)
|

147



A 4
Acquire lock: Llock:actor:<id>
|
v
Load actor + ActorTemplate
|
A 4
Mark actor SUSPENDING + in_progress_snapshot
|
v
atelet.Checkpoint(snapshot URI)
|
v
Free worker, move in_progress_snapshot — last_snapshot,
clear worker fields, status=SUSPENDED

RITRREEZF

- K8s EfffSMBCE, Substrate EE4M actor JRZ: WorkerPool/ActorTemplate 2 CRD, actor/worker
iE178# N Redis/ValKey. Redis store ;3 RERHAIERES slot ABER FE#T actor #1 worker, FrlL
R EER forward recoverys

+ Golden snapshot @4 BEhf1LiR: ActorTemplate 24— golden actor, BEIEEERK
snapshot; 54 actor AJM golden snapshot k8, MAEERXEFHMIIBIL,

+ Resume/suspend XA client-driven forward recovery: &1 workflow step #EEH TR T E 5T
R, RWEREFPIREIRMEHH; 51 actor iFF lock:actor:<id> Bi[E actor F & RE,

- worker & warm capacity, A& actor &{&: WorkerPool =l privileged ateom pods V£ E ;
Actor R@BEICR, BITRAHERE worker pod.

- gVisor/runsc 2% snapshot H{T/5%: atelet a3 A runsc. OCl bundle #1 snapshot XX14;
ateom-gvisor BB1TIEH runsc BY create/start/checkpoint/restore,

- MBREETXZRATMER: HaTEMIE actor DNS MEEES1EIERK S 3 worker IP:80; ateom FJ
veth + nftables f# actor ingress/egress &%, EENEEE™HH gateway/policy &,
agentgateway —XINME SR E 4o

RIBLHFRNAEIR

ateapi ActorWorkflow

ActorWorkf low @ FI/RIS R RAEAIN Substrate IRITHEFHESD. EFREE —NAREKEGTH resume/
suspend, MEIEHEFAABNIASE: resume RRNNZL actor. 932 worker. B atelet restore/
run. &2 & running; suspend f&kRXNNEL actor. #Ric suspending. A atelet checkpoint. K

-
B

worker H1E£3Z snapshot,
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EXMFERS FRANIISELAR: actor 5 worker K7 Redis Cluster key, RAJIEEA— 1525 S HEEHE
2%; WA atelet/ateom/runsc BSMEFEIER, KWAIRERETERUE, ALt workflow XA “KEEE
ANBLBEW T—/RIEKIRBIH ML AUIREY,

atelet + ateom-gvisor

atelet A1 ateom B9 T1R;BER: atelet 2 node supervisor, 1ZUK ateapi B9 Run/Checkpoint/Restore i&
3K; ateom & worker pod ARY gVisor herder, EIE#1T runsc, atelet fas3 F&/#5E runsc. $iI OCI
image. EBFF rootfs. 4R% OCl config. &/ L& checkpoint zstd X4, ateom faZ3 8l interior
network namespace. #£1i7 veth. %% nftables. 117 runsc create/start/checkpoint/restore,

LRTEIMRIE— worker pod BB Rizf7— active actor; ateom BY mutex #1 nftables &KEIEZ1EER
EI T X—mo

EESAlicT]

+ agent-runtime-sandbox-selection-map

- agent-runtime-sandbox-project-map

+ agent-sandbox

+ agentcube
« kubernetes

+ agentgateway
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AgentCube

AgentCube 22 Volcano #tXmEE Al Agent / Code Interpreter B9 Kubernetes RERIERHIE. EREE
f agent-sandbox, ME7E agent-sandbox B Sandbox / SandboxClaim / SandboxTemp late /
SandboxWarmPool Z £, #r ERER=IE. HTTP AO. XEZH1T APl SDK NOF4 & B EAEIUL,

JFANZEF DL src-agentcube-architecture,

RIEFR

- € volcano-sh/agentcube

- HF0ZE: GitHub APl £/~ main i push 2026-06-12, E% tagv0.1.0

- A wiki Z2¥9 3 MfrhRk4s: HEAD 208da32 (2026-06-01)

- PYER: BEM Proposal # NFHA release, {8 API{5E#& Lis agent-sandbox /& #IFEZ50
- FEES: Go1.24.4, 1R github.com/volcano-sh/agentcube

« MZOMKRH: sigs.k8s.io/agent-sandbox v0.1.1 (&7 main #Y go.mod {/3%01tk)

+ 24~ AgentCube CRD: AgentRuntime 5 CodeInterpreter

- FEHMH: Router. WorkloadManager. PicoD. Redis /ValKey session registry

ZRMITEAL

AgentCube 18 agent-sandbox HIRRIZTTHRIEBEM BT Al AR IERE

- AgentRuntime EIMKHAETTHY Agent BRSS, 75BA targetPort. PodTemplate 0 session timeout,

+ CodeInterpreter EMUEBHITIIES S, ABARITIRR. IwO. session timeout. RAXRIERY
. warm pool FEFERUNER

+ Router 2B FmE, 1RHE x-agentcube-session-id Zif] Redis / ValKey, BiERRERIEZIEEE
8y Sandbox, HEREA WorkloadManager glI## session,

- WorkloadManager Z2#=# &, 16l Sandbox 2% SandboxClaim, ZF Ready. ff entrypoint
TCP probe. B\ session BREFHHI1T GCo

* PicoD @52 HTTP daemon, 12t /api/execute 5 /api/files, F3 Router &&8Y JWT f#ifa)iE
#il, BRES SSH #EANRSS

5 agent-sandbox BIE5&

AgentCube EA T agent-sandbox FIFEE. Pod 4 apEHAR] WarmPool 8871, EBEENIREIEESE API
[aE:

- RBohEgTE: AgentRuntime / CodeInterpreter -> WorkloadManager -> Sandbox -> Pod,

- FAERTR: CodeInterpreter.warmPoolSize -> SandboxTemplate + SandboxWarmPool -> B /RiER IR
SandboxClaim -> ¢HEXFHH Sandbox,
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https://github.com/volcano-sh/agentcube

- XIEKTR: Router M session registry 4 sessionId -> endpoint, EEIERFEE K8s
reconcile, MEHEIZEIES PicoD = Agent RS,

XN EiL agent-sandbox AT X", BRES. JEIUKAVELFIREE", AgentCube MH"BFiA
RIMI TR — ] E Y Al / Code session's

agent-sandbox AP #& 4

AgentCube HETE 4% v0.1.0, 1B{N#&# sigs.k8s.io/agent-sandbox v0.1.1, XEKETH LI agent-
sandbox v0.4.6/v0.5.0rcl Z[B]P]RETFTE API BTN :

- SandboxTemp Late / SandboxWarmPoo L = B T BETE EI&ACHTAR AN rolling update / backend f##8;

« claim / warm pool 89 status #1 owner reference iIEX A gE L1k ;

« router/session registry f&#ft Sandbox Ready. endpoint. port FREFEL, ARNEF=[EYT;

+ AgentCube B9 CodeInterpreter.warmPoolSize Z3F agent-sandbox WarmPool 19 b Eii3E, LifF
APl B EiERMX—INEE,

7B |, AgentCube HENEE1EN “agent-sandbox EERA API” BiZIHEE; £=RARIMNALRIEE
S5 BER L B4R agent-sandbox kg7,

Codelnterpreter warm pool i&XBt%

Client request
|  POST /sessions or /execute
v
AgentCube Router
| check x-agentcube-session-id
| miss — ask WorkloadManager
v
Work LoadManager
CodeInterpreter.warmPoolSize > 0 ?

create SandboxClaim

|
v

|

|

— warm path:
|

|

|

| agent-sandbox controller assigns prewarmed Sandbox
|

L— cold path:

create Sandbox directly from template

|
v

151



wait Sandbox Ready + entrypoint TCP probe

|
v
write sessionId — endpoint into Redis / ValKey

|
v
Router reverse proxy — PicoD "/api/execute’ / “/api/files’

X ERFRIESIMIERFMESA K8s reconcile 9FF: BIR miss BEEFHIENAN, FLEE— session HiZH
Router & registry #CIE %] PicoD.
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AgentCube Z21 5151t B R 7717

JR3Z: raw/agentcube-architecture-analysis.md « F: https://github.com/volcano-sh/
agentcube - 3#fhiR4s HEAD 208da32 (2026-06-01)

—AEE L

volcano-sh/agentcube 2 Volcano #t XA Al Agent / Code Interpreter T{Ef1ZH] serverless session
orchestration layer: 2 AgentRuntime / CodeInterpreter f-> CRD FiX"AJ#%IARAY agent/runtime

agent-sandbox B9 Sandbox / SandboxClaim / SandboxTemp Late / SandboxWarmPoo | R E IF G ZEFREHITIF

%,

T agent-sandbox FRRF X R, MEEBPHN ETEXER: agent-sandbox #I"—MaE. BR
. AT/ EI4RENRY Sandbox JRIB", AgentCube iBXNRIBBER"F & ERE@ET HTTP/SDK AR/
AgentRuntime / Codelnterpreter &iEMRSS "o

EANE A
| Client / SDK / AI Framework |
| |
| Python SDK LangChain DeepAgents Dify Plugin curl |
| CodeInterpreter  AgentcubeSandbox Tool Provider HTTP |
[
T T

| | |

| invocation HTTP | x-agentcube-session-id |

v v v

AgentCube Router (data plane) |

Gin + ReverseProxy + h2c |
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| /v1l/namespaces/{ns}/agent-runtimes/{name}/invocations/*path |
| /vl/namespaces/{ns}/code-interpreters/{name}/invocations/*path |

|
| session exists? no session header |
| | | |
| v v |
| Redis / ValKey - SessionManager calls WorkloadManager
|
| session:{id} POST /v1/{agent-runtime|code-interpreter} |
|
[
J
| |
| reverse proxy + Router-signed JWT | create/delete
v \ 4
[
[ ]
| Running Sandbox Pod \ | WorkloadManager (control plane) |
| | | |
| Agent container or PicoD daemon \ | informer cache |
|

| - |
typed listers |
| | PicoD: /api/execute /api/files | | | sandbox ready watchers |
| | verifies PICOD_AUTH PUBLIC KEY | | | Redis placeholder/update |
| L |
idle + max TTL GC |
|

| creates / claims
v

agent-sandbox substrate |

AgentRuntime path: \
AgentCube AgentRuntime — agents.x-k8s.io/Sandbox — Pod

CodeInterpreter cold path: \

154



CodeInterpreter — agents.x-k8s.io/Sandbox — PicoD Pod |

CodeInterpreter warm path: \
CodeInterpreter — SandboxTemplate + SandboxWarmPool |

—» SandboxClaim — pre-warmed Sandbox adoption |

RIRDE

=YREES

AgentCube
APl &

HREm
Router

EHlm
WorkloadM
anager

Sandbox A
runtime

REFEE
Z2551%
SDK / 5%

ZBES E2E

2l

R

Al

TE X AgentRuntime / CodeInterpreter B EMAF Y CRD, HiE{RE5TE PodSpec, 5
ZUWLSH AL image/resources/runtimeClass/authMode/warmPoolSize,

F5E invocation API, #% x-agentcube-session-id i session affinity; & session B
F3 WorkloadManager €12, 5 session BYZ& Redis/ValKey; f&xERFAIEE] sandbox
endpoint,

33 AgentCube CRD, #3i& agent-sandbox CR, ¥ Sandbox Ready, iRl
entrypoint, E session store, HEHM GC.

PicoD FB32& HTTP API &4 SSH: #iTm<. L&/ TH/5IXH. workspace path
jaile JWT 3&3E. 32MB body limit.

Redis / ValKey 3% ; session:{id} 7% SandboxInfo, #“ sorted set £331ZR5|
ExpiresAt #1 LastActivityAt,

Router—PicoD A RS256 JWT; Router—WorkloadManager AJF SA token 3% SPIFFE/
mTLS; mTLS XH3E/RERIRE SPIRE / cert-manager / 7 Secret,

Python SDK. LangChain Deep Agents backend. Dify plugin. kubectl Xi#& CLI, 3@
[&RfZ session APl B8R FF A &%,

Helm %% Router/WorkloadManager/CRDs/SPIRE; E2E #Z&z= Codelnterpreter.
WarmPool. agent-sandbox &ZE#0 session £ &nEHA.
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KEREIREM
T session BYERIE

Client / SDK
|
| POST /vl/namespaces/default/code-interpreters/my-interpreter/invocations/api/
execute
| (no x-agentcube-session-id)
v
AgentCube Router
|
I SessionManager .GetSandboxBySession(sessionID="")
| |
| v
| WorkloadManager POST /v1/code-interpreter
| |
| — informer lister j%EX CodeInterpreter CR
| — 4R% sessionID + sandboxName
| — 408 warmPoolSize > 0:
| | create extensions.agents.x-k8s.io/SandboxClaim
| — B
|
|

create agents.x-k8s.io/Sandbox

v
Work loadManager Z5fF Sandbox Ready
|
I WatchSandboxOnce(namespace, sandboxName)
— agent-sandbox controller BI%/4M7 Pod
I WorkloadManager EX PodIP
— TCP probe sandbox entrypoints
L— Redis/ValKey UpdateSandbox(sessionID -> SandboxInfo)
|
v
Router reverse proxy
|
— EIRITEZ pathPrefix BY entrypoint
F— &A% 5 9%h RS256 JWT: {"session_id": "..."}
—— Authorization: Bearer <router-signed-jwt>
— #%7%| PicoD / agent runtime
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Codelnterpreter WarmPool &1

kubectl apply CodeInterpreter(warmPoolSize: 2)

|
v
CodeInterpreterReconci ler

|
I ensure SandboxTemplate(name = CodeInterpreter.name)
| — convert CodelInterpreterSandboxTemplate -> agent-sandbox PodTemplate

L— ensure SandboxWarmPool(name = CodeInterpreter.name, replicas = 2)

|
v
agent-sandbox extension controllers

— keep N ready Sandboxes waiting for adoption

first invocation

|
v
Work loadManager bui ldSandboxByCodeInterpreter

|
— create SandboxClaim(templateRef = CodeInterpreter.name)

I entry.Kind = SandboxClaim
L— store session placeholder

|
v
agent-sandbox SandboxClaimReconci ler

|

I pick ready Sandbox from WarmPool
— transfer ownerReference to Claim
L— annotate SandboxPodName

|
v
Work loadManager sees Sandbox Ready -> PodIP -> entrypoints -> session store

ITRREEZF

- 1B agent-sandbox 2 substrate, REFH S Sandbox controller: go.mod Bk sigs.k8s.io/
agent-sandbox v0.1.1, WorkloadManager #3Ji& agents.x-k8s. io/Sandbox &I
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extensions.agents.x-k8s.io/SandboxClaim, AgentCube BE Al Pod reconcile 87, &iE
session API. E&FH. GC. SDK &Ko

- 7 CRD XfRZZE Al workload: AgentRuntime 72iF5E% PodSpec, E&EKRIE agent. volume.
credential. sidecar; CodeInterpreter U8&fA% image/resources/runtimeClass/authMode/
warmPoolSize, EEMITAENEHIE, BELLRE Codelnterpreter —F 2 warmPoolSize, E7
code interpreter BEERL BEHIER,

* Router / WorkloadManager 73 E: Router @& M#HEE, 15T session header. kAR, &
RILECAIH LRSI, WorkloadManager E{R4TiEHIE, 1353 kubernetes AP, informer.
Sandbox €lI## GC, X#¥ Router AJLUKFY B, IREHH Redis/ValKey, MAEBIBEKIEELHISE
7£ controller #F2MHA,

. BI32%E placeholder, B% Ready, B update store: WorkloadManager 7EEIF 832 K8s &iEHI
4% StoreSandbox placeholder, 2IKBY rollback K8s & JRH store, AYINERIR 7% Ready. EZ|
PodIP. 3 TCP probe entrypoint 5718 store B ARIERHRE S

* PicoD A HTTP + JWT &4 SSH: PicoD 2 sandbox A& ERHITE, POST /api/execute HiT8p
%, Japi/files iXi21E, LU EALMNER"ZEFRinfATAE R /Ei#E] "Router 58 RSA FA
$A. PicoD #%3& Router 258" M9IEAY . Router 83 picod-router-identity Secret,
WorkloadManager M Secret 287% public key, ¥\ PICOD_AUTH_PUBLIC_KEY, iXP%{f SDK E%¢
FE, B4k Router LA FE RIS EILR,

« mTLS ErkigoR, AREMRIERERZ: pkg/mtls THRFXHHANINEIEF SPIFFE ID #R38, Helm AJ
LUEd SPIRE sidecar 4 Router / WorkloadManager 7\ SVID, Router—WorkloadManager 7]
mTLS, Router—PicoD HaIIEEE JWT, LUBREMERTE sandbox BY TLS #EF A4,

5 agent-sandbox B & AT

H®E agent-sandbox AgentCube

EAISHEERIE: Sandbox / SandboxClaim/ FmitSIER: AgentRuntime /

HRE
= SandboxTemp late / SandboxWarmPoo L CodeInterpreter + Router + SDK

RN kubectl apply Sandbox/SandboxClaim3  HTTP invocation APIl. Python SDK.

] SDK E1#%% Sandbox LangChain/Dify/CLI

@ 11 Sandbox=1MEWREEE Pod, AJ&E 1 session =1 Sandbox, Hifll session

HIEX 1F/hE/3HA header. activity. TTL. GC

Warm ) _ CodeInterpreter.spec.warmPoolSize JXEhHENFE
12t WarmPool # Claim adoption #1#

Pool P Template/WarmPool, & XIARBEIE Claim

Router #8#& SandboxInfo.EntryPoints & [E1

headless Service / Pod #lAlE_ERIRTE
% eadless Service / Pod ifRIH_EBRE 123 PodIP:port
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H®E agent-sandbox AgentCube

REF Redis/ValKey session registry, & Router BJZ<

‘ K8s API / Status dis/Valkey BIsStry, = =

fii H=

FRESER  Z+E K8s runtimeClassName / £ CRD 1R £ 58 runtimeClassName /

B& NetworkPolicy / securityContext resources, #XIA image BJEE PicoD

T8 Router JWT. #dJi%& WorkloadManager auth.
BITHRES K8s [RiE

R " B]3% SPIFFE/mTLS

HEEERIRR A ABEER -

Developer API / SDK

|
v
AgentCube CRD + Router session API

|
v
Work loadManager translates AgentCube intent

|
v
agent-sandbox CRDs own Llifecycle mechanics

|
v
Kubernetes Pod / RuntimeClass / NetworkPolicy / Service

REBIIZITINGER: AgentCube ;ZEIL"Al Agent F& "B — M AEEEE, ML Al Agent WiE
MITHRIEAIENXNE agent-sandbox £, REMIABELA K agent-sandbox B9 gVisor/Kata/NetworkPolicy/
WarmPool /1, _EEN%NFT HTTP/API/SDK/Redis session registry X4 agent W B IFEEHI AP,

RIBLHFRNAEIR

WorkloadManager: M AgentCube CRD %l agent-sandbox CRD

TZOVERHETE pkg/work Loadmanager /work Load_bui Lder.go. buildSandboxByAgentRuntime 52EX
AgentRuntime, E%l spec.podTemplate.spec, YI—1L= runtimeClassName, A% sessionID FFENEER
sandboxName, PAIG#9iE agent-sandbox B9 Sandbox. X&RRZRTEEREAF B PodSpec, E&iEH
agent runtime,

bui ldSandboxByCodeInterpreter E%(]: S£i0Z authMode=picod B public key BB EEE, RENEE
ports B Codelnterpreter FXiA%h / + 8080/HTTP, IR warmPoolSize > 0, EFREIZEIETE Sandbox,
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2 8l% SandboxClaim(templateRef = codeInterpreterName); #15;&%E WarmPool, M#&H PicoD
image/env/resources BIE# Sandbox.

N 5EHES

- INB1{’TE alpha / proposal F release B3 EHRA: README £ F Early Design, release X145
v0.1.0, FEEHmBZMEHERT, tbil AgentRuntime.spec.targetPort vs
CodeInterpreter.spec.ports, podTemplate vs template,

* Router B&{EEiAR: Ll Router #5 PicoD FAAHBEAE( session EHITIER. HEL" B
FAAFREAH", XERZ A, BES Router auth, mTLS. RBAC. FHit3k#hag,

- WorkloadManager Bai&EfMERSR: BEE HTTP control plane, X controller-runtime
manager 1 GC, MIELK/FAIRERIFAL APl server / reconciler / GC =P ERE T,

- agent-sandbox hRZARE : &K#iv0.1.1, M2 wiki ZFI9HEIZE v0.4.5+11, AgentCube HRITPIE
B9 AP| o] BEEEEERFE agent-sandbox [54% vlalphal /&,

EE Sl

+ agent-sandbox

+ kubernetes

+ declarative-agent-management
+ agent-credential-isolation
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agentgateway

Solo.io / Istio & mAY Al-native L7 % (Apache 2.0) . B=Fh Al RE4—TE— Rust HUEEE :

+ LLM Gateway: OpenAl / Anthropic / Gemini / Bedrock / Vertex / Azure / Copilot £ provider 4t
—79 OpenAl #&7& API + guardrails

- MCP Gateway: stdio /HTTP Streamable / SSE =% transport + OpenAP| Hzp¥, MCP TH + %
MCP server federation

+ A2A Gateway: Google Agent-to-Agent i t3I2, @I EE Agent Card iLFREIARAERE gateway

SRR

- 1£%IE (Go) : Gateway API+ BZ CRD (AgentgatewayPolicy /AgentgatewayBackend /
AgentgatewayParameters) , KRT REZ/z(Z, xDS Delta ADS 3%

- #¥Em (Rust) : tokio + hyper +rustls, proxy/gateway — http/route = llm|mcp|a2a —
upstream, CEL f{(Z5B& IR, HBONE ER Istio mesh Ei&{E

« Ul (TypeScript) : Next.js EI2RE

Agent tH iEKARIZ

Agent / Sandbox
! LLM + MCP - A2A request
agentgateway data plane (Rust)
!l route + CEL policy + credential Llookup

—
| LLM Provider | MCP Federation | A2A Agent Card |
| OpenAI/etc. | tools/servers | upstream |
| |

o

| telemetry / audit / mTLS
Control plane: Gateway API -« CRD - xDS - Secret

BRI

1. 3B Istio B Al Gateway: Gateway APl +KRT +xDS + HBONE 2EEF, RIBHIERmIRREN
Al LR Rust (LI

2. =thNHZRE—% pipeline: Route / Policy / Backend / CEL R{EZ—, ZE527E Backend.kind R
EEM provider EEC28
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3. ZIEHE: LLM provider BEEEIRTE backend secret, Agent IEXf gateway BHiIAME, &0
agent-credential-isolation
4. JR agent-sandbox B4b: BIEHORERE, EEETHES, H&E=-Al TEAHTELAIER

%01 src-agentgateway-architecture,

LLM provider i&Eras XTI BR

Provider ERMERST MRz MIER 35 HMEESR
OpenAl . . .
OpenAI/ TEAREITAERT, 8458 B[ OpenAl- S50 provider £ EE I
- P=3 =|R Y
g . (4 compatible SSE / JSON P 8
compatible
OpenAl messages — . o
Anthroni Anthrobi / Anthropic event stream  thinking/tool schema/
nthropic nthropic messages
P P & — OpenAl chunk stream event ZFFR[E
tools
OpenAl chat — . . . .
o Gemini candidates — project/location/auth #
Gemini /Vertex = generateContent/ Vertex .
. OpenAl choices SIREFEARR
endpoint
Bedrock OpenAl chat — Bedrock Bedrock body/stream AWS auth. modelid.
edroc
invoke, &l AWS Sigv4 — OpenAl-compatible X1z it endpoint
OpenAl schema + Azure Azure OpenAl response  deployment Z#R. api-
Azure OpenAl ) . . .
deployment endpoint — OpenAl-compatible version. endpoint path
iEAC GitHub Copilot 4i—hk OpenAl- . .
Copilot =R P TP SERIE] ISR & R A
provider A[J compatible

agentgateway FIXBERE “ZIFEZ provider” &5, MEIE provider ZF/E% AIProvider / Provider
trait /5. L& HTTPRoute. Policy. Backend. CEL. telemetry REZEE AKX provider 475,

MCP federation 5 CEL RBAC

MCP Gateway % MCP server REEI— M A\H. &itERE i & T EFEN:

« transport [B32#F stdio / HTTP Streamable / SSE, iRt ZE M mcp/upstream PRUL;
- federation NEEHRTRAZ MR, BEFER server 5 route HEnE =il

- BORARNEBCEE T ASIME, MME gateway route / policy B cel RIARXMFAE—HIE;
- agent RZ gateway IS, /5im MCP server WELEEIH gateway Eo

XF1 HiClaw B worker consumer key 8 —21: Agent BEIARMILET A, BMX{M consumer. route
policy JRE, MAZEH prompt EMBETEMERE,
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FEZE Al Gateway YA R

Y= FEEM agentgateway NES
LiteLLM Python LLM proxy / agentgateway E1® Rust #4EmE + Gateway API/xDS/
ite
provider adapter mesh &

= = infra 7t
OpenRouter | FEEHTEA MRS agentgateway B BFEE infra A%, ITHIEMKEEER

FP&E&EE
Portkey &/ LLM gateway agentgateway E=/R4E, 3818 CRD. mesh. MCP/A2A
Envoy Al Envoy Gateway _EAY agentgateway A2 F Envoy #3EmE, MB8T5 Rust 2R
Gateway GenAl gateway EH R E R LLM/MCP/A2A

Z8E walkthrough i®ig

1. ®4& Gateway API CRD 5 agentgateway B2 CRD,

2. ZBZ& controller, & watch Gateway / HTTPRoute / AgentgatewayPolicy / AgentgatewayBackend,

3. Bl GatewayClass 5 Gateway, FH AgentgatewayParameters $&% dataplane EBES%,

4. B2 AgentgatewayBackend, 18 Al/MCP/A2A J5i%#0 secret X,

5. FA HTTPRoute.backendRef #&§[E backend, 3 AgentgatewayPolicy IN%EM. PRI, #%#oH CEL
RBAC.

6. dataplane @i xDS {EEZIRECE, FFHAKIE LLM / MCP / A2A &,

NREBZ(TAIFEE, I8 Agent BESHTE agent-sandbox / agentcube —2¢ substrate £; {IRFE LLM
serving endpoint picking, #ENE# gateway-api-inference-extension / llm-d 3375,
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agentgateway Z2¥ 51z it BRI

J&3Z: raw/agentgateway-architecture-analysis.md - ©J%F: agentgateway/agentgateway -
¥Rk v1.2.0-alpha.2+24 (HEAD 9ca3e04)

—AEE L

agentgateway ZEME Al 7RERY L7 XIE: 38 LLM APl (OpenAl / Anthropic / Gemini / Bedrock / Vertex /
Azure / Copilot) . MCP TERIEAM. A2A Agent [BI&(E Hi—7E— 1 Rust BUEEE, A Gateway API CRD +
xDS AEBARITHIE N %, ABERE Tstio AUIEHIEEZR + 79 Al thil4F1LRY Rust #idEME ) AAEE—IE
mesh @ WIFNRNEE S 4. KRT RN F. HBONE mTLS BXiE 2 EEERRM Al Gateway,

PSR E]

1
|  CONTROL PLANE (Go, controller/) |
| |
K8s API > — KRT collections (Istio reactive) |
| Watch I ! |
| Gateway | ——W | Translator | |
| HTTPRoute | | K8s — xDS | |
| CRDs: | : |
| AGPol | | |
| AGBe | v
]
| AGParams | | ADS Server | <——p | Deployer | |
' ' | SotW+Delta | | Helm/Pod | |
A ! '
|
| | gRPC |
| kubectl/CRD | DeltaAggregatedResources |

' ! |
| v |
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https://github.com/agentgateway/agentgateway

resource.Resource (oneof 9):
Bind/Listener/Route/TCPRoute/Backend/

|
|
| Policy/Workload/Service/RouteGroup
|

v

]
DATA PLANE (Rust, crates/agentgateway™) |

|

|

| agentgateway-app/ < thin binary, signal/tracing
| |

| —p agentgateway/Lib

| — control/ xds AdsClient (delta)

| — state_manager + store/

| | Stores { binds, discovery, ads }
| — proxy/

| | — gateway.rs (TCP accept Loop)
| | — httpproxy.rs (route + policy)
| | — tcpproxy.rs

| | L— pool (connection)
|

|

|

|

|

|

|

|

|

|

|

|

|

— http/ (filters, retry, transform)
I transport/ (HBONE = mTLS HTTP/2)
— Llm/ 7 providers behind

| AIProvider enum + Provider
| trait, OpenAI-compat unify
— mcp/ App/Relay + upstream/

| stdio|HTTP|SSE|Streamable
| federation, CEL RBAC

— a2a/ classifier + URL rewriter
F— cel/ crates/cel-fork + celx
— telemetry/ OTLP + access log

— management/ admin + debug + ui

]
| UL (TypeScript, ui/, Next.js)
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/ui/ HTTP — management — Live config view

RIRD =
Workspace

&R
crates/agen
crates/agen
crates/xds/
crates/hbon
crates/celx
controller/
api/

ui/

WIEEDE

=

L1 &
L2 K&
L3 A2
L4 HTTP
L5 thi¥
L6 117]

L7 BIE

=
EE
tgateway-app/ Rust
tgateway/ Rust
Rust
e/ Rust
/ +crates/cel-fork/ Rust
Go
Go
TypeScript

(crates/agentgateway/src/)

Rk

control/ config.rs

state_manager.rs store/
proxy/gateway.rs proxy/httpproxy.rs
http/

LLm/ mcp/ a2a/

cel/ telemetry/ transport/

management/ ui.rs
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AE

/er‘L.—L IJ (1

5 / B& / panic hook)

PIEEETE, =IXNKEELL

xDS & i + proto 457E

Istio HBONE (mTLS over HTTP/2 CONNECT) &%
CEL SRB&RME (fork i HTTP £AR)
controller-runtime + ADS server + Helm deployer
resource.proto By Go 43

Next.js EIF Ul

bal

BRZR
Zs3h yaml + xDS client + outbound client
Rz Store 8B4 binds/discovery/ads
TCP accept = TLS — route — upstream
filter chain / retry / timeout / transform
= AN
RB&K(E / AT / HBONE fZi&

B HTTP / &Rk / Ul 8RR



Bz CRD

CRD yE= A&

AgentgatewayPolicy agpol  CEL RB&Z28, $71E Gateway/ Listener /Route £
AgentgatewayBackend aghbe [EURECE : AL /MCP/A2A / Static
AgentgatewayParameters — GatewayClass £k Pod &R &%

5% Gateway API E#% 2 FH: Gateway HTTPRoute GRPCRoute TCPRoute TLSRoute GatewayClass ListenerSet
InferencePool,

K REIRE M
—X LLM 15K BV 2 im 2R
Client (curl / OpenAI SDK)

| POST /vl/chat/completions (model: "gpt-4")
v

| proxy/gateway.rs::run() |
| TCP accept (multi-thread tokio runtime) |
| | |
| W LazyConfigAcceptor |
| Peek SNI — Z binds X EFIILEIRY Listener TLS ECE |
| | |
| v |
| rustls TLS termination |
| | |
| v |
| hyper HTTP/1.1 or H2 framing |
|

| proxy/httpproxy.rs: :proxy() |
| 1. select_route_chain() <« #& path / header / method FTEZ |
| 2. 23| Route + Policy[] + Backend[] |
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3. http/filters $1T: header 182X / retry / timeout / transform |

4. CEL #2#Y (cel/ + agpol 3|FEAIZRER IR)
— BY3EK header/body/JWT claims — K{E — allow|deny
5. weighted_random_choice 3% Backend
|
v
6. 337! Backend.kind = AI{provider: OpenAIl|...}

|
Ltm/mod.rs — dispatch by AIProvider enum
provider.transform_request()
— openai.rs passthrough (E=& OpenAl #&z()
I anthropic.rs OpenAI — Anthropic messages
— gemini.rs OpenAI — Gemini generateContent
— bedrock.rs OpenAI — AWS SigV4 + Bedrock invoke
— vertex.rs gcp_auth + OpenAl — Vertex
— azure.rs  OpenAI — Azure OpenAI endpoint
— copilot.rs GitHub Copilot
guardrails (pre-flight)

regex / moderation / model-armor / content-safety / webhook |

token-bucket / cost Llimit

client/ — reqwest+hyper
— % connection pool (crates/pool)
— %E HBONE tunnel ? (% backend & mesh workload,
transport/hbone: mTLS+H2 CONNECT B¥i&)
— BME&E TLS / plaintext

|
v

Upstream LLM provider (api.openai.com / api.anthropic.com / ...
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|
V¥ MRz Giz SSE / chunked)

| provider.transform_response()

| — KM schema ¥ — Zi— OpenAl &

| — guardrails (post-flight)

|  — telemetry: tokens_in / tokens_out / cost / latency
| — access log + OTLP span

|

|
A\ 4
Client receives OpenAI-compatible SSE stream

EHE — SUEE BEEN X

kubectl apply Gateway/HTTPRoute/agpol/agbe.yaml

|
v
controller-runtime watch — KRT collection mutate

v
Translator: K8s objs — resource.Resource oneof
— Bind (TCP Llisten addr)
— Listener (TLS / SNI / protocol)
— Route (HTTP route + filters)
— TCPRoute
— Backend (AI / MCP / A2A / Service / Static)
— Policy (CEL IR + transform + retry + ratelimit)

I RouteGroup
L— Workload/Service (Istio Address FEZR)
|
v
ADS Server (gRPC, controller/pkg/xds/server.go)
DeltaAggregatedDiscoveryService

|
WV Delta xDS (1E£)
agentgateway/control/AdsClient

|
V apply
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state_manager + Stores { binds, discovery }

|
Vv itk
proxy/gateway ZE#£ Listener / Route Z3|

xDS RIFFKB I B
- istio.workload.Address — F&ZA Istio ambient mesh BY workload/service &I}

- agentgateway.dev.resource.Resource — F &R oneof (9 MNEARBEENHIBRERE)

A Delta ADS, HEEZER, FAEMZERE—1 stream,

—X MCP TEFH

MCP Client (Cursor / Claude Desktop / OpenAI Responses API)
| JSON-RPC over stdio | HTTP Streamable | SSE

v

mcp/router.rs —— EREHEIRIE session id LEIFFRZAY_EIHF
|
v

mcp/handler.rs —— T H%IZ* federation (merge_tools)

|
| L— %4> upstream MCP server B9 tools/list &3
| + CEL RBAC i¥3E (mcp/rbac.rs)
|
WV tools/call
mcp/upstream/{stdio.rs | streamablehttp.rs | sse.rs | openapi.rs}
|

v
Upstream MCP server / OpenAPI endpoint

b transport: HTTP Streamable / SSE / stdio, _LEiff transport: =% + openapi .rs $B{E{a OpenAPI
spec BENfER MCP tools (TFH_LHHMNIEAIE) o federation 3&id handler.rs: :merge_tools() &HZH
MCP server WT A%, i =EIA __ AiZREPR, CEL RBAC % client identity i ER] D%,

A2A (Agent-to-Agent)

Agent Client
| HTTP GET /.well-known/agent-card.json
v

a2a/mod.rs —— $Z&; Agent Card ZILIEXK
| — &tk L, 18 *E5MMER URLY
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| 18 upstream ESEHBHHIGRY gateway B St
| — ZEFE Agent JEFHRER] gateway, EIFAZZ policy/observability

A2A BN BREBW—ZDOF URLES, Google A2A 1HMIENORKTE Agent Card well-known
endpoint, gateway =H1 7 &M, FITHITFAERELIER.

KITRREEF

- SO Istio FUE IR Al Gateway: Gateway APl + KRT collections + xDS + HBONE £EEH, 1=
HEE Istio I F4EM, FF&AHEIBA (Solo.io/Istio &) EFRAEFH AR T, 8 mesh SFIUEMNI R
MREEED K + RNARER + mTLS gk, RIESIEERBIRE [E R ALK Rust £
2] ., Day 1 BI3R1S5SE mesh FA M + =6 E/ BRI AR 1 BRI AFFBEE ST,

« ZIMUHER—% pipeline: LLM /MCP / A2A 7E33EEZE Route / Policy / Backend / CEL R{ERY
B—&EiE, £537F Backend.kind JREEM provider i&Hr2s, HRBE—FRIIES + F—IW +
Z— mTLS,

+ CEL fE/UREE IR: FRE#RAN / it / R EPREIEB W IFRL CEL RIANEFE!

Policy.spec.expression, IZ{TEYH Rust #IBEEMERENIT. controller RFZRIE, # & Go/Rust
CELEMER. H cel-fork + celx ZEENIRE cel-rust iR5 HTTP iES R RAVRE LR Ko
- EIEIEE R prompt injection: 5 HiClaw B9 Higress EEFEEH X ———LLM provider EE1E
(OpenAl key / AWS IAM / GCP service account) FZTE backend secret, gateway 7EIERESEN,
Agent / WL Eix I E T gateway BSBIIAIE (JWT /APl key / mTLS) o Agent BIMEBCEANBEARE!
BHEE, ¥ agent-credential-isolation,

- 1ZHIE / $EEEIT proto f##8: Go controller + Rust ##EHE 2 A resource.Resource proto i@fs,
BIRIEM, REEEHISE—IF (Crossplane B xDS / envoy 5231 agentgateway proto ¥ &) o

« 1 tokio runtime {3 AERIE . main runtime BIZEHIE (admin HTTP / xDS / reload) , worker
runtime FEEUIEE accept, EBHRITHIEESIE S worker 01 P99,

+ OpenAl #%%& AP| #%i—ri1]: B RAEZC0ERE 7 1 LLM provider; 3E OpenAl ##1% (Gemini
LIRS, Bedrock FABRE) BEY BFERRES.

FRAMHERN: LLM Provider i&f0 28

crates/agentgateway/src/Lln/ BEIEERENNIERR. £—HREE:

enum AIProvider {
OpenAI, Anthropic, Gemini, Bedrock, Vertex, Azure, Copilot,

trait Provider {
async fn transform_request(&self, req: OpenAIRequest) -> ProviderRequest;
async fn transform_response(&self, resp: ProviderResponse) -> OpenAIResponse;
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async fn stream_chunk(&self, chunk: Bytes) -> OpenAIChunk;

HpNERZE—FREE OpenAl A APl (/vl/chat/completions / /vl/embeddings) , PAIEB dispatch 2| provider
WaEhE,

Guardrails — LLM REEHNABEZE, pre-flight/ post-flight ¥[@, Z#F regex / OpenAl
Moderation / AWS Bedrock Guardrails / Google Model Armor / Azure Content Safety / BEX.
webhook, & backend ¥&&E BRI AL chaino

T Eit9% — BERIZE two-random-choice (tail-latency tb round-robin #2) ; # model alias £
weighted random,

5 HiClaw / agent-sandbox FYX &

+ IR HiClaw EFRERXE#: HiClaw ZRZFBEM Agent thE (Matrix IM + Worker CRD)

agentgateway FEEMIZHEE M Al RERIE, HiClaw BY Worker BBl P 31418 LLM / MCP Y, 2
1 EALLL agentgateway HH AR, H agentgateway #FEEHE / 851t / guardrails,

- IR agent-sandbox H% Al FFEKEE: agent-sandbox f#f Agent izfTBIFEE (Pod + gVisor / Kata +

NetworkPolicy) , agentgateway i Agent H[IRE/AIE (LLM/MCP/A2A) . MEHE=AIT
RN BT + B8 E. NetworkPolicy PRl Sandbox Pod R AEE
agentgateway, S&#&IFA Al itE1d policy + guardrails + Bito

]
AI Platform Day 0 |

I

|| Sandbox | | agentgateway |

|| (gVisor pod) | —P» | (route LLM/MCP/A2A) | |

| | Agent code runs | | — CEL policy ||

| | here, NetworkPolicy | | — Guardrails ||

|| deniesEESTTEHIE | | — Credential inject | |

| | |

[ | ‘

|

[ |
[

v

api.openai.com / api.anthropic.com / ...

172



EE Sl

- agentgateway — WEE M}
« mcp — MCP Y (agentgateway MCP gateway BN EAE)
- gateway-api — K8s Gateway AP| (agentgateway $=HIE API Ehit)

+ xds — xDS ¥ (IZHIE — HIEEH K)

* hbone — Istio HBONE B%i&@ (agentgateway iR mesh H12{F)

- cel— Common Expression Language (agentgateway ZEg IR)
- istio — Istio (agentgateway IZHIEIBZEHKIR)

« HiClaw — WAE Agent tMEFESE (BE#HXR)

- agent-sandbox — K8s SIG BJ Al Agent iIZTTHIIRE (E#XR)

- ai-agent-plugin-patterns — Agent JMEi& RN

- agent-credential-isolation — Agent ZIESRBEELR
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iz (AlOps)

A AI/LLM $Eegiz4Eimiz, RalREED12. RESH. BoigE.

RPELRM
Runbook B FEE (KA STCLab H)

- B runbook: 3-4 X T HIBARAENIAIZ
- T runbook: 20+ FABLEL

TH

« HolmesGPT (CNCF Sandbox) — ReAct #:IBHR T BEhiZ 0T K8s &
+ Robusta — K8s &SZ Bt &
« KubeAl (CNCF) —K8s EB#%E LLM

SRR
SRFERARA ~50.04 (~$12/8) , HEBTEIM 1520 SHIEEE <2 5
#0

+ src-holmesgpt-k8s-alerts
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7/

Al ISR R AT E &
THES
AlERIEIS IR T iRAA MM RREREZE, FREFEREIR™END 2.

ZIOF B

- FEXRBERLAMAESLRE - IREEFE
© Al EEEERAERMNSEETHRIRE - BREAKE LB

o e T R
LA (3FR) —2.9% CFEER) -3 AL (AR -4 HBFAK CRRIAED
SCHREEIY

- PR QFEIMRE. IRRIEIRENE. Al EBID2
+ Bug x#&E: HIIRHTE PoC + 188 PR, ZIEEHHERR
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AIBrix

AIBrix 22 VLLM 4 7SHR]#EIR GenAl inference infrastructure, 2 LLM Gateway/Routing. LoRA EIE.
LLM app-tailored autoscaler. Unified Al Runtime. distributed inference. distributed KV cache. =3
GPU serving #1 GPU BB{E#FEM,

fRRRY )

AVER VLLM fleet B, HIFMMSRAITE engine: TEE adapter B2, ERIAKRMB. KVEA. o1&
48, RAILHN GPU SRR, AlBrix ILXLERE IR AIAA S A K

ZIDIA SR

AlBrix b1t vLLM S ITHIE, AEHHEIE engine, BFE Kubernetes iBFEE AP, ERY
KV offloading RILAE AR AH(ERA, B autoscaling BRI LURTRA S,

ERR

BEEHE VLM FR%. HEZDZ AN LoRA. KV, Gateway. |3 GPU F\isLEaEHMIHEI. BE
Gateway API/InferencePool #rALETELER [Im-d; FBE5EEE P/D/KV runtime BYELER dynamos

%01 src-aibrix-architecture 5 src-k8s-serving-stack-comparison.

£ M4 iRRE PRI E

AIBrix {ii F Kubernetes #I2#=HIEE, & routing. autoscaling. #RE S adapter & FEHA.
runtime, LUK KV #ZAEEHE, RFIBAN lIm-inference-serving-project-map, 5 engine KEfth
serving BRIZAEEE I llm-serving-engine-selection-mapo
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AlBrix Z2¥9 51 1T BB Ot

vllm-project/aibrix & vLLM £ZSH) Kubernetes GenAl inference infrastructure, MAEHIES|Z,
EEEE controller-manager. gateway plugins. KV cache watcher. CRD. webhook. metrics.
cache. PodAutoscaler. ModelAdapter/RayCluster/Roleset Fi&iR, BRI vLLM AMIREE, 2§
B. 2. LoRA. 2 INEIEMN KV cache B REITHIE,

PZIDZRIE

OpenAI-compatible traffic

]
| HTTPRoute / Envoy Gateway / AIBrix gateway plugins \

| AIBrix control plane |
| controllers - webhooks -+ metrics < routing cache - KV event manager |

| v
| v
.
| CRDs | | runtime/data plane |
| PodAutoscaler - ModelAdapter | | VLLM pods - RayClusterFleet < KV cache sync |
| StormService + KVCache | | LoRA adapters - GPU optimizer/failure detect |
[ |
[
J
RRD =
E/Bx Deyan
cmd/control lers, pk . N .
/ . Pe/ controller-runtime #z#E, PodAutoscaler 3 reconcilero
controller/
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E/B% =fE

api/autoscaling, api/ CRD API: PodAutoscaler. StormService. RayClusterFleet.
orchestration, api/model Roleset. KVCache. ModelAdapter,
pkg/plugins/gateway/** gateway/routing #&ff, ®& P/D disaggregation ERHIZE,

KV event manager. cache snapshot. pod/model cache. ZMQ

kg/cache, pkg/kvevent
pkg/ pkg/ o

KPR

1. AF@iE Gateway ihla#ERY, gateway plugin #R#E model labels. pod metrics. KV/cache K7k
EREh.

2. controller ¥50fr AIBrix CRD #01 K8s workload, ®l3#/7A% vLLM/RayCluster/RoleSet F#&i&,

3. PodAutoscaler &2#F HPA/KPA/APA, “R[E metric source &#% pod/resource/custom/external/
domain,

iR

+ AIBrix 38 vLLM M engine Iz£E1EF I K8s control plane,

- Bt lm-d E&—1&{k%1T: gateway. autoscaler. LoRA. KV cache. GPU failure detection &}
£—1 repoo

+ CRD + controller-runtime @F %k, Gateway API/Envoy @REANM,

X EERE (UL

# dynamo #8LL, AIBrix 8 Kubernetes/controller-first; Dynamo SE5aiE#IE R 41T B P/D/
KV $4EE& 12, A llm-d #48LL, AIBrix E—&{k, llm-d BESIKS (router. kv-cache. guides) . #1
skypilot #8Lt, AlBrix E£EEA inference, A EZ =X BRXM,

P SHEEE

+ GitHub HHMRSERFE: src-github-stars-backlog-current-state
- EBIME]: github-stars-backlog-implementation-map

178



apiserver-network-proxy

apiserver-network-proxy i@id konnectivity server/agent 217 apiserver EITT SWMEMN R AKE, EESHE
EEMIUMET RS, ¥ src-apiserver-network-proxy-architecture,

£ ApVARS
Ef#R control plane ) node MZEE, REE® Service mesh 5 Ingress.

(RS

= )y

iEH, apiserver-network-proxy I[E2X—EHRRIN

%=Z control plane network proxy 8E/J 5

=EAM Kubernetes API / controller / runtime  i&&, BERNEEMNERE Kubernetes-native T
£ o

S

FRiESE, MNAN kubernetes, cloud-native-security 28

FEBNBEPELERE

op

o

AR

+ Server: control-plane side proxy

+ Agent: node/cluster side tunnel

+ gRPC streams: multiplexed connections
* Integration: apiserver egress selector

R
8 apiserver-network-proxy J7E control plane network proxy ZEiF(h: EBTCHRNANTAXR. HHM

AWR, BEEREIENBREEZ. AEREZE. TREEWN CI/SERNEKEZE, XPMARLL star HERAEE

EBEREEETE,
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apiserver-network-proxy Z2#151& 1t B &5

tr

JR3Z: raw/apiserver-network-proxy-architecture-analysis.md « ©F: https://github.com/
kubernetes-sigs/apiserver-network-proxy * 5%tk P1

—AIEE L

apiserver-network-proxy i@id konnectivity server/agent ¥37 apiserver 2|7 m MM R EBE,
BEBEIFET RN,

AN A S

&

PN
=

1

Control-plane egress need
API server must reach nodes, kubelets, or services across private network
boundaries.

apiserver-network-proxy
Server and konnectivity agents maintain gRPC tunnels between control plane
and cluster network.

API server integration
Egress selector routes selected traffic through the proxy path.
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Runtime boundary

direct network reachability.

Managed or private clusters expose kubelet and service access without

RIRDIE

& / &R
Server

Agent

gRPC streams

Integration
RIBEIEAR

agent MTI=MIEE server
|
v

apiserver FEiA(A) kubelet/service
|
v

BERFN konnectivity server
|
v

@it agent tunnel #%A&ZIBAR
|
v

MRz [El{245 apiserver

o

iR

\9

=

control-plane side proxy
node/cluster side tunnel
multiplexed connections

apiserver egress selector
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RITRREEZF

+ #N5% control plane network proxy 4EfE: apiserver-network-proxy it a7 wiki RIEE7E
serving engine B8 operator, TMaEAEFE Kubernetes & ERIAESIZHIHE.

< JARFIMR: ERRBR control plane E node MEERE, REEIE Service mesh 3¢ Ingress,

- EBRNE: ©NA kubernetes, cloud-native-security —#2&, MARINILF(H.

EE Sl

 apiserver-network-proxy

+ kubernetes
 cloud-native-security
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Argo CD

Kubernetes F=BAZ GitOps 43 (FTHE (CNCF ElkImg)

WS

- Git BFEERBRE—FIFKR

- ZiER%3F (Helm / Kustomize / Jsonnet / YAML)
- BEEBNSREE

- ZEHEE

+ SSO + RBAC + &P

- iR | £24%%E (Synchooks)

ZEt
K8s controller #F4:Lb % live state 5 Git desired state = OutOfSync BHRHL[E 2 %I,

EES

- gitops — Argo CD FRsCIAVAR
« kubernetes — iIZ{TES
« ¥ src-argocd-overview
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Argo CD ¥
oE=

Kubernetes FRAT GitOps ¥R T R, L Git BENNARRERESHNE—FLFR,
iLEES]

« %R Kustomize /Helm / Jsonnet / YAML

- BEHEE

+ SSO + RBAC + 2/

- EEEBN + FE

+ PreSync/Sync/PostSync hooks (%R, &%)
- BEIRFIMEER Git 2R

£

{7 K8s controller #4:Lb 5 live state 55 Git desired state, OutOfSync BRIk E R HIRHERE T AN,
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Cluster API

Cluster API FBE=HEZ( API B2 Kubernetes S£8# 4 anAHA, 1B Cluster/Machine/MachineDeployment
provider infra/bootstrap/control-plane #F X FI4A 51588, ¥ src-cluster-api-architecture,

ZRMIA S

Kubespray f Ansible %8 ; Cluster API f& Kubernetes-native ERERN &£ A,

(RS

= iy
TE SEEnEH A &%, Cluster API ERX—EHMRKRIE.

PN

=
T EA Kubernetes APl / controller /runtime  &&, ENEEMERE Kubernetes-native T1E
%ﬁz hr =

3
=

o

FRiEE, MAN kubernetes, cloud-native-security 28

FEBNBEPELEERE

op

o

WY NES

+ Core API: Cluster, Machine, MachineDeployment, MachineSet
+ Providers: infrastructure/bootstrap/control-plane

+ Controllers: reconcile desired cluster state

+ Clusterctl: provider init/move/upgrade workflow

R

18 Cluster API JR7E SeBs L enEHA e E L. ABERATANR. BHAANER, BEERSIENIEKR
BIZ. BAERE. TREEWN CI/SEHNEKREZE, XMAORL star HERAEEREEGH/IF 8.
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Cluster APl Z2E¥9 51 1T BB 21

JR3Z: raw/cluster-api-architecture-analysis.md « €F: https://github.com/kubernetes-
sigs/cluster-api - {54k PO

—AEE L

Cluster API FAAEBT APl B2 Kubernetes B4 anfEIHA, 1B Cluster/Machine/MachineDeployment
provider infra/bootstrap/control-plane A1 4A & 1525,

PZIDZRME]

| Declarative cluster Lifecycle intent |
| Platform teams describe desired workload clusters and machines. |

| Cluster API core |
| Cluster, Machine, MachineDeployment, MachineSet, and related Lifecycle |
| controllers. |
[

Provider contracts |

|

| Infrastructure, bootstrap, and control-plane providers implement |
| environment details. |
|

186



Output |
A management cluster continuously reconciles workload clusters and |
machines. |

RIRD I

= / &R BASR

Core API Cluster, Machine, MachineDeployment, MachineSet
Providers infrastructure/bootstrap/control-plane

Controllers reconcile desired cluster state

Clusterctl provider init/move/upgrade workflow

RIBEHER

FF 7B Cluster/Machine topology
|
v
CAPI core controller A&
|
v
provider controller BliE=/BERBER
|
v
bootstrap/control-plane provider #¥J3A1LT =
|
v
REEEHZFFHER/ T

WITRREHF
« FNST EEBFAE AN 42 Cluster APl i ZaT wiki RR{SEETE serving engine Z & operator, M

BEfRRE Kubernetes & B a9 LBIZHIE.
. WBFRHIET: Kubespray R Ansible 8% ; Cluster API f& Kubernetes-native BRI &L dnE o
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- ERMNME: ERA kubernetes, cloud-native-security —#2&, MAMILiTE(E.

EESALEE

+ cluster-api
+ kubernetes

+ cloud-native-security
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Container Device Interface

CDI (Container Device Interface) FAtREN spec AR BRHEMNIEHETTR. mount. env. hooks %
edits, BHFEAM container runtime IREEM CDI device ID NAEE., ERIEEEINEND, Fhs
scheduler 3% 28§ allocator %1% %,

7£ M5-C Device / GPU HIEH NI &

R & T A5 driver £5%/4E47 CDI spec; k8s-device-plugin Fli@dEZERY CDI strategy iIREIIZEIRIR,
dra-driver-nvidia-gpu BJ7E Prepare f5iR[a] CDI devices, kubelet BiBENECE R4 runtime jE#, gpu-
operator BIERE driver/toolkit FAMRIEZE, hami AIEXFNSERERIZLESREEE, REEH
TEEIE CDI HEIRIL D EDRFE R,

M ENERR I k8s-gpu-device-stack, Prepare/CDI/checkpoint 5= Claim B[R I kubernetes-
dra-design-deep-dive, CDISF NI AIERRIREREF L ZIREREEHE.

£ GPU % HrIE

k8s-device-plugin x#3¥i@id CDI annotations/device list strategy 8 NVIDIA & & 3344588 ; dra-driver-
nvidia-gpu t7E Prepare YRRk Z 5| CDI EE&. CDI 21%4t device plugin 5 DRA #=E AR ET
N

B

WRIRIELLER envvar. volume-mounts. CDI annotations, t7cIBfi# CDI: EEESE LS. hooks
# runtime edits BIFREK
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controller-runtime

controller-runtime 2I1X Kubernetes controller BV@FE, #13 Manager. cache. client.
reconcile. webhook. envtest F4=ixHI28 &2, ¥ M src-controller-runtime-architecture,

IR 2R B B EIAD ZIRE 6ab2188alfhl, 3% commit ALK release, src-controller-runtime-
architecture f£%8 2026-06-14 B9 raw-backed Source {RE8; HFilsIn HIFESEREE D k8s-core-
controller-map.

7£ M5-A Controller BRI E

controller-runtime 7£ client-go E#iti_ E£H& Manager. Cache. Client. Controller/Reconciler 5
Webhook, HiZfit envtest Midz#F, FIBIBTTEMESRERSE. kubebuilder fAS{EE TIERSMBMF
28, controller-tools 13 CRD F& =4 M; controller-runtime KB R FAEXWELER T, =EHHESE
XHRESITH{EF I k8s-core-controller-map,

ZRMIA S

client-go BEKEM&I; controller-runtime @I operator TIEERIAIMZR ; kubebuilder £ E LM B A
F

T ABHER

= FII e
ZEZE Operator SDK AE iES, controller-runtime IERX—EHNRRINE,

EEF] Kubernetes API /

. &, ENTEENEFRE Kubernetes-native T{EH,
controller / runtime 5%

R&EE, M kubernetes, model-serving-operator, declarative-

HEREBELEERR N
agent-management A&,

DA

+ Manager: lifecycle. leader election. scheme. metrics
+ Cache/Client: informer cache + API writer

+ Controller/Reconciler: workqueue and reconcile loop

« Webhook/envtest: admission and test harness

190


https://github.com/kubernetes-sigs/controller-runtime/commit/6ab2188a1fb14a8c4837b418bc0a20049682cde4
https://github.com/kubernetes-sigs/controller-runtime/commit/6ab2188a1fb14a8c4837b418bc0a20049682cde4

R R

8 controller-runtime J&7E Operator SDK 4£EiT(h: HBERATARR. BHAAWR, BEERES
HNIEREEZE, AERRFRE. TREFER CI/RKERR. XMIRL star HFRERAEERTES LA T &,
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controller-runtime Z2¥9 5151+ B O

J&3Z: raw/controller-runtime-architecture-analysis.md - €F: https://github.com/
kubernetes-sigs/controller-runtime - {£5c4% PO

—AEE L

controller-runtime I Kubernetes controller B3@FE, #% Manager. cache. client.
reconcile. webhook. envtest HE4=1EHI2 2,

PZIDZRME]

| Custom controller binary |
| Operator code is built around controller-runtime primitives. |

Manager |

|

| Scheme, leader election, metrics, health probes, webhooks, cache, and |
| Lifecycle. |
|

Controller layer |

|

| Informer cache, typed client, workqueue, reconciler, retry, status, and |
| finalizers. |
|
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Runtime boundary |
Kubernetes API server, admission webhooks, and envtest form the execution |
surface. |

RIRD I

= / &R BASR

Manager lifecycle. leader election. scheme. metrics
Cache/Client informer cache + API writer
Controller/Reconciler workqueue and reconcile loop
Webhook/envtest admission and test harness

RIBEHER

manager J3& cache/webhook/controllers

|
v
watch Eff#E#N workqueue
|
v
reconci ler 3%BX cache/API

|
v
patch status/finalizer/owned resources

|
v
BIRE AT

KIHRREEZF

- #3F Operator SDK #£REE: controller-runtime it E a1 wiki RR{EETE serving engine S84
operator, TMAERRRR Kubernetes & ERIABSBIEHIE,
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- BFRHIRT: client-go BEEMG; controller-runtime 21X operator TIEBIAHR;
kubebuilder T E _E#I51 B I FZL,

- ERME: BRI kubernetes, model-serving-operator, declarative-agent-management —it2
&, MARMILITL,

EE Sl

+ controller-runtime

« kubernetes
+ model-serving-operator

+ declarative-agent-management
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controller-tools

controller-tools $&f# controller-gen, A Go marker & CRD. RBAC. webhook. deepcopy &
Kubernetes APl T#285/=, ¥ src-controller-tools-architecture,

IEERBE: 2RE A ERIAD ZIRIE A 030a93937chbb, % commit ALK release, src-controller-tools-
architecture f£%8 2026-06-14 B9 raw-backed Source {RE8; HFilsIn HIFESEREE D k8s-core-
controller-map.

7£ M5-A Controller BRI E

controller-tools B9 controller-gen fi#tfr Go markers/types, 4%/, CRD. RBAC. webhook manifests.
deepcopy (object generator) 5 applyconfiguration E#7r=, kubebuilder $BEZNEE TIER;
controller-runtime 1 3TiE1TATIEHISSESR, controller-tools Fi&1T controller, SEEL M HESIEITHA
50 k8s-core-controller-map,

ZRFIA R
kubebuilder 2MIF28; controller-tools B4R CRD/RBAC =¥ T B %,

(RS

= FII
=3 APT AT A 857 &S, controller-tools IE@X—EBHARTRIEB,

EEF Kubernetes APl /

) EE, EMNEEMNMERBE Kubernetes-native TE.
controller / runtime &5

&S, M kubernetes, model-serving-operator, declarative-

HFEBAEBELIERR N
agent-management A&,

AR

- Markers parser: 3£EX Go type/comment markers
+ CRD generator: OpenAPI schema and validation
+ RBAC/webhook generators

+ object/deepcopy generation
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https://github.com/kubernetes-sigs/controller-tools/commit/030a93937cbbd72cc02cc2fe943f1df6e4b1f115
https://github.com/kubernetes-sigs/controller-tools/commit/030a93937cbbd72cc02cc2fe943f1df6e4b1f115

R R

8 controller-tools J7E API AT HE 4EiT(E: LBERATANR. BHAAXR, BEERESH
NBERER, AERR. TRERED Cl/LERR, XMNMORL star EEERAEE_RTEE YT A,
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controller-tools 2249 51 1T BB

J&3Z: raw/controller-tools-architecture-analysis.md « F: https://github.com/
kubernetes-sigs/controller-tools « 54k PO

—AEE L

controller-tools #&1# controller-gen, A Go marker &% CRD. RBAC. webhook. deepcopy %
Kubernetes APl T2,

PZIDZRME]

Go API source |

|

| Types, Kubebuilder markers, RBAC comments, webhook comments, and object |
| metadata. |
[

controller-gen |

|

| Parses markers and type information to generate Kubernetes integration |
| artifacts. |
[

Generated artifacts |

|

| CRD schemas, deepcopy code, RBAC manifests, webhook configs, and object |
| YAML. |
[
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| Consumers |
| Kubebuilder/operator build pipelines and cluster installation workflows. |

RIRD I

& /18R DS

Markers parser 1%BY Go type/comment markers
CRD generator OpenAPI schema and validation
RBAC/webhook generators RBAC/webhook generators
object/deepcopy generation object/deepcopy generation

RIBEHER

FFAE7E API types B markers
|
v

controller-gen fE#T package
|
v

4 CRD/RBAC/webhook/deepcopy
|
v

kubebui lder/kustomize FTEIZRE

KITRREEF

- #SFAPI £ TR 4E: controller-tools ik H7j wiki RRERETE serving engine &
operator, TMAERERE Kubernetes & BAVAESBIEHIE,

- JHFRHIBR: kubebuilder 2BIFZ2; controller-tools 2E£FR4E R CRD/RBAC H= )09 T B 5%,

- ERYME: BRI kubernetes, model-serving-operator, declarative-agent-management —it2
&, MAZMIIITE,
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EE Sl

- controller-tools

+ kubernetes
+ model-serving-operator

+ declarative-agent-management
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ControllerMesh

ControllerMesh & OpenKruise £ 2 controller/operator isolation and management IH, 1RHE
src-openkruise-projects-current-state, BT P1: JEEKE AR Kruise / Rollouts / Kruise Game, {Bi&

—/=x

&1 kubernetes-workload-automation FITHIZIZTTIAR . WEF1EFZ operator BIEMIZITESE,

ZRMIA S

ERRRENISE workload V4 dR AR, MEXFIEFIZBAZNERE. 7H. EBEMEEE blast
radius. X-MNaIFEF] controller-runtime & ILAYE manager % controller B ARE: E&ERATIEEE,

ControllerMesh E{R{EHIZEI TR SHIIRE SR,

T ARHREE

= Fif

BEIZE RS, SRR ARSBER  {ESB3 controllermesh, H454 cloud-native-security E1YPE
A MeEEIHaR,

5 —/ 58 CRD controller $#%& controller-runtime / kubebuilder,
#8IEf# OpenKruise workload %t%& openkruise-kruise,
WERIR R

ControllerMesh FIZEMMEAR T HEDMBRE, ©iREFAIEAER X workload controller B9 5%
ZiE, WEXIEHEE SN, [RE. AIXNFAHRELR,
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CRI Tools

CRI Tools 324t crictl 1 critest, FAFIR{ESIIE kubelet Container Runtime Interface. %0 src-cri-
tools-architecture,

ZRIMJAFR
kubect| @[ Kubernetes API; crictl E#%@EA CRI runtime, BT aRiZ¥TE,

(RS

= Ealluiii
=+ / Runtime 857 i&%H, CRITools IERX—EHINAERIE,

PN

=
T EA Kubernetes APl / controller /runtime  &&, ENEEMERE Kubernetes-native T1E
%ﬁz hr =

3
=

ILo

FRiEE, MAN kubernetes, cloud-native-security 28

FEBNBEPELEERE

op

o

WY NES

- crictl: inspect/run/exec/logs/images/pods
« critest: CRI conformance/validation

* Runtime endpoint config

* Kubelet/runtime debugging workflow

R

I8 CRI Tools HE 8 / Runtine SRETHE: EETHWATANR., BUHANSR, BECRERMNE
REEE. BEBE. TABER C/RRBE, X MARL star KELRTERTESLNTA,
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CRI Tools ZeM51g1t B e 31

JR3Z: raw/cri-tools-architecture-analysis.md « F: https://github.com/kubernetes-
sigs/cri-tools - {54k PO

— A& E (L
CRI Tools 24t crictl 0 critest, FAFIRESLEIE kubelet Container Runtime Interface,

PZIDZRME]

| Runtime debugging or validation need |
| Operators and CI need direct access to the CRI boundary. |

| cri-tools |
| crictl offers CLI inspection; critest validates CRI runtime behavior. |

| CRI endpoint |
| containerd, CRI-0, or another runtime exposes pods, containers, images, |
| logs, exec, and stats. |
[
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| Output |

| kubelet/runtime boundary diagnosis and conformance-style validation. |
[

RIRDIE

& / &R HAST

crictl inspect/run/exec/logs/images/pods
critest CRI conformance/validation

Runtime endpoint config Runtime endpoint config
Kubelet/runtime debugging workflow Kubelet/runtime debugging workflow

KPR

FAF$E%E CRI endpoint
|
v
crictl A CRI gRPC
|
v
runtime iR[5] pods/containers/images IR
|
v
critest $11T conformance cases
|
v
TE{ kubelet/runtime 5 |a)&A

KITRREEF

« #5518 / Runtime 48EE: CRI Tools ik &1 wiki R R{EH7E serving engine B & operator, M
BEfRRE Kubernetes & BRIEBITHIE,

- JHFRHIBT: kubectl EA Kubernetes API; crictl E3Z&E[@ CRI runtime, ST SR TH,

- ERME: BRZA kubernetes, cloud-native-security —#2&, AT,

203



EE Sl

« cri-tools
+ kubernetes
 cloud-native-security
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Descheduler

Descheduler tRIEFERIRZ 2 LI51THY Pods, it kube-scheduler BN &S EHHKE, BETSER. R
. IRTWERDT, ¥ src-descheduler-architecture,

ZRIMJAFR
scheduler JREH Pod 1MF; descheduler R IBiE{T—EEBT A GHIREE W,

(RS

= el
T=E FEGMNK e &4, Descheduler ERX—ENREKRINE,

PaN
Z2E# Kubernetes API / controller / runtime B, ERNEBRMERE Kubernetes-native T
%ﬁz A

NS

ILo

FEBESELIPERS &S, A kubernetes, llm-inference &

IR A

+ Policy config: strategies/profiles

- Strategies: remove duplicates, low utilization, topology spread, affinity violations
+ Evictor: safe pod eviction

+ CronJob/controller deployment modes

R R

18 Descheduler I7E HERMK LEITME: ZBEERATANR, BHAANSR, BEERESHNBNK
BiZ. FERE. TREEFENCI/SKERE, XMARL star MERREEETEE HRIT 8.
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Descheduler Z2#9 51 1T BT

J&3Z: raw/descheduler-architecture-analysis.md « €F: https://github.com/kubernetes-
sigs/descheduler - fL5ték P1

—AEE L

Descheduler {REFEIRIRZE B 2IE1THI Pods, it kube-scheduler BN S EHKE, BET 2. hRP
Ry, HRTEH R,

PZIDZRME]

| Cluster state drift |
| Initial scheduling decisions become suboptimal after node or workload |
| changes. |
[

| descheduler policy engine |
| Strategies detect imbalance, policy violations, or removable Pods. |

Eviction control |

|

| Evicts eligible Pods while respecting PDBs, priorities, namespaces, and |
| safety Llimits. |
|
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| Runtime boundary |
| kube-scheduler places replacement Pods using current cluster state. |

RIRDIE

& / R BASR
Policy config strategies/profiles
. remove duplicates, low utilization, topology spread, affinity
Strategies R
violations
Evictor safe pod eviction

CronJob/controller deployment
q / e CronJob/controller deployment modes
modes

RIBEHER

[AHRIREXT A Pod RS
|
v
REGIRBIFEREHAY Pods
|
v
¥2& PDB/namespace/priority Z{RiF
|
v
evict Pod
|
v
scheduler EMAE

KITRREEF

- 5T AR 45 Descheduler ik 2451 wiki RR{EBE serving engine &1 operator, T
BEfRRE Kubernetes & BRIAEIPITHIE,
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- BRI scheduler JREHT Pod 1H; descheduler & IBiz1T—EXBY i fERY%R AR o
< ERMNME: ERA kubernetes, llm-inference —#2&, MAMILITE L,

EESAliET]

+ descheduler
+ kubernetes
+ llm-inference
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DRA Driver for NVIDIA GPUs

NVIDIA GPU 89 Kubernetes Dynamic Resource Allocation driver, El%¢ ResourceClaim.
ResourceSlice. NodePrepareResources. ComputeDomain/Multi-Node NVLink. 7 MIG/VFIO E2&
BF. 1#0 src-dra-driver-nvidia-gpu-architecture,

JUEEIRAR: 2026-09-27 i@ NVIDIA EENOETENE S IAD 2 IREH 495bF4c59b94, FEFER A GitHub
REIMISEEE, commit ALK release, src-dra-driver-nvidia-gpu-architecture 1#28 2026-06-12 B9
raw-backed Source; Hi73E M k8s-gpu-device-stack, BEESEdnEHAN kubernetes-dra-design-

deep-dive,

7£ M5-C Device / GPU HIEF R B

driver 321t DeviceClass FLEACE. % 7F ResourceSlice FETE, #i@id NodePrepareResources/
NodeUnprepareResources IiTIRBECE S cdi 1%, GPU 5 ComputeDomain 73 5B A& & H]
Multi-Node NVLink #8x4£ B, XA ETF k8s-device-plugin BIfE4; extended-resource Allocate 2§
2, WARETF node-feature-discovery BT s BE 1 & o

B FFEMNIAS Kubernetes feature stage 27 : $##&E € README $J43Z GPU plugin 5
ComputeDomain BYZ#51HER, FEEBEIZERE gpu-operator 26.7 FREIERRZS, Efili DRA stable R{RIE
FrE&H7S MIG/VFIO/sharing ThEEEIIEFRE .

£ AR
EXHA Kubernetes DRA i&& %R APl, RZE%&4 device plugin API B9/\b T, 5 k8s-device-plugin #8

tb, ERRIFEAR. EREMBPEEXFHEE Claim #22Y; hami 15 DRAEA, LHRIINE BiREKE
BB DECRIZSRERE, MIFREER DRA.

pamactallly

EETEE ResourceClaim/ResourceSlice. mh&i&&FEZE ComputeDomain B SEIRA; BB NZIZPIE
Kubernetes/driver release #%3F API. feature gates FFE4 3z ¥,

HZEE GPU extended resource &84 0]1¥{H k8s-device-plugin 1 gpu-operator; 1%3% DRA BRI IS
SRR PSSR 5,
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https://github.com/kubernetes-sigs/dra-driver-nvidia-gpu/commit/495bf4c59b9423080aa1fe2163955f44a495012c
https://github.com/kubernetes-sigs/dra-driver-nvidia-gpu/commit/495bf4c59b9423080aa1fe2163955f44a495012c

DRA Driver for NVIDIA GPUs Z2¥ 51§11 2
valiit

J&3Z: raw/dra-driver-nvidia-gpu-architecture-analysis.md « €F: https://github.com/
kubernetes-sigs/dra-driver-nvidia-gpu  Z34ThRZs HEAD 749a743 (2026-06-11)

—AEE L

NVIDIA GPU 89 Kubernetes Dynamic Resource Allocation driver, E%¢ ResourceClaim/ResourceSlice.
NodePrepareResources. ComputeDomain/Multi-Node NVLink #1575 MIG/VFIO EREEFF. ©&E K8s
H—RIRFE N EIRE, MARES device plugin API BUIE 24T, X T1F] kubernetes dra cdi gpu-
sharing FE R XILL, R EBHIRREI B RANERE,

b gt

| Kubernetes DRA API
| ResourceClaim / ResourceSlice / ClaimParameters |

I I
|

| validate | scheduler assigns claim
v v
I |
[ |
| validating webhook | | gpu-kubelet-plugin |
| strict config decoder | | NodePrepare/Unprepare |
[

| checkpoint + resource slices

v
[ |
f |
| DeviceState | <—> | NVML/MIG/VFIO/CDI |
| prepared full/mig/vfio | | concrete device config |
[

|
| ComputeDomain path
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[ ]
| compute-domain-controller | = | daemon / IMEX / clique |
|

RIRDIE

2l

[E /1R S

1

SCI kubelet DRA plugin, %7%5 ResourceSlice, 11T Prepare/Unprepare #l

DRA kubelet plugins
Plug checkpoint ;&

GPU state/config & full GPU. MIG. VFIO. sharing. checkpoint 5%i& slice,

ComputeDomain & &1 ComputeDomain/Clique &£&5/EHA, HAEZR daemonset 5 IMEX
I primitives,

TE X GpuConfig/MigDeviceConfig/ComputeDomain FEE, HIIE

APl 5 webhook
ResourceClaim &%,

ESuLR Helm/demo/docs B~ K8s 1.32+ DRA A o
K EEHEAR

Workload consumes ResourceClaim

|
—— webhook validates strict nvidia.com resource config payload

— DRA scheduler selects ResourceSlice/device allocation

|
—— kubelet calls NodePrepareResources on gpu-kubelet-plugin

|
I driver locks prepare/unprepare, creates MIG/VFIO/CDI/checkpoint state
|

L— NodeUnprepare cleans checkpoint and dynamic device incarnation
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RITRREEZF

- % DRA WIEEAR claim A : FIEECE#H N ResourceClaim, MAE Pod annotation; X3iB &
JAEIZE#E3) Kubernetes 1.32+ DRAEX k.

- checkpoint BEh&SIKEEmEHARNEIFIE: NewDriver 7£ DynamicMIG F=BERH MIG
devices, BRERGEHS/ISKREREL.

+ GPU #1 ComputeDomain 73 B M&EH/4HIE : ComputeDomain M Multi-Node NVLink/
IMEX, GPU @@ Zs#l device allocation, “&EEAFIXEIBRRE,

SRERMBNENES

DRA Driver for NVIDIA

HE B3 A B35 B
3 GPUs EES EES

. . k8s-device-plugin: beta HAMi: scheduler extender vGPU

TEfiL K8s DRA NVIDIA driver . . .

device plugin API sharing
APl ResourceClaim/ extended resource + )
) ) Pod annotation + extender

API ResourceSlice kubelet plugin

=R dynamic MIG/VFIO memory/core sharing +

T y / . / MIG/MPS/time-slicing/CDI v/ &

BE77  ComputeDomain heterogeneous vendors
SRR

NRIREPLRIBARINER!, KHBER “PITESH agent/runtime” . “MBSHETHR” . “HE/E
4 bridge” , X=Z “Kubernetes/GPU #ZHIE" o [E—5 star FIREMTRZE AN ZHBERRNIG]
. Lban trace viewer RAEEEE{K remote control bridge, GPU Operator tHRgE%4X DRA driver 5§ device
plugin B9 BRE81=,

EESALEE

+ kubernetes

+ dra

- cdi

+ gpu-sharing

+ k8s-gpu-device-stack
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Dynamo

NVIDIA FHRAIEIREF O LLM #IBRHE, Dynamo I TH#IE engine 2 £, fasiAO. M. P/Dth
W KV 2. B8IEH. Kubernetes BBESHIEELSNE; A& SGLang. VLLM 5 TensorRT-LLM £Y
GPU H11TH#Zo

ZRMIA S

Frontend / Gateway EPP — KV-aware Router — backend workers 2i&K#2; DGDR/ Profiler /
AlConfigurator — DGD / DCD — Operator Z&BZ#&1E; Planner — connector / Operator &I A E
1R, =HBREFET Runtime BY discovery. request # event planes %%,

T ABHZER

* % GPU. ZTRIKETXELHE,

- EEIRITY4E prefill/decode. KV-aware routing S KV transfer,

- BEIR TTFT/ITL/SLA F TCO A EMRIS Brhy 4.

- %2 Gateway API N[O\ 3&ERE#%. canary health check 3§ topology-aware deployment.

FABHER B

BIRA B GPU. REETAMIAM SLA ITHIFEREY, BHiEEA vilm 3¢ sglang EEE, ERFEERE
Kubernetes {#&RE & dp E A AEZE Dynamo BY P/D. KV # Planner, RZ{%ctbisk kserve. ome %
Operator,

5[EZEEEER

= FEBLR 5 Dynamo WES

vllm / sglang #IE engine BESILEN/% GPU #1175 batching

lmd K8s inference stack. FREAZREENOSHGES, Dynamo EigiF
- router. pool engine £ Bin Elim 4Rk

gateway-api- Gateway APl inference AIYE/9 Dynamo BRI N#E,, FEEENTTE P/
inference-extension endpoint picking D/KV/Planner

SRAANEREHR, Dynamo RHUERAY

kserve / ome 1% AYARSS CRD/operator ) ] .
===l serving runtime i3

FMZEM 5 =R, src-dynamo-architecture,

213



£ M4 RR M EI PRI E
Dynamo EliAT4E#k engine 12119 % serving runtime, 1 frontend/routing. IRS&LXMESEH.

worker 8. KV transfer fIZE# L. BRZTIAR L llm-inference-serving-project-map, 5 engine.
Kubernetes A4FRILAEIEZED lIm-serving-engine-selection-map.
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Envoy Al Gateway

Envoy Al Gateway & TF Envoy Gateway BIFFIR GenAl traffic gateway, BAFIBRAEKRENZ
hosted provider 8 self-hosted model serving cluster,

R [B)

AVEBELZ—LE provider IAIE. TRERH. global rate limit. YK KIAR, FRXEFLEBRESE
BERNERBIARRLE endpoint picking 3545% F inference router,

AR

README 3 two-tier gateway: Tier One f1 33 authentication. top-level routing #1 global rate
limiting; Tier Two fa33 self-hosted model access, #m[#% endpoint picker / LLM-aware routing, ©3%
#5 OpenAl. Azure OpenAl. Gemini. Bedrock. Anthropic £ provider /5[,

b oyt

© & edge/provider governance, A& P/D worker router, W AR RERAR L, HBAGE
Envoy Al Gateway — semantic-router (7]i%) — llm-d-router / gateway-api-inference-extension —

model server,

J¥ I src-ai-gateway-architecture. src-k8s-gateway-routing-comparison,
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external-dns

ExternalDNS M Service. Ingress. Gateway & Kubernetes 3 &R h&4E3P9M8 DNS records, 2FEBATIM
EITHIZRCR, ¥ src-external-dns-architecture,

ZRF18 R
Gateway/Ingress JREREANL; ExternalDNS faFiENOMAE& %R E] DNS,

(RS

= w2l

FE WL / DNS BE &, external-dns ERX—EHHARIE,
PaN
A

&
F 2 Kubernetes APl / controller / runtime &%, ERNEEMERE Kubernetes-native TfF
JzZx

359

NS
=

ILo

FiEE, WA gateway-api, cloud-native-security £

FEBNBEPELEERE

op

o

NN
- Sources: service/ingress/gateway/istio/contour &
+ Registry: TXT ownership and conflict protection

+ Provider: Route53/CloudDNS/Cloudflare Z DNS API
+ Controller loop: desired endpoints -> record changes

R

18 external-dns JR7E (48 / DNS EEIT(L: KRB ERWAFTAWR. MHATANSR, BEEEESHNEK
BIZ. BAERE. TREEWN CI/SEHNEKREZE, XMAORL star HERAEEREEGH/IF 8.
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external-dns Z2¥9 5% 1T B

JR3Z: raw/external-dns-architecture-analysis.md - €: https://github.com/kubernetes-
sigs/external-dns - {54k PO

—AEE L

ExternalDNS M Service. Ingress. Gateway % Kubernetes IR ahaS4EP5MB DNS records, AT
KizhlgE R,

PZIDZRME]

| Kubernetes network objects |
| Services, Ingresses, Gateways, and annotations describe desired DNS names. |

| external-dns controller |
| Source readers build desired DNS records from Kubernetes object state. |

Ownership and providers |

|

| Registry/TXT ownership plus adapters for Route53, Cloud DNS, and other |
| providers. |
[
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| Output |
| External DNS zones converge to the service endpoints represented in |
| Kubernetes. |
[

RIRDIE

& / &R BASR

Sources service/ingress/gateway/istio/contour &
Registry TXT ownership and conflict protection
Provider Route53/CloudDNS/Cloudflare Z DNS API
Controller loop desired endpoints -> record changes

R

FFBIE Service/Ingress/Gateway
|
v
source 4R DNS endpoints
|
v
registry #I#r ownership
|
v
provider apply record changes
|
v
SMER DNS #EMIN Ot

RITRREEZF

« #N5F LR / DNS 4EFZ: external-dns it a1 wiki RR{EHETE serving engine S &1 operator, T
BERERE Kubernetes £ & BERIELBITHIE,

- MR FIMT: Gateway/Ingress JREREAND; ExternalDNS fSTENOMIEARE DNS,

- WERNME: ©NA gateway-api, cloud-native-security —if2&, MARIMILIF(EH.
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EE Sl

+ external-dns

+ kubernetes

+ gateway-api

+ cloud-native-security
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Gateway API Inference Extension

Gateway API Inference Extension 2 Kubernetes Gateway API B9H#EI2H &, EX InferencePool.
Endpoint Picker interaction #1 inference endpoint picking BITMY/$=HIEA R

R [B)

1B Service/ AEIHERIBRBIER B, HIEWNAN endpoint KIiEITIRES. Inference Extension ik
Gateway 755 & 15 RETARIRE AR Endpoint Picker, MITJ LLM serving 2 FRELERZED,

ZIDIA SR

EEMNAAPIT B, FTREERERSFE. HE engine HEMKKHE X, lIm-d-router EEEE4 7~
bSEMz—; kserve. kthena HFFERIUEXFIMEDR EE/M.

ERR

EEHEE A Gateway APL. 1B endpoint picking ME{K proxy Hf#FEEY Kubernetes FF &, &N /m4s/
FREEEERNBIEE Z A1, B semantic-router 5 routellm 2o

¥ D1 src-gateway-api-inference-extension-architecture. src-k8s-gateway-routing-comparison,
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Gateway API Inference Extension 224 51%1t
B

kubernetes-sigs/gateway-api-inference-extension 22 Kubernetes SIG ER&MHIERENECAD. ©
TE X InferencePool & API, }&ftt EPP/LWEPP. client-go. conformance. benchmarking #1 Gateway
API ££/%, =2 llm-d-router 10 B M FFHITRER.

PZIDZRME]

user / API surface

|
| “kubernetes-sigs/gateway-api-inference-extension’ 2 Kubernetes SIG BRLLAIIEIE--- |

v

| core implementation: ‘api/vl’, ‘apix/**" - ‘cmd/epp’, ‘cmd/lwepp’, ‘pkg/epp’, 'pkg/

lwepp" |
|
[

| v

| v
.

| “client-go/**" | | “conformance/***, ‘benchmarking/**"

| |

|
_

v
A 4 |

| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

E/B=x =T

api/vl, apix/** InferencePool #1 EndpointPicker 8% API,
cmd/epp, cmd/ Lwepp, pkg/epp, pkg/ Lwepp Endpoint Picker 3231,

client-go/** R P o

conformance/**, benchmarking/** —H M5 MR,

RIBEHER

1. HTTPRoute/Gateway $5m InferencePool,
2. EPP/LWEPP #R#& endpoint JRZ. imOFMIEE 88 111ER iR,
3. conformance/benchmark HfREINFF S Gateway API IR BIE Xo

IR

- IEHIEERM T A Gateway APl extension, TAEE serving RAEEE X
- RY% EPP BE ¥, [Tt downstream AJ &k,
. BRI #F port-aware endpoint filtering, %88 data parallelism B#NIRHER E S,

X EEE (L

0 llm-d-router 4L, ©RITE/API F15ERE; # Envoy Al Gateway t8EL, EE R endpoint picking,
A& provider auth/cost/prompt mutation,

P SHEEE

« GitHub HEMRSERAE: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map
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GitOps
LA Git B EEAEMIG AN AR BN R —F I RIRRIEHE S AL,
el BRI

1. B — RGPS HERIER

2. hRAML — FREEEET Git E1F

3. BEPHIEY — Agent #40R SRS R AR A IFH]
4. FEM — EEEEUMEE

TEES
TR EAL
argocd K8s [ 3z ft
Flux K8s [z A3zt (CNCF)
kOrdent ZEHEPRAEE
Tekton Cl ke
eSS

+ On-prem K3s S£E##Y GitOps ZBE — src-k3s-gitops-kOrdent
- Argo CD #E% — src-argocd-overview
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GPU Sharing

GPU sharing 5% workload £ZFE—4#J GPU ¢ MIG/MPS/time-slicing/vGPU ZRMIAESRE S
5. BfnEESR. RE. BRaHFIFEER 8B4,

7£ M5-C Device / GPU HIEH RN &

HEHFRESFIEZOHESE: scheduler IAEIFIZEFHIEHK, allocator MNAIRIFIRE, BUHEREIKX,
runtime d{APRHISZFR(ER, node-feature-discovery IR{EEESI1ES; k8s-device-plugin. dra-driver-
nvidia-gpu 5 hami RANFFREFEENEIRRE. cdi REAZFNELE, FEEKIEBHEHIREF
iE. 57BN k8s-gpu-device-stack, Claim 5T &K kubernetes-dra-design-deep-dive,

HERMAE—REGEMNZREAHDEFAIEN, LTHAELL HAMI 5 NVIDIAEZ plugin EE—T =%
FAnvidia.com/gpu. gpu-operator F] LAEIRIRHLAH, BFXHAHRM allocation operand; HAMi-DRA

BT ECHRIE, FFFZ HAMi-core A IRESIASR

FTERL

2259
MIG

Time-slicing
MPS

HAMi-core
memory/core
sharing

DRA device
configuration

Application-
aware elastic KV

(&S
k8s-device-

plugin, gpu-
operator

k8s-device-plugin

k8s-device-plugin

>
QO
3

dra-driver-nvidia-
gpu

kvcached

R

EHDX; plugin AIREMEERS, »XEEMRHENEE
AfF5ER, RIEREEM/ profile PR

ERMNITHIE, AEFEFRIIEFNEGHREERIRES

BT MPS RS HERITSEERRIRG; SZFREEEKRES,
RENTF MIG BHHEX

HE/CKEESAERNFREE, REMRIATINSRS
TERRE

AR Claim DECAIKBECE; £t API REFAERELE
HSHK/HAZET RERE

FiHENB vLLM/SGLang KV physical pagesizss & A
VRAM; FRESEACUDARFquota, HUTIRERKSsIERE
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KVCacheD 7£ GPU sharing R &

kvcached BFRARN. BXRAMPRNEFEER: ©SRIEWILSEEKV block/token, FEILAIUEREEIERY
BB R FikrequestEdnAHEmap/unmap physical pages. MIG/MPS/time-slicing/HAMill Mi& &
runtimeFEIEEN 7ZHIGPU workload,

MEAUAEG, BREERN—IK: KVCacheDIRERFZEEMNKVAIAR, HMEHEMNEAFTIKEDE. 12
K. WITHZ=S5MFREE. ¥ elastic-kv-cache # kvcached-sglang-vllm-knowledge-systems

#1 GPU Operator B9% %

gpu-operator BEHFIRESERE; GPU sharing & workload iAIHZi&E, MEEBRAE, BEFKIE
Z R HI.
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GPUStack

GPUStack & GPU cluster manager 5 Model-as-a-Service FF &, BEf5EEAMARSS 2. Kubernetes Ff1=IF
IREME GPU, FCE vLLM. SGLang. TensorRT-LLM BEE X inference engine, FHizHiREARSSH GPU
IGHERES T,

fRRRY )

GPU ZR. RBIEE. engine B¥. AL, BIENITEBEDHERRB RS, GPUStack I8 GPU AE. &
BIARSS. engine iEE. WIEME. HR)ITH]. token/API ItEMZEE T M MESIER,

ZIDIA SR

GPUStack E—1{&{k GPU/MaaS &, MA=EH4 K8s CRD EE M P/D router, EMMEBEERRESR
SHRFTE,; MRABLASHEMH K8s/Gateway/Operator, R8N —MERESFEHAE, kserve 8 ome
GG

ERTR

&S GPU =. FA%F GPU £8. IEIfIE Model-as-a-Service. EEZMINEBRNE—iHEEENE. £
Z Gateway API/InferencePool fRENE lim-d; FERE P/D/KV 4wHEE dynamo 3§ kthena,

J#M src-gpustack-architecture 5 src-k8s-serving-stack-comparison,
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HAMI

Kubernetes 13 GPU sharing / vGPU INH, &:d mutating webhook. scheduler extender. device
plugin F1Z] Ei& &GS GPU memory/core/count ERIEHZ, ¥ src-hami-architecture,

IUEHRIRER: 2026-09-27 EABIAD ZIREE A a2dd191b2e7f, commit R release, src-hami-
architecture f£% 2026-06-12 B9 raw-backed Source; a1 =M k8s-gpu-device-stack, Claim/
Prepare 3E& 0l kubernetes-dra-design-deep-dive,

7£ M5-C Device / GPU HIEH RN &

L2 BRI scheduler/extender IHEI&#& reservation, £ Pod annotations 3#%&44 device-plugin
Allocate, FH HAMi-core LFER 23 memory/core PfRE. node-feature-discovery BIBENIRE REERE
HEZig&EIEK; gpu-operator FIEMAA M, Bk %H k8s-device-plugin operand 5 HAMi ZEFE—3
=& M nvidia.com/gpuo

HAMi-DRA (% Claim/I&& D ECIRR, FEENNZ HAMi-core BIPREEAEST; 5 dra-driver-nvidia-gpu X8
BY N D BRI R F. PECIENS runtime [, &HEX HAMi Protocol. FAQ 5 RN,

ZRMIA S

HAMi R E A& device plugin, tFRE GPU ¥4k operator, EIBEE. quota. annotation.
device plugin MIEEHHIESER, R “—PMIE GPU A% %1 workload BRIEHZE"

pramactallly

+ £5 NVIDIA GPU 45 Kubernetes: & k8s-device-plugin,

- &IZ driver/runtime/device-plugin/DCGM: %& gpu-operator,

- 4B%IFE vGPU / GPU sharing: & HAMi,

« 7E ResourceClaim/ResourceSlice: B8 HAMi-DRA 5 dra-driver-nvidia-gpu B & FMEEE
Ko
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https://github.com/Project-HAMi/HAMi/commit/a2dd191b2e7fb1f289833e9b4fcef16289ec89b3
https://github.com/Project-HAMi/HAMi/commit/a2dd191b2e7fb1f289833e9b4fcef16289ec89b3
https://project-hami.io/docs/developers/protocol
https://project-hami.io/docs/faq
https://project-hami.io/docs/get-started/choose-your-setup

HAMi 22 511 BB i

J&3Z: raw/hami-architecture-analysis.md « ©F: https://github.com/Project-HAMi/HAMi
« ¥rhR4s HEAD 5dca58e (2026-06-11)

—AEE L

Kubernetes 43 GPU sharing / vGPU INH, i&3d mutating webhook. scheduler extender. device
plugin A&ET B/GiH, 38 GPU memory/core/count EF4RMIERENS N Pod JEfEFHTE Allocate FHER S
W, EEHR “HEAESRESEE" , 2 NVIDIA BEAEM device plugin BIfEEE MR, XTH kubernetes
dra cdi gpu-sharing fZpkFttt, EREENIEED B RIERME,

PSR E]

Kubernetes API

]
| Pod with nvidia.com/gpu/gpumem/gpucores requests |

| admission
v

[

| HAMi mutating webhook |
| defaults, schedulerName, |
| quota/resource validation |
|

[
| scheduler extender callbacks

v
[
I |
| HAMi Scheduler | <——> | node/pod/quota cache |
| filter, score, bind | | annotations + locks |
[ |
I

[

| assigned device annotations

v

| HAMi device plugin
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| Allocate, env/CDI/hooks |

Container runtime + GPU |
memory/core isolation |

RIRD I

B/ 18R
Webhook

Scheduler
extender

IREHR
Device plugin

Monitor/metrics

KRR

2l

B

~

$2# Pod admission, ;¥\ schedulerName. EXik GPU memory/core/count.
quota 0%,

##P node/pod/quota cache, #Eft /filter /bind /score B FA binpack/spread
R,

Z[ Eg&E M. FIRA. quota. annotation {RREFDFNFT 3B EE,

3F#% kubelet device plugin API, 3%EX node config, ;ML ZEIR, M env/
CDI/#E#,

RImA2EA GPU @A, Prometheus 387401 E vl W4,

Pod requests partial GPU resources

—— webhook validates non-privileged pod and mutates resource defaults

— scheduler extender filters nodes by device/quota/annotation cache

—— score policy chooses node/GPU and writes allocation annotations

— device plugin Allocate reads pending pod and node config

L— runtime receives visible device/env/CDI/hook configuration
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RITRREEZF

« f#M scheduler extender A& R & device plugin: GPU memory/core £EZFEAER£FR
%, B4 kubelet Allocate BEZ K,
+ annotation FRAERISECAIZLY: Scheduler iE#Fi& & fFi81E Pod/Node annotation {2145 device
plugin, B&{E3t kube-scheduler RERH EHIEN.

- I EEE
E)-E\\; HAMlKE1

SRERMBNENES

HE HAMi
. VGPU/GPU sharing IAES
E I o
RE
JAES 58, webhook + extender +
5 bind
HIFERL | memory/core/count/[ &
E BENX
TR

EXEA

k8s-device-plugin: B
GPU &%

55, FE kubelet plugin

GPU/MIG/MPS/time-slicing

SNRIRTERIE Eﬁ@"ﬁﬁi, FFHBTER “PITESSHY agent/runtime” |

4 bridge”

HZ[F— device abstraction: pkg/device $&fft NVIDIA/AMD/Ascend/Cambricon Z#"
FIgEHEMIFR HILA,

E%B

GPU Operator: itk Ean/E
HAETE

B3, BMELM

driver/runtime/plugin/DCGM
At

MESHETR" . “HE/E

, B2 “Kubernetes/GPU IZTHIE” . [E—% star 5|RENINE L E AR Z2EBERE AR
7 b0 trace viewer REEEL remote control bridge, GPU Operator B REEE X DRA driver 2% device
plugin I ERE& 1R,

P

« kubernetes

 dra
 cdi

+ gpu-sharing
+ k8s-gpu-device-stack
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Headlamp

Headlamp @AJ# & Kubernetes web Ul, M@ dashboard. debugging. monitoring fli&HY B, FR
src-headlamp-architecture,

ZEIASR
kubewall 22 single-binary dashboard; Headlamp BEagiEHMALFER Kubernetes Ul,

(RS

= F1|
ST Kubernetes UI &£ &, Headlamp [ERX—EHHREKRIE,

EE
FEM Kubernetes APl / controller / runtime & &%, ENEEMERE Kubernetes-native T{F
E}Z {5

3

ILo

TEBRENE LIRS REH, MNH kubernetes, kubewall A&,

IR A

+ Frontend: React/TypeScript Ul

+ Backend/proxy: Kubernetes APl access

* Plugin system: Ul and cluster extensions

+ Auth/context: kubeconfig, in-cluster, OIDC-like deployments

R R

8 Headlamp J47E Kubernetes UI £E 1 h: EBERATANR. BHAAWR, BEEREIHNE
KRR, BEREZE. TRERFEY Cl/RREE, XMARLL star HEREATERBEEHFITFS.
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Headlamp Z2f9 51z it B2

J&3Z: raw/headlamp-architecture-analysis.md - €JF: https://github.com/kubernetes-
sigs/headlamp - 54k P1

—AIEE L
Headlamp 2A¥ & Kubernetes web Ul, A dashboard. debugging. monitoring FiEHY &

PZIDZRME]

Kubernetes UI need |

|

| Users need browsing, debugging, monitoring, and plugin-driven cluster |
| operations. |
[

| Headlamp frontend |
| React UI renders resources, logs, events, plugin views, and navigation. |

Backend/proxy and auth |

|

| Kubeconfig, tokens, access checks, and API proxying connect the UI to |
| clusters. |
[
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Runtime boundary |

| Kubernetes API resources and extensions become an operator-facing web |
| experience. |
[

RIRDIE

& / &R BASR

Frontend React/TypeScript Ul

Backend/proxy Kubernetes APl access

Plugin system Ul and cluster extensions

Auth/context kubeconfig, in-cluster, OIDC-like deployments

R

FIF$T7F Headlamp
|
v
1%$E cluster/context

|
v
BiRIE Kubernetes API
|
v
HilmET workloads/events/logs/resources

|
v

I REMIE RN (F

RITRREEZF

« #M5F Kubernetes UI 4£fZ: Headlamp iti#i wiki RI{EEETE serving engine {8 operator, il
BEfRTE Kubernetes £ & BRIEBIZHIE.

- BFRHIRT: kubewall 2 single-binary dashboard; Headlamp SE5giEE4 L@ A Kubernetes
Ulo
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< ERMNME: B kubernetes, kubewall —#2&, MAEINILIE(H,

EESALEE

+ headlamp
+ kubernetes

+ kubewall
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Higress

Higress 2RIE £ Al Native APl Gateway, &TF Envoy/Istio $Z=H|EFZIE= WASM plugins, ©TEZHHI
wiki FEEHTIEAE Al gateway. HEEERH. MCP/HTTP RERMEEALE, LHRE HiClaw BSEHHIRx
BES1. %M src-higress-architecture,

ZRMIA S

Higress :Zi@F APl Gateway F=@a[al Al Gateway # &, FERARS LLM MERIE, ERMERE M AP
gateway BB/, BRSZ A, HEMHESH WASM I &,

Kt

- cmd/higress. pkg/** AFITHIEMMKIZIE,

+ plugins/** & Go/Rust/C++/AssemblyScript FZiB85 WASM &+,

- Envoy/Istio B TIER L7 RERE,

- model-router. credential governance. MCP/LLM f&HIBMXY EEI Al TIESEH,

pamactallly

T E(L4 API gateway 1 Al gateway &—B3%& Higress; FE GenAl T Envoy Gateway 5 ZEE& Envoy
Al Gateway; FE Kubernetes Gateway API R4 1B MXE kgateway; FE agent-side LLM/MCP/A2A

H O E agentgateways
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- 20 A1 B N
Higress 8% 511t BRSO
higress-group/higress 2FIE % Al Native API Gateway, ETF Envoy/Istio I=HIEM ZiES WASM

plugins, P1HERMER Al gateway/IRE A/ EIEAIET R, LHHM HiClaw BEIEHE. MCP/LLM
MXBESTHE X,

EDEIoE

user / API surface

|
| “higress-group/higress’ ZMIEZ AI Native API Gateway, ETF Envoy/Istio ITHIEAZIE: -

v

core implementation: ‘cmd/higress’, "pkg/**" -+ ‘api/**", ‘client/

* kN |

<

|

‘plugins/*** | | Vistio/**", “envoy/**"
|

- —

v
v |
| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

B/BER RfE

cnd/higress, pkg/** Higress = HIHE S M XiZ58,

api/**, client/** APl 5& R,

plugins/** WASM #&EfF: Go/Rust/C++/AssemblyScript,
istio/**, envoy/** Wbz Y Es €k nd il

RIBEHER

1. BFE2E route/model-router/plugin,
2. EHIEAERL Envoy/Istio BRBFH T ko
3. WASM ¥ EEUEEm AL IR Al auth. model route. MCP/HTTP 5RB&,

Bt
- HHHCFIRS ZINEE 158, EHES API gateway + Al gateway f &,

+ model-router fR B RIGIRE B XTI AAZ provider/model BREY 2 /EEKA] &,
- BEIRA, W plugin/model-router/control plane, @213 Istio vendor,

X EEE (L

0 kgateway #8Et, Higress E1® APl gateway F=mA@EHFEZ; # Envoy Al Gateway #8Lk, SEEIETE
GenAl B FERIK.

P SHEEE

« GitHub HEMRSERAE: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map

237



inference-perf

GenAl inference performance benchmarking tool, AF %t OpenAl-compatible/serving endpoint i1
. ERMEMME, ¥ src-inference-perf-architecture,

ZRMIA S

A llm-d-benchmark #8tL, inference-perf &£ 4 benchmark harness; llm-d-benchmark 25385

B an AR,

(RS

=28
=

=3 GenAI benchmark B/

FEH Kubernetes API / controller /
runtime £/

FEBNBEPELERE

AR

gl

i&H, inference-perf IERX—EHRKRINE,
EE, EHEEMERE Kubernetes-native TE

R&EE, WA llm-d-benchmark, llm-inference, [lm-d-
inference-sim A&,

« CLl/config: benchmark £#15 endpoint ic &

- Load generator: }%. 15K, payload &1k

* Metrics collector: latency/throughput/error/token stats
* Reports: £R 4 Im-d-benchmark / serving %2 {E

R

8 inference-perf JA7E GenAI benchmark £EH{h: KBECRATAFR. BHAANSR, BEEEES
HNEREBER. AERRE. TREBREY CI/ERRERR, XMNMERL star HEERTERTES HAIFES,
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inference-perf 22t 511t B 21

J&3Z: raw/inference-perf-architecture-analysis.md « €F: https://github.com/
kubernetes-sigs/inference-perf « ffL5t4% P1

—AEE L

GenAl inference performance benchmarking tool, FF ¥ OpenAl-compatible/serving endpoint fffa
. ERAMELNE,

PZIDZRME]

Benchmark plan |

|

| Model, endpoint, prompt mix, concurrency, request rate, and duration |
| define the run. |
[

inference-perf runner |

|

| Generates inference load and captures latency, throughput, token, and |
| error data. |
[

| Target serving stack |
| Ulm-d, vLLM, SGLang, KServe, AIBrix, or compatible OpenAI-style endpoints. |
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| Output |
| Comparable performance reports for tuning routing, batching, and capacity. |

RIRDIE

& / &R HR%R

CLI/config benchmark £#5 endpoint Ec &

Load generator HAE. ERDME. payload iR

Metrics collector latency/throughput/error/token stats

Reports LZRBEH M lm-d-benchmark / serving &8 {55

R

FAF$8%E endpoint/model/workload
|
v
TREMIERAEH
|
v
FAA inference endpoint
|
v
Wage TTFT/ITL/Llatency/throughput
|
v
i benchmark report

RITRREEZF

« #5F GenAI benchmark 4£FZ: inference-perf it Za] wiki RR{EETE serving engine s &4
operator, TMAERRRE Kubernetes SF& BAIARSBIEHIE,

- BFRFIET: F lm-d-benchmark #8LL, inference-perf Bf& &4 benchmark harness; [lm-d-
benchmark fA SR EFEEAIL I 4 dr EHA.
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- ERMNME: BN Lim-d-benchmark, lIm-inference, llm-d-inference-sim —#2&, MAEMILIE
o

EESAliET]

+ kubernetes

+ llm-d-benchmark
+ llm-inference
+ llm-d-inference-sim
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Ingress2gateway

ingress2gateway 8 Kubernetes Ingress resources ¥4 Gateway API resources, #BJM annotation-

heavy Ingress :F#%%| Gateway/HTTPRoute, ¥ src-ingress2gateway-architecture,

a5

FaTTRER R, RAasd

(RS

A8

FHEEERE,

ot

=2
=

225 Ingress -> Gateway API migration BE/]

= EM Kubernetes API / controller / runtime

359

FEREAEBE LIRS

WY NES

« Parser: #EX Ingress/Service annotations

Ealln
iEH, ingress2gateway IEBX—EHHRRIE,

Ea, ENEEMERE Kubernetes-native TE

o

i [of

3
=

TEH, AN gateway-api, inference-routing £H

A
Ho

+ Provider translators: nginx/contour/gce &=
+ Gateway APl renderer: Gateway/HTTPRoute/TLSRoute

« CLl/report: ;T ZiFNPRS

R

{8 ingress2gateway J{E Ingress -> Gateway API migration 4Eif(h: KBECHAHAXR. B4
MR, BECEERIHANERER. AERR. HREEF CI/LREREF. XMARLE star HEEREERE

BEGYHATE.
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ingress2gateway 2511t B O

JR3Z: raw/ingress2gateway-architecture-analysis.md - €F: https://github.com/
kubernetes-sigs/ingress2gateway * 54k P1

—AEE L

ingress2gateway 8 Kubernetes Ingress resources ¥ Gateway API resources, #BIM annotation-
heavy Ingress E# %! Gateway/HTTPRoute,

PZIDZRME]

Existing Ingress estate |

|

| Clusters have Ingress objects plus controller-specific annotations and |
| behaviors. |
[

ingress2gateway converter |

|

| Reads Ingress resources and provider plugins to infer Gateway API |
| equivalents. |
[

Generated Gateway API |

|

| Gateway, HTTPRoute, and related resources plus migration gaps and |
| unsupported fields. |
[
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Output |
Gateway API adoption plan that still requires validation against real |
traffic behavior. |

RIRDIE

= [ 1&3R BASR

Parser J%EX Ingress/Service annotations
Provider translators nginx/contour/gce FER
Gateway API renderer Gateway/HTTPRoute/TLSRoute
CLI/report TSN PR

RIBEHER

JRENSEEFTL YAML Ingress
|
v
IRBIFMA] provider annotations
|
v
Y Gateway API resources
|
v
Hith YAML A warnings
|
v
RAFREERMNA

N N \ s
RITAREEF
« #N5% Ingress -> Gateway API migration 4 : ingress2gateway it 28] wiki N R{EHE7E serving

engine & operator, MREMFTE Kubernetes & ERIAEBI=HIE,
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- WFRHET ERATRERA, RATIBRRERE,
- ERNME: B gateway-api, inference-routing —{£%&, MAEINILIF L,

EESAliET]

- ingress2gateway

+ kubernetes

- gateway-api
+ inference-routing
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JobSet

JobSet 2 K8s native API for distributed ML training and HPC workloads, FZ replicated jobs &i&
—PEREL, ¥ src-jobset-architecture,

UEHEIRER: 2026-09-25 1ZI0HIE 5 ZRIA D 2 IRER 9 03f9dccef945, % commit R release, src-
jobset-architecture 12 2026-06-14 FJ raw-backed Source REE; ZFiEI BERS I kubernetes-
workload-gang-scheduling-design, EE28/R 2R kubernetes-scheduler-core-design,

£ M5-B Workload / Scheduling & hrI (I &
£ 3R jobset.x-k8s.io/vlalpha2 BB, JobSet FH ReplicatedJobs BIEF Job. &K#fixZ. AIN/KK
REG. ERMHZENCR/REEREFH. ERAFWES, 5 lws BIFFEIRSAFEIER; quota

admission 3244 kueue, &=#% Pod placement 3244 kube-scheduler &E2EHRY scheduler-plugins, XLEER
RAH JobSet #%E,

ZEfIA R
Kueue fa3R queue/admission; JobSet fASIRADHRIEIIAIS, ZHEE —REI,

(RS

! el
HE 570 workload API &E BE, JobSet ERX—ENNARIE.

EEH Kub tes API troll ti
;iﬁ ubernetes API/ controller /runtime EE, EMFEMEFRE Kubernetes-native T1E.

RiEE, N llm-inference, batch-inference, kueue

HE,

2l

FEZEBELEER

'~

AR

+ API: JobSet / replicatedJobs

+ Controller: child Job lifecycle and status aggregation
+ Failure policy: restart / recreate / fail fast

+ Integrations: Kueue, batch, ML training
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https://github.com/kubernetes-sigs/jobset/commit/03f9dccef945c12e6ea9a35c524b928b9599cd87
https://github.com/kubernetes-sigs/jobset/commit/03f9dccef945c12e6ea9a35c524b928b9599cd87

R R

18 JobSet M7t % I0 workload API E L. KABERATANR. BHAANER, BEERSIHAN
BREBRE. FERE. TREFENCI/SEERET. XMARL star HERRAEERREGHAIT &,
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JobSet M 5% 1T B

JR3Z: raw/jobset-architecture-analysis.md - FE: https://github.com/kubernetes-sigs/
jobset « L5tk P1

—AEE L

JobSet 52 K8s native API for distributed ML training and HPC workloads, A% replicated jobs #iA
—DEARIEAL,

PZIDZRME]

| Distributed batch / ML job intent |
| A training or HPC workload needs multiple related Kubernetes Jobs. |

| JobSet API |
| Replicated jobs, dependencies, startup ordering, success policy, and |
| failure behavior. |
[

JobSet controller |

|

| Creates child Jobs and reconciles status, completion, restart, and failure |
| policy. |
|
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| Runtime boundary |
| Kueue, scheduler, Pods, and distributed frameworks run the actual work. |

RIRDIE

& / &R BASR

API JobSet / replicatedJobs

Controller child Job lifecycle and status aggregation
Failure policy restart / recreate / fail fast

Integrations Kueue, batch, ML training

R

PR JobSet
|
v

controller BFZ™ child Jobs
|
v

% job Bl Pods
|
v

BRI/ RIBURES

|
v

¥ failure policy QMBEEIRXFLKIE

RITRREEZF

- #5F 77530 workload API 4£FE: JobSet it Ha7] wiki RREHTE serving engine B
operator, TMAERRRE Kubernetes SF& BAIARSBIEHIE,

- WFRFIET: Kueue Atk queue/admission; JobSet fARKIXDHRIEWIRTS, —EE—FLHI,

- ERMANME: BRI Lim-inference, batch-inference, kueue —#2%&, MAEMILIE(E,
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EE Sl

- jobset
+ kubernetes

+ llm-inference
+ batch-inference
+ kueue
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K3s + kOrdent GitOps ZfZ& On-Prem £&%
BE

£ K3s + kOrdent FEBEZUIEMR + Proxmox B, 3§ on-prem K8s ZPEL A2 EAI. GitOps RAH

Mo
£
kOrdent EIEE — Proxmox BYOT EHiti&}#E — Control Plane Provider — K3s Bootstrap — iz{7528#
%05t
+ BYOT (Bring Your Own Template) : EFEH VM &R + cloud-init, BRIiREAE

- ¥4EEAD: kOrdent 4R sz H Bohl IE A E EHE
« Helm chart EI2: VM %fE. BRDE. SSH B FNSZEAR
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k8m

k8m 212 Kubernetes Al dashboard, IEBEENE. RENPE. FE@NF Al/MCP gefarust—1~ A
=HIA. ¥ src-k8m-architecture,

ZRMIA S

k8m ;& dashboard-first, & CLI assistant, B EiBF Agent framework, EEESE Al 3HBIEREIE
BEE U B, MARiL agent HEIFIZEE S 2 workflow,

K1t

+ Go backend B9 internal/dao. pkg/service. pkg/controller 1 pkg/plugins fasR& R0 SiEM
CIEVARS

- Ui/ REEEIEHS,

+ AI/MCP BEJI@B I R N RIRRERE . HEPEA1R/ELHEBN,

- MENMEXEEERESESE . NEEFISNEEN Al, ARZE agent loop A&,

pamactallly

FE Ul-first K8s Al EIEANOBE k8m, FEE " #Hl dashboard 34#8FE kubewall; FE kubectl T{ER
% kubectl-ai; FE agentic K8s I£FE%& kagent,
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k8m ZEt 5iz1t B3t

weibaohui/k8m ;235 = K8s Al dashboard, BRE7R Go backend (internal, pkg/controller/service/
plugins) + giif Ul + deploy manifests + MCP/E1EE Al X1, EALSBERNE. RIENIR. SERNF
Al/MCP gehEH— N NEUEFHIS

EDEIoE

user / API surface

]
‘weibaohui/k8m' EiE K8s AI dashboards BRE/ Go backend (' internal’, ‘pkg/c... |

v

]
| core implementation: internal/dao’, ‘pkg/service' - ‘pkg/controller’, ‘pkg/

plugins’ |
|
[
| v
| v
-
| “pkg/middleware’, ‘pkg/models’ | ] Cui/r
| |
I
|
J
v
A 4 |

| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

E/BER =E

internal/dao, pkg/service [EimER AR A SRR SS
pkg/controller, pkg/plugins K8s 1=l /4B .
pkg/middLeware, pkg/models HTTP FRIBM4FIRELE X0
ui/** AIIRIEHI &

KPR
L AP UL SRR AR

2. [5imE A K8s API # plugins REVE RARZS.
3. Al/MCP Thee A FiE%E. HEPES BN & R (E.

IR

« Dashboard-first, Ebt CLI assistant Ei&@&SIESHSITHE .
- ¥&EMF/MCP ik Al B E]HEIR, TAEE E7E controller H,
- MBERELL POIBESS, ES1EAFSEE,

XJ L6 RE {1
# kubewall #8EL, k8m EE3®IF AI/MCP; # kagent #8tt, EEEERE, T2 agent workflow F &,

P SHEEE

* GitHub HERASRFE: src-github-stars-backlog-current-state
- EBUE]: github-stars-backlog-implementation-map

254



K8s Core & Controllers Star Ii B /& R 2 IE

[E3Z: raw/k8s-core-controllers-stars-list.md - 3¢J&: googs1025 BY K8s Core &
Controllers Stars list « #MEXHER: 2026-06-04 « BEFEE: 359

—AEE L

XA Star list —3K kubernetes & TAZREEME] . F 4k Kubernetes. kubectl/client-go/controller-
runtime/kubebuilder/operator SDK. CRD/webhook/sample-apiserver. JEE/autoscaling/
multicluster. WE/ZE/&H. T2/HKE&. I/ 120, UK KEF X controller/operator F>] 32 EIN
BEER—KEE,

7 EHE

| User / platform workflows |
| Argo CD - Argo Workflows - Rollouts - KubeVela + KubeSphere - KEDA - K8sGPT |

Controller / Operator development |

|
| client-go + controller-runtime + Kubebuilder + sample-controller < kube-rs |
| webhook samples <+ operator lessons < custom controllers |

[

| Kubernetes control plane / API machinery |
| kubernetes - kubectl + apiserver samples - gateway-api < kro - kcp - etcd |
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https://github.com/stars/googs1025/lists/k8s-core-controllers
https://github.com/stars/googs1025/lists/k8s-core-controllers

Scheduling / autoscaling / multi-cluster |
autoscaler < scheduler-plugins < descheduler - kueue < karpenter - karmada |
virtual-kubelet - vcluster + clusternet - kubeadmiral |

Cluster substrate |
CNI -« CSI + CRI - storage °+ backup -« policy <+ observability -+ diagnostics |

PUIE=S

« X list WA “EHIBIEREZ” , METEZIT Kubernetes FETIEMNFEIREZE: £F

F4&/kubectl/client-go, B%& controller-runtime/kubebuilder/sample-controller, Z /¥ EEIA
E. MK, FiE. £, IWNFMZEE,

« Controller FABHERNSE: client-go & API client 2, controller-runtime 1% informer/

cache/reconcile, kubebuilder }etHIFZ2F0 CRD & R%, sample-controller/sample-apiserver 2
EBERRENHINSR,

- BELEITHIZS B AIn8 Operator CRUD: KEDA. autoscaler. descheduler. kueue.

karpenter. Grove. Armada #=Z “I=HEIEIF + AE/PAY/ZFREF WAS,

- ZEBENEIERRS —FE4L: Karmada. vCluster. Virtual Kubelet. KubeEdge/OpenYurt.

kcp/Clusternet/KubeAdmiral f£3= 7 R EH control plane EEF o

- AIXAD Al Ops E# N Kubernetes controller £7: metrics-server/kube-state-metrics/

prometheus-operator @& 41515E, k8sgpt/kubectl-ai/krr/kubewizard/kube-agent-helper Ml
1EIZHRFNERINIE M Al 3HBh.

Rz &k

L i

1 kubernetes-sigs/controller-runtime  Operator/controller FF & B9ZOMHER B

2 kubernetes-sigs/kubebuilder CRD/API &£ #0 controller I B 458947 R IR

3 bernetes/sample-controller fﬁ@ informer/workqueue/reconcile WER/NEH S
4 kubernetes-sigs/kueue Al/Batch workload queueing S5iEEZHHE.

256



ok
45

10

=

kubernetes/autoscaler
loft-sh/vcluster

karmada-io/karmada

gateway-api

prometheus-operator/prometheus-
operator

k8sgpt-ai/k8sgpt

Pl

« kubernetes
+ gateway-api
. gitops

- ai-ops
+ declarative-agent-management

+ agent-sandbox
+ agentcube

REA

HPA/VPA/cluster-autoscaler i iEHIRE S,
EINEEE TR LZHPNEERL.
S oEERERHIRINE,

#1—1X Kubernetes f%& API, # agentgateway/Al
gateway tH%,

Operator R\ AV B 4 =R 22,

Al 5#Bf Kubernetes 2 RINE
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K8s GPU & Device Plugins Star 151 B ;5 2 22318

JF3Z: raw/k8s-gpu-device-plugins-stars-Llist.md < 3RJR: googs1025 B K8s GPU & Device
Plugins Stars list - #MEXEHA: 2026-06-04 - GFEZ: 36

—AEE L

XA Star list 248 kubernetes 18 & HIRE: ME&ESERY device plugin. GPU Operator. container
toolkit. DCGM/NVML #5#%, E|vGPU /GPU sharing. Dynamic Resource Allocation. CDI. fake GPU
MIXIFEE, BIEMRZE CUDA %3], TensorRT. KV cache E#\fbiX2E GPU workload #E77,

7 EHE

| AI / CUDA workload layer |
| TensorRT -+ LeetCUDA - CUDA_Freshman - kvcached + MUSA adapters |

| Runtime / container integration |
| NVIDIA container toolkit + CDI + NVML bindings - operator Libs |

Kubernetes device exposure |

|

| NVIDIA k8s-device-plugin + Intel device plugins - host device plugin |
| GPU Feature Discovery <+ GPU Operator - AIStore on K8s |
[

| Sharing / virtualization / DRA
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https://github.com/stars/googs1025/lists/k8s-gpu-device-plugins
https://github.com/stars/googs1025/lists/k8s-gpu-device-plugins

HAMi - vgpu-scheduler - gpushare - Volcano vGPU - NVIDIA DRA - CPU/CNI DRA |

Observability / diagnostics / test doubles |
DCGM exporter -« gpu-monitoring-tools -+ GPUd - fake-gpu - fake-gpu-operator |

EE

+ Kubernetes GPU ZREELM “device plugin IBERBHF" ¥ EMTERK: driver/runtime/

operator. feature discovery. metrics. diagnostics. admission. scheduler. sharing #1 DRA
S BIRIL AR,

+ VGPU/GPU sharing N Z&HEE&FHTZ: gpushare. TKE gpu-manager. 4paradigm vgpu-

scheduler. HAMi. Volcano vGPU; HMA HAMi R YRIBEEFREMNTX AR,

- DRA B F—RIgFHRRIHMRIIELL: NVIDIAGPU DRA. CPUDRA. CNIDRA. DRA example driver

%BE Kubernetes IETEIB “IRE DB M device plugin I BRESA. EaltHEBIE R APL,

+ GPU aJ¥IIR 22 metrics: DCGM exporter/NVML 2#3EJR, GPUd/fake-gpu/fake-gpu-

operator/knavigator EAIZ#T. MIXFAERFAF Ko

« llm-inference 18 GPU BEE#H—F E 241 kvcached 38 KV cache tBiEM B EIMLEIR, # GPU

sharing. kv-cache-offload. DRA ZEIEBBER X,

R IZ &t

Lk
&

1

2

mE JRE

NVIDIA/k8s-device-plugin Kubernetes GPU device plugin #r &S,
NVIDIA/gpu-operator 47 GPU &EHEEE N,

Project-HAMi/HAMi /1 GPU sharing / vVGPU A RRBEBRASTHIE.

kubernetes-sigs/dra-driver-
ubernetes-sigs/dra-driver Kubernetes DRA + GPU By F—L3&R APl #£1R,

nvidia-gpu

cncf-tags/container-device- CDI Z container runtime fllig&AERtRAE, # DRA/device
interface plugin #828

NVIDIA/dcgm-exporter GPU metrics #1 Prometheus SERAREL.
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Lok

ﬁ
% =] JRE
7 leptonai/gpud GPU iZBt M metrics EMBzh1E health/issue detection,
8 ovg-project/kvcached KV cache ZR{H GPU sharing/LLM serving B93Z X 520

EESAlicT]

+ kubernetes

+ llm-inference

+ kv-cache-offload

+ vllm

+ sglang

+ dynamo

- disaggregated-serving
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kagent

Cloud Native agentic Al IH, 3B Kubernetes/DevOps ##{E. TH. Helm/UI #1 MCP 88 /181258

agentic workflow, %0l src-kagent-architecture,

ZRMIA S

kagent ARZAEA Agent framework JBi. EMERE ai-ops: E%E K8s/DevOps 1#1Ei7 = agentic
automation, MAERMIEATA coding agent 117 loops

pramicb 2]y

- 187F kubectl Ba)Z&/#17: & kubectl-ai,
+ #87f dashboard B2 K8s: & k8m / kubewall,
- 1848 K8s/DevOps 1&FLHLR AL agentic workflow: & kagent.
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kagent R 51%1T BE 2

kagent-dev/kagent Z cloud-native agentic Al ‘£ &, @R Kubernetes/DevOps i&EMAEEA chat
agent, ©FEH Go control plane. Python package/samples. Helm charts. Ul. RE tools/skills £A
B, i&&%h ai-ops  “agentic workflow + MCP + K8s runtime” BIB&4%,

EDEIoE

user / API surface

|
| “kagent-dev/kagent® = cloud-native agentic Al ¥&, M@ Kubernetes/DevOps &fE--- |

v

]
| core implementation: ‘go/api’, ‘go/core’, ‘go/adk’ - ‘python/packages’, ‘python/

samples’ |
|

<

<

“helm/**"

- —

v
v |
| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

E/Bx =iE
go/api, go/core, go/adk Go Ml API. #Z3FRF0 ADK EERfo
python/packages, python/samples Python agent/tool package F7=fl,
helm/** kagent. agents. tools WRED %
ui/** BIERHE,

RIEEHER

1. AP M UI/CLI/API BIZ25LiA A agent.
2. agent i@id T E/MCP/K8s API 117 DevOps &1F.
3. Go control plane fATTIRES. EEE. MABHMIBENR, Helm RIEFEE,

IR

* & cloud-native control plane 447, AW CLI,
- B tools/skills fEARY BHEF=, E&F MCP MXERLLES.
- &%iff Bedrock streaming {88 tBAEIRE! provider EFRME X B,

X EEE (L

0 kubectl-ai #BEL, kagent BERF&; # k8m/kubewall #8Et, BEAE dashboard, TR agentic
workflow B1T/Z,.

P SHEEE

« GitHub HEMRSERAE: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map
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Karpenter

Kubernetes node autoscaler, F§ NodePool/NodeClaim/CloudProvider 3 pending pods i s 5i&
NTRBE, F consolidation [#7%, %M src-karpenter-architecture,

IEHEIRAR: 2026-09-25 IZIRIE 5 BN T RER 9 06bc3b4b94dd, iZ commit RfEFR release, src-
karpenter-architecture R & 2026-06-14 By raw-backed Source RE&; ZgjEEln HERE N kubernetes-
workload-gang-scheduling-design, EE28 2N kubernetes-scheduler-core-design,

£ M5-B Workload / Scheduling & hrI (I &

£ EiRRERR, Karpenter BAREIIAE Pod B9FEKS karpenter.sh/vl NodePool. provider-specific
NodeClass £95R£H& /9 NodeClaim, #EHFHTRBE0. I #afk kG4 disruption/termination, E1E
HAZE, FRE kueue B quota admission; ££% Pod placement/binding {/3H kube-scheduler &EZE
B9 scheduler-plugins 5eff. 7= EIUREY drift. consolidation. expiration EEARFELER, FEEFH—IEfE
BRI SR,

ZRIFIAFR

#1 HPA/KEDA REl, Karpenter I HIBTRA=; M Cluster Autoscaler #BEt, ©E5RIEHZ pending pods
BIEY KRS 2o

(MRS

= Eall
TE TN / RS 8EH iES, Karpenter ERX—ENARRINE,

ZEEH Kubernetes API / controller /

) EE, ENEEMNERE Kubernetes-native T{E.
runtime £5§

RiES, A lim-inference, kubernetes, model-serving-
operator A&,

FEENRBELIERSR

IR A

+ API: NodePool / NodeClaim / EC2NodeClass-like provider API

+ Controller: provisioning. disruption. consolidation. termination
+ Scheduler simulation: M pending pods # % instance requirements
+ CloudProvider boundary: =z & E. &, ATHXMILHIZEE
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https://github.com/kubernetes-sigs/karpenter/commit/06bc3b4b94dd9af0228db4b611f2ebcb2ba17b9c
https://github.com/kubernetes-sigs/karpenter/commit/06bc3b4b94dd9af0228db4b611f2ebcb2ba17b9c

R R

18 Karpenter 7 TRt / B HETE: ABRECRATANR. BHAANR, BEERESHAN
BREBRE. FERE. TREFENCI/SEERET. XMARL star HERRAEERREGHAIT &,
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Karpenter 2151zt BB

JR3Z: raw/karpenter-architecture-analysis.md « F: https://github.com/kubernetes-
sigs/karpenter - fiL5c4% PO

—AEE L

Kubernetes node autoscaler, F NodePool/NodeClaim/CloudProvider 1 pending pods i s &i&
HTHRAE, #M consolidation f&7,

PZIDZRME]

| Pending Pods with resource and topology constraints |
| CPU, memory, GPU, zone, architecture, taints, and affinity shape demand. |

| Karpenter controller |
| Provisioning, disruption, consolidation, and termination control loops. |

Capacity model |

|

| NodePool, NodeClaim, scheduler simulation, and CloudProvider |
| pricing/capacity APIs. |
|
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Runtime boundary

consolidated.

|
| Cloud instances join as Kubernetes nodes; idle or replaceable nodes are |
|
[

RIRDIE

& / &R

API

Controller

Scheduler simulation

CloudProvider boundary
RIBEUREA

Pod pending
|
v
Karpenter SCEIBAELER
|
v

1%E+E NodePool FNSEHIEKR

|
v
Bl NodeClaim/=ZEA
|
v
TRMMNEREH &S Pod
|
v

HRZR

NodePool / NodeClaim / EC2NodeClass-like provider API
provisioning. disruption. consolidation. termination
M pending pods #5 instance requirements

ol BBRE. M8, FTRRXMEFIZEE

TN AT EFEY disruption/consolidation
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RITRREEZF

« AT AR ) A 452 Karpenter ik 28T wiki RR{EHBTE serving engine S &1 operator,
MHEARTR Kubernetes & BRIME4RITHIE,

< JAFRFIBT: M HPA/KEDA R[E], Karpenter i BT mAE; # Cluster Autoscaler #8Lb, EERF
¥ pending pods BIFTKRR 2.

- EEMNME: BRI lim-inference, kubernetes, model-serving-operator —f£&, MAEMILIT(H.

AR DI

+ karpenter
« kubernetes

+ llm-inference
+ model-serving-operator
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kgateway

kgateway Zi8F cloud-native APl Gateway, 5 Al Gateway 88/, BFEfZL\E Gateway API ZIR.
controller/deployer. Envoy xDS. plugins. policies. SDS. &£#l conformance/e2e. ¥M src-

kgateway-architecture,
ZRFIA TR

kgateway HFELE Kubernetes / Gateway API [R4EBABMX, Al Gateway BH policy/plugin 81153
%o EARZREAER APl YRR,

Kt

- api/vlalphal. pkg/kgateway. pkg/xds faZ3i Gateway API# F&. controller #1 xDS 4.
- pkg/plugins. pkg/pluginsdk $Z{&H EBHLH],

- pkg/deployer # pkg/sds & Envoy ZZE# Secret Discoverys

- ReferenceGrant / cross-namespace 5| AR R ENRE S,

pamactallly

B Gateway API / Envoy A& H B4 —@HA API 5 Al gateway BYE kgateway, GenAl ZFR1EE
Envoy Al Gateway; F=mftiEHFRIXE higress; agent protocol unified gateway & agentgateways
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kgateway 2215151+ BRI

kgateway-dev/kgateway Zi@H cloud-native AP Gateway, Hi Al Gateway 8/, BEZILE Gateway
API #&. controller/deployer. Envoy xDS. plugins. policies. SDS. &£# conformance/e2e; it
reference grant mode 1 3iBAE namespace 5| AR K.

PZIDZRME]

user / API surface

]
| “kgateway-dev/kgateway' 2&F cloud-native API Gateway, 3 AI Gateway #ES1. €

v

]
| core implementation: ‘api/vlalphal’, ‘pkg/kgateway', ‘pkg/xds’ - ‘pkg/plugins’, ‘pkg/
pluginsdk’ |

v

v

‘pkg/deployer”, “pkg/sds’ | | “install/helm’, ‘examples/**’

- —

v
v |
| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

E/Bx =it
api/vlalphal, pkg/kgateway, pkg/xds Gateway API #" . controller #1 xDS & Fo
pkg/plugins, pkg/pluginsdk BHRSR.
pkg/dep loyer, pkg/sds Envoy ZBZEF Secret Discoverys
install/helm, examples/** TG,

KEEHEM

1. Gateway API/BZE X policy # controller watch,
2. kgateway &% Envoy EE2E/xDS HEBE/EMH I,
3. plugins/policies £ ¥8 auth. traffic. Al FE3REE/,

IR

- SCfMoEA Gateway, BB Al ZHSEMAL policy/plugin,
- reference grant 3216 ¥ namespace T2,
- iIEABEA Gateway API/Envoy &R HIEIBA.

X EEE (L

# Envoy Al Gateway #8tt, kgateway SEEIES; # Higress #HEL, B Kubernetes/Gateway API [&
==

P SHEEE

« GitHub HEMRSERAE: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map
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kind

kind 22 Kubernetes IN Docker, F Docker/Podman B281EIT mH A kubeadm fufcAstNiX EE£8E, ¥
T src-kind-architecture,

ZERIA 5%
kind i&& controller/operator Cl #zs3tid; kubespray @& B A28V EF=/ HEEFEEZE,

(RS

= H)
FEHE / &R e iEE, kind ERX—EMARRIE,

= EM Kubernetes API / controller / runtime

P E&, EMNEENEFRE Kubernetes-native T1E o

RiEE, NA kubernetes, model-serving-operator

HBE,

FEBNBEPELEERE

WY NES

+ CLI: kind create/delete/load/export

+ Node image: systemd/kubelet/containerd/kubeadm
+ Cluster config: control-plane/worker/networking

+ Provider: docker/podman node lifecycle

R

B kind IK7E IHE / MIAES HETE: FBERATANR, BHAANR, BEERESHNIBERE
2. AERERE. TREER Cl/KREREZE. XTARL star AEREREERESEGHRIF A,
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Kind R 511t R D1

J&3Z: raw/kind-architecture-analysis.md « €F: https://github.com/kubernetes-sigs/
kind « L5tk PO

—a)iEE(L
kind & Kubernetes IN Docker, F8 Docker/Podman Bzst&#)\ T ;2 H A kubeadm Izt &%,

PZIDZRME]

| Local cluster request |
| Developers or CI need disposable Kubernetes clusters for tests and demos. |

| kind CLI |
| Reads cluster config, selects node images, and drives kubeadm bootstrap. |

| Node containers |
| Docker or Podman containers behave as control-plane and worker nodes. |

| Output
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| A local kubeconfig and Kubernetes cluster for controller and integration |

| testing. |
[

RIRDIE

& / &R HASR

CLI kind create/delete/load/export

Node image systemd/kubelet/containerd/kubeadm
Cluster config control-plane/worker/networking
Provider docker/podman node lifecycle

KPR

FFIB1T kind create cluster
|
v
kind €3 node containers
|
v
kubeadm #J381t control plane
|
v
O worker nodes
|
v
25 kubeconfig FHIMEHEL/GLE

KITRREEF

< AT IR/ MR 4 kind 1L 2FT wiki RR{ERETE serving engine & operator, TAEERR
¥ Kubernetes & BB IEHIE,

- JAFFIET: kind iES controller/operator Cl #1ZA#MH; kubespray & & B KL 2ZAVE =/ EE
SREE,

- EBUNME: ERA kubernetes, model-serving-operator —#t &, MAEINILITH,
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EE Sl

+ kind
+ kubernetes
+ model-serving-operator
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KRO

KRO (Kube Resource Orchestrator) F ResourceGraphDefinition 3% Kubernetes resources A&
E=E APl, 3#00 src-kro-architecture,

ZRMIA S

Crossplane composition BB =X IR; KRO R Kubernetes resource graph 1 & API A&
AN

. )
Z=2E higher-level API orchestrationfE}1  EA, KRO E@X—EHRERIE,

= EM Kubernetes API / controller / runtime

P E&, EMNEENEFRE Kubernetes-native T1E o

RiEE, NA kubernetes, model-serving-operator
PBE

FEREAEBE LIRS

WY NES

+ ResourceGraphDefinition API

+ Controller: graph reconciliation
+ Generated instances/resources
+ Status/value propagation

R

1 KRO T47E higher-Llevel API orchestration £E (. KB EWMATANR, BEHAAWR, BEERE
BRBNIERERZ. BEREFE. TREED ClI/LHRER. XMARL star HEREREERTESEAIF

VAN
Ho
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KRO Z2#9 51511 B

J&3Z: raw/kro-architecture-analysis.md « FE: https://github.com/kubernetes-sigs/kro
- L&k P1

—AEE L

KRO (Kube Resource Orchestrator) F ResourceGraphDefinition #£2> Kubernetes resources A&k
BE5/=E APl

PZIDZRME]

Higher-level platform API intent |

|

| A team defines a ResourceGraphDefinition for application or platform |
| abstractions. |
[

| KRO controller |
| Expands graph definitions, reconciles dependencies, and tracks composed |
| resource status. |
[

Generated API surface |

|

| Application teams create simpler custom resources backed by multiple |
| Kubernetes objects. |
[
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| Runtime boundary |
| The composed Kubernetes resources implement the higher-level API contract. |

RIRD I

= / &R BASR

ResourceGraphDefinition API ResourceGraphDefinition API
Controller graph reconciliation
Generated instances/resources Generated instances/resources
Status/value propagation Status/value propagation

RIBEHER

TAENX ResourceGraphDefinition
|
v
FFeliZERE instance
|
v
controller JEZ/thHAKE resources

v
MFRFREIRE
|
v

REHUHTE AL
KIHRREEZF

- #5F higher-Llevel API orchestration 4£FE: KRO it & wiki RREHTE serving engine BN
operator, TMAERRRR Kubernetes & ERIABSBIEHIE,
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- BFFI#T: Crossplane composition fRE=ZIR; KRO {& Kubernetes resource graph 1 & API
HE,

< ERMNME: ©IA kubernetes, model-serving-operator —#2&, MASINILIE(H,

EESAliE

* kro
+ kubernetes
+ model-serving-operator
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Kruise Dashboard

Kruise Dashboard 2 OpenKruise iiz4 Ul [@11H, ®EM CloneSet. Advanced StatefulSet.
Advanced DaemonSet & OpenKruise workload BIRJ#{L IR, 1RE src-openkruise-projects-current-
state, B/EF OpenKruise P1/P2 i8R IH, E&HKE Kubernetes dashboard / ops Ul 4EEMXTEL.

ZRMIA S

EARZ OpenKruise workload F#I28 4 8. ©RMNMETETIE OpenKruise CRD BPRES. RIEFMHPENOR
FELLFP, # headlamp. kubewall. k8m X3 Kubernetes Ul 23T R,

T ARREE

= valluis
HFIBABLZ(ER OpenKruise workload BI{ERIELE N ORI,
#83 Kubernetes dashboard ¥ @ B]#0 headlamp / kubewall / k8m Fttbo
AEIEfR OpenKruise 1ZI0IE 28 %t%& openkruise-kruise,
BRI

Dashboard BIL 5K EBURT OpenKruise workload REELM AL HERENR; RIBHRITHIZS
Zea, IR RRT EECH metrics.
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Kruise Game

Kruise Game & OpenKruise H[E game server management B9 specialized workload operator, 1R#E
src-openkruise-projects-current-state, ©& OpenKruise PO INE, EB&MRKERE. BIRE. LA
BURA AR SS 25901 A Kubernetes workload API FRiAFIIE4,

ZRMIA S

EAEEA Deployment B dm, MEIBFARS[BINLOIPRE. EHIRIE. NEMERFPEEHHRE
FAiTHI28, ©# openkruise-kruise BIXBIETF: Kruise s&iE&F workload enhancement; Kruise
Game sRIAMEXARS 28X EH workload.

T ARHREE

= FifT
E=EHF 3T specialized workload operator &4, GameServer 2 workload 2HEIZ],
LIWTEL Agones / StatefulSet EE, EEARMBENFERHBERTEE,
REE@EA workload 1558 %t%& openkruise-kruise,
HFEZE Al model serving & model-serving-operator / lim-inference,
AR TR

Kruise Game BUMMETE THE SSEPRSHGH Kubernetes API, AR ARS SREEHER
Deployment, X#0 Al inference 218 model. batch. worker group i CRD @R—3i&it B4,
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Kruise State Metrics

Kruise State Metrics 7 OpenKruise CRD metrics addon, #R#E src-openkruise-projects-current-state,
©ETF OpenKruise P1, fMETETFIE CloneSet. Advanced StatefulSet. SidecarSet % OpenKruise
workload K7 B AT W ME TS

ZRMIASR

EAEARBRIEITE, 1 metrics-server R[E; BEEEEE kube-state-metrics BUIRR,, $E Kubernetes API Xf
KRS Prometheus AI R &$51T, 1 prometheus-adapter X R 2 FIEHIRESIENR, GETU
8 Prometheus $EFRR &4 custom/external metrics API,

raizEe

= F by

B £ OpenKruise workload iEE, AE CRDARESA M,

1818 OpenKruise $51T1#EN autoscaling  HE# Prometheus / prometheus-adapter A &3k,

HZEE Pod CPU/memory 3545 & metrics-server,
R

OpenKruise workload —B#N4E, MEBEERSIENR; TN CloneSet. Advanced StatefulSet X3
1238 workload EL/RE4E Deployment B XEARFRFNHERE
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Kruise Tools

Kruise Tools & OpenKruise 47589 libraries/tools TiH. #R#E src-openkruise-projects-current-state,
©ETF OpenKruise P1, BIiES{EN openkruise-kruise AT EFELE, MARIRIIZEMEL,

ZRMIA S

EAE OpenKruise £iFHIHE, UABREBFHUANMEREINAL. ENNETETHA. EH. EFEETHE
BITA L,

FTARREE

= ealliii
B£7EM5 OpenKruise F G2 AUE, FATABNEREHNT.
HEIRIRIEAE OpenKruise workload &2 %% openkruise-kruise,
185 OpenKruise Agent sandbox %& openkruise-agents,
BRI

8 Kruise Tools 7EZIZRE, AEH Kruise. Rollouts. Kruise Game X3 workload/control-plane It
BHRINEL R,
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KServe

KServe 2 Kubernetes-native B9t/ 1L distributed generative and predictive Al inference platform, &
F InferenceService. LLMInferenceService. InferenceGraph. controller #1 webhook B4 ML 5
GenAl EIR—MRS &,

fRRRY )

T & HBAEERIAS A Z] TensorFlow/PyTorch/XGBoost 2 predictive workload 1 vLLM/llm-d % LLM
workload. KServe 24— API. ZBEBIRI. RELETE. OpenAl-compatible GenAl #[. KV offload.
request-based autoscaling. canary # scale-to-zero 8877,

NSRS

KServe BiERARSMEN S E AR control plane, RZE#IE kernel, HARZEETRY KV router, ERIEL
%4% serverless/Knative. RawDeployment. ModelMesh &2 ; FEIEXELBEN. scale-to-zero.
canary flizEEFE LBER,

ERR

iEA Kubeflow/Kubernetes 7. FE predictive + generative #i— API FE 7 operator JAIBHILHL,
ERMME A LLM P/D serving, b3 llm-d. dynamo. kthena; HERAEREBFEEEDR, LLIR kubeai,

1¥ 01 src-kserve-architecture 5 src-k8s-serving-stack-comparison,
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A0 ~JL>1 EH \
KServe Z2¥ 51 1T B3
kserve/kserve I Kubernetes i1 model serving FF &, GFERBIE 200MB, ZA%4E/\%| cmd/manager/

Lmisvc/router/localmodel. pkg/apis/controller/webhook. charts/config/docs. Hriff commit{&&E
LLMISvc HTTPRoute parent status 3378, i5EH Gateway API/LLM service B{£EIETE R &,

EDEIoE

user / API surface

]
| “kserve/kserve' 2 Kubernetes #RAE{L model serving F&. €FEBE 200MB, 745/ N\E!

‘emd/... |

[
I

v

| core implementation: ‘cmd/manager’, ‘pkg/controller’ - “cmd/Llmisvc’, “config/

Llmisvc’ |

|

| v

| A 4
.

| “cmd/localmodel”, ‘config/localmodels" | | “pkg/apis’, ‘pkg/
webhook" |

|

|
_

v
A 4 |

| selected value: routing / serving / dashboard / graph layer for current wiki |
[
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RIRD =

E/B=x =T

cmd/manager, pkg/controller ¥t controller manager,

cmd/ LLmisve, config/LLmisvc LLM InferenceService 83Xz HIHE,
cmd/ Localmodel, config/localmodels AR BIETF /D Ko

pkg/apis, pkg/webhook API #0 webhook,

RIBEHER

1. AP 813 InferenceService/LLMISvc/LocalModel &R,
2. controllers gl predictor/router/storage runtime #1 Gateway/HTTPRoute,
3. status/webhook 44 A] I FIIR IS

IR

- KServe ZtnEN/ AL, RAMLS ML S GenAl,
* LLMISvc 2@ LLM serving & RIS E =,
- BEREEMA, HEBERLE L LLMISvc/localmodel/control planes

X EEE (L

1 OME/KubeAl #8Lt, KServe ERFMARA; # llm-d/AIBrix #BEt, B serving platform B, R&|7]
il SOTA routing/KV {21,

P SHEEE

« GitHub HEMRSERAE: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map

286



Kthena

Kthena 2 Volcano 11X A Kubernetes-native Al serving platform, BEEEEHER. i5KEH. P/D
S8, ¥ 4E. PR, canary. #3IMEEF gang scheduling,

PZIDHR

+ ModelBooster: —UETVERE API, ZREXSIEE T serving B

- ModelServing: LA ServingGroup X Role Fix#IE workload, 3z#¥ Prefill/Decode. ME. &ap
B, N gang HE,

- ModelServer: @3 workload selector XTI HZEHIE Pod, AHEIRN. BEIFEZRE,

+ ModelRoute: #&IEA!, LoRA. E&fREk header ILAD, ZIFNERE. canary. token rate limito

+ AutoScalingPolicy: 1§#RIKED. panic/stabilization window. F##ZJRH P/D role-level ¥ 4&,

ZRMIA SR

Kthena B9 23i% 1T control plane 5 data plane fi##8: workload controller 1 router AJ 7351 &4%,
router tHEEIE N Gateway APl, ELb4l model operator E5EL5E%E LLM serving platform; Lt RBG 5E
IFIRMEE/EBREH API; 5 llm-d BERE T F5&1A Volcano #a#h/gang f1E &8I ModelRoute/
ModelServing FEIRIEEY,

iE A5 RS
BEAFEETE Kubernetes WIRE—{A1L LLM serving. P/D role autoscaling. KV/LoRA-aware routing

Volcano JAEMEIPA. FHHLEBLENEN Gateway APIl/InferencePool HEERANERZEDS, NREY
EbER llm-d; EFEFREEZ = GPU EEM MaaS, [EbE gpustack.
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kube-agentic-networking

kube-agentic-networking 73 Kubernetes H1 agents/tools #Z2f agentic networking policies and
governance, A Al Agent HO. TEIAAMMENRIAR, 1#0 src-kube-agentic-networking-
architecture,

ZRMIA S

T agentgateway/agent-sandbox E#}: sandbox Eiz{THIFEE, gateway/networking EHAOSE
B

RS

= F

F=E Agent networking governance g&

5 iE%, kube-agentic-networking IERX—ERARINE,

ZEEH Kubernetes API / controller /

. BE, EMEENEFRE Kubernetes-native T{E,
runtime &%

TiEE, [ agentgateway, agent-sandbox, cloud-native-

TEEEL AR ATE A0
Fﬁg §1t$ﬁ ?Bgé IZIBH/\J\ My éﬁé‘o

PZIDER 1

+ CRD/policies: agent/tool/network intent
+ Controller: policy reconciliation

+ Gateway/network integration

+ Audit/governance signals

BRI
8 kube-agentic-networking J1E Agent networking governance £E¥{L: SLBTHRATATR. HH

AR, BEERESSHNBERERE. FERIE. TTREZEN CI/KEREZ, XMASRLE star HERIRTE

ERTEAYHAIT A,
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kube-agentic-networking 229 51& it B 5
i

J&3Z: raw/kube-agentic-networking-architecture-analysis.md « ©F: https://github.com/
kubernetes-sigs/kube-agentic-networking - {74k P1

—AEE L

kube-agentic-networking /3 Kubernetes # agents/tools #&f agentic networking policies and
governance, A AlAgent HO. THEIAAMMBSIRBDR.

PZIDZRME]

| Agent communication policy intent |
| Agents, tools, sandboxes, and services need explicit network governance. |

kube-agentic-networking APIs |

|

| CRDs represent agent/tool identity, endpoint scope, and permitted |
| communication. |
|

| Policy controller |
| Generates or coordinates network policy, gateway, and isolation artifacts. |
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Runtime boundary |
Kubernetes networking, agent sandboxes, MCP tools, and gateways enforce |
the policy. |

RIRDIE

& / E1R A%

CRD/policies agent/tool/network intent
Controller policy reconciliation
Gateway/network integration Gateway/network integration
Audit/governance signals Audit/governance signals

RIBEHER

F&FEBE agent/tool FILLERRER
|
v
controller fi#tr BHrAIA R
|
v
&% gateway/network policy B
|
v
Agent EA T EB#ESRERLYR
|
v
HitHRSEE

KITRREEF

- #M5F Agent networking governance 4 : kube-agentic-networking 1L & wiki RRERETE
serving engine B8 operator, TMaEAEFE Kubernetes & ERIAESRIZHIHE.
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- LR HIR: ©H agentgateway/agent-sandbox E4b: sandbox Bin{TRIFEE, gateway/

networking B H A OHKER,
- ERNME: B agentgateway, agent-sandbox, cloud-native-security —#2%&, MAIMILIFE

fifio

EE Sl

+ kube-agentic-networking

+ kubernetes

- agentgateway

+ agent-sandbox

+ cloud-native-security
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kube-scheduler-simulator

kube-scheduler-simulator 21 Kubernetes scheduler {TAEINFI BRI L1k, BT IBAE filter/score. AE
RIWREFNRIEE, £ src-kube-scheduler-simulator-architecture,

ZRF18 R
KWOK &I\ AIMIEEEE TR ; scheduler simulator iR n s/ D & RFTI2.

(RS

= H i
&5, kube-scheduler-simulator IEEX—EHIRER

FE scheduler BAIFLLIEI AE
TH.

FEM Kubernetes APl / controller / runtime

£y
FEBLRIEL IR FiES, AN kubernetes A&

EE, EMNEENEFXE Kubernetes-native TE,

WY NES

+ Simulator API/server

+ Scheduler integration

* Frontend visualization

+ Scenario objects: nodes/pods/policies

R

8 kube-scheduler-simulator JZ7E scheduler AIF{LIEIN EEF(: KB CRATATR, WHAART
%, BEERASHNBERER. AERRIRE. TRERED Cl/ERERR, XMNMORLL star MERERAEERS

EEHAIFE.
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kube-scheduler-simulator 229511t BB 59

tr

J&3Z: raw/kube-scheduler-simulator-architecture-analysis.md « €Z: https://
github.com/kubernetes-sigs/kube-scheduler-simulator {54k P1

—AEE L

kube-scheduler-simulator $&ft Kubernetes scheduler TN, FBTFIEAR filter/score. JAE
MU A FI SRS R R

PZIDZRME]

| Scheduler scenario |
| Users define nodes, pods, scheduler config, and policy experiments. |

Simulator backend |

|

| Runs scheduler logic and captures filter, score, bind, and decision |
| traces. |
|

| Visualization frontend |
| Shows scheduling timeline, plugin results, and object state changes. |
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Output |
Scheduler policy debugging and education without requiring a real workload |
cluster. |

RIRDIE

= [ 1&3R BASR

Simulator APl/server Simulator APl/server
Scheduler integration Scheduler integration
Frontend visualization Frontend visualization
Scenario objects nodes/pods/policies

RIBEHER

FA P IR TS =40 Pod
|
v

scheduler HUITIAEER
|
v

g% filter/score/bind iZ32
|
v

UI BRE—RR
|
v

AR RRERES &

KITRREEF

« #5F scheduler AJRUIEI 4EE: kube-scheduler-simulator ik 2T wiki RREBTE serving
engine & operator, MREMFTE Kubernetes & ERIAEBI=HIE,

294



 JAFFBT KWOK I ARRMRERBF R ; scheduler simulator f#FREIREL
- EBMNME: BERA] kubernetes —f2E, MARIMILIT .

EESAliET]

+ kube-scheduler-simulator

+ kubernetes
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KubeAl

KubeAl @% & Kubernetes Al inference operator, {#/H Model CRD. OpenAl-compatible model
proxy. model loader 1 autoscaler EIE LLM. VLM. embedding. speech-to-text FARS.

R [B)

B “REBISIH + HEIE engine” RIRERIRAL Kubernetes NRIIARAY OpenAl-compatible endpoint, FH7EE
BNESRETHIRITME. NENYT 4, HREEEE Al RS EFE.

ZIDIA SR

KubeAl fRR AR IFFIREREPE , RHASREFMLI vLLM/SGLang kernel, W REUZAE P/D. EZ KV
locality 8% GPU topology N OHIREHIE. ERIZEBEHRERIMY Gateway. EEL serving stacko

ERR

EET/IEBRIEE. BRMERS. FE scale-from-zero 14— API BIEIFA. EE predictive + GenAl
Fi—FBE kserve; FE enterprise VLLM AHF aibrix; FERE P/D/KV & dynamo g kthena,

1#01 src-kubeai-architecture 5 src-k8s-serving-stack-comparison.
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KubeAl Z2¥ 511t BER 21
kubeai-project/kubeai 2 K8s Al inference operator, TE{iLt KServe % : Model CRD. OpenAl-

compatible server. model proxy. autoscaler. model loader. VLLM client. Helm charts fIRERE!

manifests,
FZICVER A [E]

user / API surface

]
| “kubeai-project/kubeai’ 2 K8s AI inference operator, TE{ILt KServe E#Z: Model ... |

v

]
| core implementation: ‘api/k8s', “api/openai’ -+ ‘internal/modelcontroller’,

‘mode lautoscaler’ |
[
I
| v
| v
-
| “internal/openaiserver’, ‘modelproxy’ | | “components/model-
loader® |
[
[
J
v
A\ 4 |

| selected value: routing / serving / dashboard / graph layer for current wiki
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RIRD =

E/B=x =T

api/k8s, api/openai K8s API #1 OpenAl APl 358!,
internal/modelcontroller, modelautoscaler Model controller F1¥ ZE&-
internal/openaiserver, modelproxy OpenAl-compatible endpoint F1tIE,
components/mode L - Loader BRI E A

RIBEHER

1. AP 8% Model CRD {%%& charts/models,
2. controller 8% pod/deployment #7E A\ model labels,
3. OpenAl server/model proxy 4i—%& endpoint,

RIHRE
+ U Model BEOHR, AR LS,

- NEER charts/manifests E&RELF,
- BENEBEIEE% routing/KV 4455 F [lm-d/AlBrix.

X EEE (L

#1 KServe 1HELE32E; #1 GPUStack #8ELEE Kubernetes operator; #1 OME #HLLEREZEHIE

P SHEEE

* GitHub HERASRFE: src-github-stars-backlog-current-state
- EBUE]: github-stars-backlog-implementation-map
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Kubebuilder

Kubebuilder @#3%# Kubernetes APIs using CRDs #J SDK, 18 APItype. marker. controller-runtime
manager. webhook. RBAC #1 manifests £R/RIE &N, ¥ src-kubebuilder-architecture,

RN 2R EABRIND ZIRIB A 5f31d1f3c075, % commit X release, src-kubebuilder-
architecture f£%8 2026-06-14 B9 raw-backed Source {RE8; HFilsIn HIFESEREE D k8s-core-
controller-map.

7£ M5-A Controller BRI E

Kubebuilder ASREE TIER. MIFRSWMBARF, B TIZAER controller-runtime A%, HiF
H controller-tools 45 CRD. RBAC &&=, i&{T8Y reconcile i&X H controller-runtime SIMBEBCH
W 55i8487%38 ; Kubebuilder R SZHITIEIEF. =&BIWEIASIZITERIAR I k8s-core-controller-
mapo

ZRFIA R
kubebuilder f2RIM B 51 £ K E& 1R ; controller-runtime f&/Ri=1T8Y controller 3%,

(RS

= F ey

EZECRD / controller MIFZR gE

5 iEH, Kubebuilder E@X—EMARRINA,

EEF] Kubernetes API /

. &, ENTEENEFRE Kubernetes-native T{EH,
controller / runtime 5%

R&EE, M kubernetes, model-serving-operator, declarative-

HEREBELEERR N
agent-management A&,

DA

+ CLI scaffolding: init/create api/webhook

+ APl markers: kubebuilder validation/printcolumn/rbac
+ Project layout: api/ controllers/ config/

+ Generation: CRD/RBAC/webhook/deepcopy manifests
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https://github.com/kubernetes-sigs/kubebuilder/commit/5f31d1f3c075507fb99c432babeb1469a07f0cb6
https://github.com/kubernetes-sigs/kubebuilder/commit/5f31d1f3c075507fb99c432babeb1469a07f0cb6

R R

8 Kubebuilder F87E CRD / controller MIFZR #E T LB CRATAXR, BHAANER, BEE
BRESHENERER. AERR. TREKED CI/LINEREFR, XMARL star HERERAEERRES LT
VAN
Ho
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Kubebuilder Z2#951& 1T B 24T

J&3Z: raw/kubebuilder-architecture-analysis.md « €F: https://github.com/kubernetes-
sigs/kubebuilder - {54k PO

—AEE L

Kubebuilder @137 Kubernetes APIs using CRDs #J SDK, 18 APItype. marker. controller-runtime
manager. webhook. RBAC # manifests 4 B RIERE o

PZIDZRME]

Operator author workf Low |

|

| kubebuilder init and create api define a project, API types, and |
| controllers. |
|

Scaffolded project |

|

| Project layout, controller-runtime Manager, Reconciler, tests, and config |
| tree. |
[

Generation toolchain |

|

| controller-tools markers generate CRDs, RBAC, webhooks, deepcopy, and |
| manifests. |
|
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| Output |
| Controller image and installable Kubernetes manifests for an operator. |

RIRD I

= / &R BAST

CLI scaffolding init/create api/webhook

APl markers kubebuilder validation/printcolumn/rbac
Project layout api/ controllers/ config/

Generation CRD/RBAC/webhook/deepcopy manifests

RIBEHER

kubebuilder init

|
v
create api ZRX type/reconciler

|
v
FF%& API marker #1 reconcile
|
v
controller-gen 4R YAML

|
v
ZZ controller manager

KIHRREEZF

« %55 CRD / controller BIFZE 4R : Kubebuilder it 2a] wiki RR{EE7E serving engine S
operator, TMAERRRR Kubernetes & ERIABSBIEHIE,
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« JBRFIMR: kubebuilder BRI B LM AERLEETZ; controller-runtime ZRIZTTEY controller 1
Ko

- ERME: BRI kubernetes, model-serving-operator, declarative-agent-management —it2
&, MARMILITL,

EE Sl

+ kubebuilder
« kubernetes

+ model-serving-operator

+ declarative-agent-management
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kubectl-ai

kubectl-ai & GoogleCloudPlatform B kubectl A Kubernetes assistants © L4 Go CLI / agent
loop A#Zity, RNE bash. kubectl. journal. sessions. sandbox, ##F MCP server mode, J¥M src-
kubectl-ai-architecture,

ZRMIA S

kubectl-ai 2 CLI-first 89 ai-ops TE, A& dashboard, 252 agent workflow &, BILEAIE
S IRE: pY kubectl/bash E1aFERE, FEE(E/ MCP server #H At agent J& .

Kt

« cmd/** @M CLI s NHo

- pkg/agent 1 pkg/tools BEIE agent loop SAE IR,
- pkg/mcp iLE M standalone CLI ZB¥ K8s tool server,
« pkg/sessions / pkg/journal REXIESREIER

pamactallly

BELIREBAIESRIE Kubernetes, & kubectl-ai; 1838 K8s/DevOps 1&ELHLARK agentic workflow,
& kagent; 8B Ul EEEFHIZENAlI, & k8m / kubewall,
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kubectl-ai 229 51% 1T Bt

GoogleCloudPlatform/kubectl-ai & kubectl N[ORY K8s assistant, #i(x& Go CLlI/agent loop, RE
bash. kubectl. journal. sessions. sandbox #1 MCP server mode; =i commit 4¥5/4&& MCP
server mode F built-in tools >3 #ft, WBAEEEREE CLI, tLE2rRI#KHEM agent JEFRY K8s tool servers

EDEIoE

user / API surface

]
| "GoogleCloudPlatform/kubectl-ai® = kubectl NCAY K8s assistant, #Ziy@ Go CLI/... |

v

| core implementation: ‘cmd/*** < ‘pkg/agent’, ‘pkg/
tools" |
|

[
| v
| v
-
| “pkg/mcp | | “pkg/sessions’, ‘pkg/journal® |
| |

I
|
J

v

A\ 4 |

| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

E/Bx =it

cmd/** CLIgs2 N0,

pkg/agent, pkg/tools agent loop #1 bash/kubectl T &,
pkg/mcp MCP server mode,

pkg/sessions, pkg/journal KESIRFIER.

KPR
L AP AR B AES A,

2. agent i%#%¥ bash/kubectl R B T AE R,
3. 45825 X\ journal/session, HEMMBREHT—FmL,

IR

* 38 kubectl fEAEE UX, B&{E K8s AP E#EAZ.
 MCP server mode it EM standalone CLI TR Efth agent B9 K8s backend,
- TEEBAXN=H, &8REHFIT.

X EEE (L

# kagent #8ELE42. B CLI-first; #1 K8s dashboard KB HLL, ©RIEMTEE Ul, MR kubectl T
ERBRIES K.

P SHEEE

« GitHub HEMRSERAE: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map

306



Kubernetes Device Plugin

Kubernetes Device Plugin 2 kubelet # EAl#I, 1L 4 GPU. FPGA. RDMA F4F7HEH M AT 2R
JB, F7E kubelet A Allocate BYiR[E1& & 5 RS E

7£ M5-C Device / GPU HIEH RN &

Device Plugin [ kubelet JEM#/E# 5 endpoint, & ListAndWatch %1% /health, BH kubelet
BT = extended-resource capacity/allocatable, scheduler #&T mZRIERME, T = Allocate iR
[E] env. mount Z cdi 3TIEER; TEEEHIZN k8s-gpu-device-stack B9 D2, node-feature-discovery &
HEEIHRE, gpu-operator EREAMY, HABRARRILED .

dra-driver-nvidia-gpu 9 Claim/EE7%/Prepare E&1E I kubernetes-dra-design-deep-dive, ### APl FLZ
IE—IEEWEE HES; 190 hami 5 NVIDIA BEF plugin ReEER—T =F A nvidia.com/gpu, HEM
R IRFTEN S RER.

IR

’EEZIGEL plugin Unix socket, @ kubelet JEMFHIET ListAndWatch IREFEZ/{#EE; Pod i53KE
BHATETEE, kubelet iE3F16%& ID. AR Allocate, BERR R EIFIEHFL runtime,

R&RIE

k8s-device-plugin 7 NVIDIA E/ 3L, &= NVML/CUDA/Tegra/VFIO discovery. MIG/MPS/time-
slicing. health check. env/volume/CDI device list strategy.

5 DRARIXH

DRA R E2ERENFE device plugin, MENEEFNAEANZRECERMF APl, IE## device plugin
21 GPU on Kubernetes BYEH,
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Kubernetes Dynamic Resource Allocation

Kubernetes DRA @#i— RIS E R R ECEE, A ResourceClaim. ResourceSlice # driver plugin it
GPU. DPU. RDMAEGENEESHAEERRAN. BaA¥ E.

7£ M5-C Device / GPU HIEH RN &

Efiti DRA B Kubernetes v1.35 stable; binding conditions. consumable capacity. partitionable
devices. optional node operations & BIHIZIFEL, T kubernetes-dra-design-deep-dive B9 THai]
LI (2026-09-27) 1 RMEEAIEE. ResourceClaim allocation @iFHIE S ES,
NodePrepareResources @ T AR, cdi® runtime JEARIE, FEEBE—PRINHFLEREME,

k8s-gpu-device-stack Xttt k8s-device-plugin 5 dra-driver-nvidia-gpu BYE&42: node-feature-
discovery BT =15 S#1 gpu-operator WAHEIEAREM Claim 7382, hami BY DRA AN ARENTR
2fREEsaE,

FE4: device plugin BIX 5
%4t device-plugin TEIET RIZEREM extended resources, Pod iEK/EH kubelet Allocate, DRA

BEIR claim. S, slice ME=7 driver REIAEIEXE, iLRE BeREEER#NEE, Fla0
dynamic MIG. VFIO. ComputeDomain,

(A=

dra-driver-nvidia-gpu & NVIDIA GPU BY DRA driver 353, &= ResourceClaim validation.
NodePrepare/Unprepare. ResourceSlice. dynamic MIG/VFIO #1 ComputeDomain,

Upstream # &

2026-07-15 E1% kubernetes/enhancements f5, DRA BUTHEAE R B4 M ResourceSlice /ResourceClaim &
htERY, # &R workload £k claim. EHEZERE. HERE. RERABH. ResourceClaim device
status. DRA attributes Downward AP| #0145/ numaNode E1¥, i¥00 k8s-v1.37-scheduling-node-dra-
progress # kubernetes-dra-design-deep-dive,

¥t GPU/AI E&FRIH, REFREIEMIR 5729-resourceclaim-support-for-workloads. 5075-dra-
consumable-capacity. 4817-resource-claim-device-status. 5304-dra-attributes-downward-api 0
6072-dra-standard-numanode, FAENIHEIZERE. KESMHFIM driver FhAFZ1EHFH EI Kubernetes AJ
#IE AP,
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ERIER
RV L IR B 1 release BUIKEF K. driver ZIFFIELEERR: {85 extended-resource 175 ] A k8s-

device-plugin; FE Claim. BMiEFEEE Pod L enEHARTT L DRA, Efiti API BERR2E, BmhES MIG. H
SEMEMYT BMIUZIIZIAT Kubernetes 5 X HEE, FaEMER DRA M EHESEEINERAE,
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Kubernetes Gateway API

K8s SIG-Network BIFi—X O API, BXfX Ingress, iKitAEEREA. AV E. ERAE
(infrastructure provider / cluster operator / application developer ZBERE=SE) . LK RE:

=R At

infrastructure provider JEAftHY Gateway SEI (3Lt

GatewayClass
IngressClass)

cluster operator ZBERY gateway 25 (487 IP /P / &

Gateway IFis)

HTTPRoute / GRPCRoute / TCPRoute
ute/ ute/ ute/ application developer 1% Gateway LRV B

TLSRoute

ListenerSet (experimental) 5 Gateway HZ listener it &
InferencePool (experimental) Al IR EISE (I8 wg-inference H)
ReferenceGrant 5 namespace 5| %Y

7E agentgateway Y&

agentgateway H%5 F i Gateway API ZIRIMEREAEA, & fork. 7 EX Gateway API Ax{&, ¥ FREE
MESIAEB%K CRD:

- AgentgatewayPolicy 1 Gateway / Listener / Route 8 CEL ZRE&

- AgentgatewayBackend 7£ HTTPRoute 89 backendRef #5118, EX Al/MCP / A2A [Fif

- AgentgatewayParameters R GatewayClass B parametersRef Bk, =%l deployer 179

X" EZEA Lk AP, TERABEXKSIAE CRD"FIEINER Istio Gateway AP SRELZ B

5 Ingress BIX$HR

HE Ingress Gateway API
AeRl I REERSTFENNARE GatewayClass / Gateway / Route 53 BEIs
HiXEE  EEHTTP/HTTPS HTTP. gRPC. TCP. TLS Z& Rk
rEAR annoﬁation &, controller- #ﬁ)ﬁ?ﬁﬁ + policy attachment + extension
specific points
namespace / host /AL 255 ReferenceGrant. Route attachment 85
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H®E Ingress Gateway API

ZHAA
'
ZFFP AO. mesh interop. Alinference
EEPR &8 Webingress = , P
routing
FARELIMMUE
SCEL SIS EaXER
Gateway API + service mesh / HBONE /
Istio mesh 5 ingress 45—
xDS & & :
APl gateway / GenAl
Envoy Gateway LA Envoy JJ#UHEMERY Gateway API K3 & v/
gateway ¥ B
Cilium Gateway API eBPF datapath + Cilium M REEDS Mg, B2, L7 policy &4

Kong / NGINX Gateway

Fabri 45 APl gateway / ingress controller ;&# BEMXES TR
abric

S F Gateway API i=HlE, 1 & Al/MCP/ .
agentgateway Al-native L7 gateway
A2A backend

GAMMA 5 Service Mesh

GAMMA (Gateway API for Mesh Management and Administration) 38 Gateway API #9 Route / policy

attachment BE&Y BE! service mesh AERE. X Al infra IMMER: NORE. RSBEIRE. Agent E|
TE/MERNHORETLUEHERR—ERBIRERIA, MAR Ingress. VirtualService. MXIGEHEES
_Eo

agentgateway &8 istio / xds / hbone B9 BE&, 1%FH Gateway API EEFRRZ “dtrmAO” , WA Llpk
79 Al gateway IEHIENAHIES.

InferencePool 5 Al #IEJEE

gateway-api-inference-extension ##1I£ endpoint picking #:# Gateway API extension [&:

+ InferencePool FRT—4HFAIHK gateway IEFERIHEIEfFiR
- EPP /LWEPP {7 Endpoint Picker & 321 ;
B0 Um-d AT LA$E KV cache. P/D B, f#E. im0, {REEEHFE SiE# picking;
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- BRRERNZE “Gateway ZIEXMEIRIFEKR AL LMW endpoint” , RZ provider auth. prompt
mutation SIRB A SR,

Fitk Gateway API 7E Al = BRI EIEE L% MEB HTTP ingress, ZAX LLM serving routing. Al
gateway policy I mesh interop BY&[E API Z,
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Kubernetes KEP Design Tracking

XTUE /Users/zhenyu. jiang/enhancements/keps A sig-scheduling. sig-autoscaling. sig-node =1
SIGHY KEP RIT ARFHE. ENEMARHKR— NS, MERL—NelFEEMN KEP IZIHBERA
O: #ZSIG. RitAmE. RS RRE. RXERHAFEIRMLITRALR KEP,

BERERENELRIEBIRRIZRE I kubernetes-keps-design-tracking; &1 KEP BYSEILIRZ. Alpha/Beta/
GA. feature gates FIXFELIERZM kubernetes-keps-implementation-matrix,

AR EBRREENGHIHAR RN IFAZ:

+ kubernetes-keps-feature-coverage

« kubernetes-keps-implementation-matrix

+ kubernetes-scheduler-core-design

+ kubernetes-workload-gang-scheduling-design

+ kubernetes-dra-design-deep-dive

+ kubernetes-hpa-autoscaling-design

« kubernetes-in-place-pod-resize-design

+ kubernetes-node-runtime-observability-security-design

2026-07-15 F7ig upstream refresh: k8s-v1.37-scheduling-node-dra-progress ic 5% kubernetes/
enhancements &7 master Fi8E. Node. DRA#I autoscaling B v1.37 #E. ©AREHEVEIZIEN, M
X ASEEER kubernetes-keps-implementation-matrix BARZSBIFT A O

SEEM A

A REEN =1 SIG By KEP B, 4N\ prod-readiness/* YAML:

README
SIG L BERES

HaE
sig- - scheduler framework. PA%I. #&. workload/gang. PodGroup. DRA
scheduling TEE X,
sig- 9 HPA API. metrics. behavior. tolerance. scale from zero. fallback.
autoscaling Cluster Autoscaler £,
. kubelet. CRI\ resource managers. device plugin. DRA/CDI. Pod
sig-node 125 - v
lifecycle. &2, TRER.

BIRAEE:
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LS

SIG

BEER

BERLT
&

BiEE
KEP Ffr/&@ B &# owning-sigo
it AE, TR KEP X RMHMHF.

M kep.yaml 3REX status/stage/latest-mi lestone, {B{REEATHIlF,
% KEP fi#/REVIZITRIER. API/AZHIENA R S E M KEP 9% A,

PO RRIETEZ A IZIT E L S0MHA v1.35-v1.37 J&EX; P1 RAISE(EL

[FsE /4780

BRI R

KEP design tracking

+-- sig-scheduling

+-- scheduler framework / config
+-- queue / requeue / batching

+-- placement / topology / affinity
+-- preemption / disruption

+-- workload / PodGroup / gang

+-- DRA / device-aware scheduling

+-- sig-autoscaling

+-- HPA API and behavior

+-- metrics specificity and pod selection

+-- scale from zero and external metrics fallback
+-- Cluster Autoscaler integration

+-- sig-node

+-- kubelet / CRI / runtime boundary
+-- CPU / memory / topology managers
+-- DRA / device plugin / CDI

+-- Pod Lifecycle and resize

+-- security / isolation

+-- observability / node health
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SIG Scheduling &1+ A %

1. Scheduler framework / config

5k KEP:
KEP RS
624- implem
scheduling- ented /
framework stable
785- .
implem
scheduler-
ented /
component-
] ] stable
config-api
1451-multi- implem
scheduling- entable
profiles / beta
1819- implem
scheduler- ented /
extender stable

BRER

A 12 F24R A QueueSort. PreFilter. Filter. PostFilter. PreScore.
Score. Reserve. Permit. PreBind. Bind. PostBind &# B, &g
TR EREETR plugin, MARBLLEEAK scheduler core,

¢4 scheduler EZE R versioned ComponentConfig, 1% profile.
plugin enable/disable/order/args.

%4 scheduling profile £Z[E— scheduler 3£, &% scheduler
binary BY&FZE# cache pX S,

[AsEH FRERTR: HTTP extender 7 Filter/Prioritize/Preempt/Bind M E&
AN, BM8E. cache. FBIREIRIY BR¥MEHERIR.

RITHIRT: 54 KEP BZAEEILTE scheduler framework Z ko iBER scheduling KEP BY, EHIMERE
#rig framework extension point. 2% queue 178, XERREEE plugin BFILEREE,

2. Queue / requeue / batching

& KEP:
KEP R FREES
3521-pod- impleme
schedzlin ntepd / 183 scheduling gates ik Pod TEMEB& A R RIRHNIE E A
e B, 8 scheduler & E2ABA SR AT VHEIE Pod.
readiness stable

impleme &1 plugin A= 47EM QueueingHint, HIFIAENTIFELSZHZE
4247-queueinghint nted / BolgEiltEA Pod AIEE, ERER T requeue, HRWF
stable DRA FEFEIH R BT R E backoff,

impl
6132-prequeueing- impleme £ PreQueueing MR IS EH, 1LIAEFAFITE Pod # N activeQ
. ntable / - e o
hints beta Z RSB R M2 DETMREER,
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KEP 7N AFRER
impleme
5142-pop-backoffq-
. ntable /
when-activeq-empty Fo
beta
5501-reflect- .
impleme
reenqueue-
preenauetes ntable / o
rejections-in-pod- pending
beta
status
o impleme
5598-opportunistic-
batchi ntable /
atchin
g beta

RITHIET: queue B IEHRIAEMEEM AT AEREERIZ 0. T8 scheduler M “KIMEZEF backoff”

activeQ =BY M backoffQ #2a1EX Pod, 1E&EPAFIFILFZIRF

8 PreEnqueue E4ERFE /R ME Pod status, & “AH4

BYHRE R

MARLENZRLCEERR, BREELREETR.

YEFRERRRMEEMEERR" -

3. Placement / topology / affinity

&R KEP:

KEP

895-pod-topology-spread

1258-default-pod-topology-
spread

3022-min-domains-in-pod-
topology-spread

3094-pod-topology-spread-
considering-taints

3243-respect-pod-topology-
spread-after-rolling-
upgrades

2249-pod-affinity-
namespace-selector

K&

implement
ed / stable

implement
able/
stable

implement
ed / stable

implement
ed / stable

implement
able / beta

implement
able/
stable

HEFHE

FRER
¥ spread AREN—FFEZRE, RIS zone/node/
domain BY&IZs 53 F6 0],

FNFRFN D FRRES, RV KECE spread BIRIER
XB&o

79 PodTopologySpread 105\ domain &YX, &
domain ¥R BB =41RH,

skew ITEZ N taints/tolerations, #EGIBLFRAAA
T A RN,

RENFHR RS EE PodTopologySpread, FFKHA
nHmE%,

Pod affinity 5|\ namespace selector, 25
namespace #EF8ET,
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KEP

3633-matchlabelkeys-to-
podaffinity

2458-node-resource-score-
strategy

5471-enable-sla-based-
scheduling

R

implement
ed / stable

implement
able / beta

implement

able / alpha

BEER

affinity/anti-affinity 32#5 matchLabelKeys/
mismatchLabelKeys, it[E— rollout/hash XE&p7
&S 5LEL,

TRABRITIEEAEE, 3% MostAllocated /
RequestedToCapacityRatio F& RN & HE&.

i & toleration operator Z## threshold-based
placement, && SLA/BREBHERIX,

BB placement RBEX S “TaulfTie filter” 1 “fRYF score” o 3RFH KEP ZSF1 DRA. NUMA.
PodGroup XX, 4N E=F& topology-aware workload scheduling.

4, Preemption / disruption

& KEP:

KEP
268-priority-preemption
902-non-preempting-
priorityclass
3280-guarantee-pdb-when-
preemption-happens
4832-async-preemption
5278-nominated-node-
name-for-expectation

5710-workload-aware-
preemption

5836-scheduler-
preemption-for-ippr

R
8N

implementab
le / alpha

implemented
/ stable

implementab
le / alpha

implementab
le / beta

implementab
le / beta

implementab
le / beta

implementab
le / alpha

AEER

Priority #1 preemption &L, EXEMLIEL Pod
B IRZEE LR Pod FRIERE,

PriorityClass 323§ non-preempting, FELELHF
BRRZEER Pod.

1B HIE R IRIF PDB, FREIEHIEN T R
FRIERIXBL,

B EPITRI N, BRIFERRMMER victim Pod F
EhfEFEZE,

£4& nominated node FIEAEERIX, EI/E HAE0ED
BRI —,

3¢ PodGroup/workload EE{AIS LR, BFRE
Pod £ 5§ gang T EEKIBT T,

M In-Place Pod Resize #Y scheduler preemption,
1 resize 5| RNFRZFMNEELIE,

&It : preemption IEFEME Pod BERL1LEE M workload/disruption-aware JR&K, BRI ERE
victim %%, PDB/AIAM. FFHMITHM PodGroup & X
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5. Workload / PodGroup / gang

&R KEP:

KEP

4671-gang-
scheduling

5710-workload-
aware-
preemption

5832-decouple-
podgroup-api

6012-
composite-
podgroup-api

6089-was-
controller-
apis

583-
coscheduling

K&

implementabl
e /beta/v1.37

implementabl
e/ beta/v1.37

implementabl
e/alpha

implementabl
e/alpha

implementabl
e/alpha

provisional

BRER

F Workload/PodGroup RiX—4H Pod MEE(AIAE, a2
minCount. HRFRF. BAOITHE. #£4. binding INFEFKK
[EliR,

5 gang scheduling 32#8 &, B %5tie SBE&RKIME D workload 173
REETT.

8 PodGroup APl M43%E workload API HhfgsE, Fid@Fa
workload scheduling fi API £,

F1E4AE PodGroup, EZAH workload HIEMAAERIA,

Workload Aware Scheduling controller API, 18 workload-
aware KM scheduler RERY EEIITHI2§1E 0,

A5 coscheduling 5%, &&1EN gang scheduling B985 X4
i

7iNO

IR Al/HPC/batch FEEBE S RRXE %, ©RE Kubernetes BB ERERIE “B4—4H Pod —

£iz1T, BAKABLAR BIEN.

6. DRA / device-aware scheduling

& KEP:

KEP

5007-device-attach-
before-pod-scheduled

5075-dra-consumab Le-

K&

beta

implementable /

IREPHEFRMTENBAERRI, #% Pod BERA %
iz EERMK.

DRAISE X EBHELA, BrIRERFIHRER
AEREEREEHRENRRE,

i

implementable /

capacity beta/v1.37

5941-dra-shared-
consumab le-capacity

ZMEXIEEHEER— consumable capacity, &&
BRINRBHIIMHAZETR,

implementable /
alpha

318



KEP

5517-dra-node-
allocatable-res

5729-resourcecl

ources

aim-

support-for-workloads

6080-dra-derived-

attributes

5963-device-

compatibility-groups

5055-dra-device-taints-

and-tolerations

4815-dra-partitionable-

devices

4816-dra-priori
List

tized-

RS

implementable /
alpha

implementable /
beta

provisional /
alpha

implementable /
alpha

implementable /
stable

implementable /
beta

implementable /
stable

0 DRA #8% node allocatable B EEEZEAFEEMA
SHIE,

ResourceClaim M2 Pod # B3 workload Z&5!,
#1 PodGroup/gang =4 R X,

BRARXMEEBEIRERIN TR, fRRRE
driver X EMA T2 —HHIRIE,

RIKRERAAE, LB EREASGAERR K ELE
SR

3% taints/tolerations iIE X B EI&EE.
FHEAPXIEE, FIENAITSE GPU/MIG-like &
TRo

IRFBRZHFMARERIIR, AESTREEER
BRH=R.

&I ¥IET: DRA 2 scheduling/node/autoscaling Z AR X BEEMNLE, BAEME X filter/score/
reserve; node flIEx5F NodePrepare/ResourceClaim status; autoscaling B F 2T AEHIEFTIL TS
RERIZER A%,

SIG Autoscaling &1+ 5%

1. HPA API / behavior

KEP

2702-
graduate-
hpa-api-to-
GA

853-
configurable
-hpa-scale-
velocity

4951-
configurable

R

implement
ed / stable

implement
ed / stable

implement
able/

BRER

HPAV2 API i2E, =Z%istrfl behavior FYZAEHE,

F3 behavior.scaleUp/scaleDown. policies. selectPolicy.
stabilizationWindowSeconds XY 48R E, ZOEMERIBEF[HITH
#18 workload K&,

per-HPA 2% per-direction tolerance, fR4E— 10% &R EX AFIE
U= workload #AHHAVIR] L,
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KEP K& BEER

-hpa- stable /
tolerance v1.37

KiHFIER . HPAIRHARRRE, R APIRIAREET. BREERNERFRESHEIERKAR MU workload
REEE, HEZEHBM rollback iEX.

2. Metrics / target selection

KEP K& FRER
117-hpa-metrics- implemente = custom/external metrics &/ label selector, %7 HPA
specificity d/stable BUEENMEREE,

1610-container-
implemente = HPA AJ$t 318 container B9 CPU/memory, A& Pod &

resource-
d / stable Mo FARERZEM sidecar BBRTUA—HEIRIEEIRY 48,

autoscaling

5325-hpa-pod- implementa  BEIE &Y Pod selection strategy j&i’L label selector ILEZ
selection-accuracy  ble/v1.35 EI3EB 4R Pod BIXIPE,

RITHIBT: metrics K EE “ISin@ S NREL target” o X sidecar-heavy workload. operator £ 5§
Pod. # owner selector B9i7%, Pod i%E#EH container-level metrics tbE AR B B X,

3. Scale from zero / metrics failure

KEP K& FEER

2021-scale-from- implementable/ it object/external metrics S235M 0 BlAsE5h, XxERTIR
zero beta /v1.37 =7 Pod BH AT EISMNER L 515 S

5679-external- implementable/  SMEBFSARIRENK MBS 521F fallback, ##&e metrics adapter
metric-fallback alpha/v1.36 FIMBRFAFTE RS BEIRY %8,

GITHIRT . XFRAEEHIMEEFIRTIFIAGIIRE) workload, BIERFTEIDR fallback BRSP4, BRiAME.
R SIEEE, URKBESIAIRELRF.

4. Cluster Autoscaler integration

KEP K& FRER
5030-attach- implementable/ = ¥ CSI Volume attach limit 5\ Cluster Autoscaler #IE,
limit-autoscaler  beta/v1.37 B RIS A ENRES L RTERAE,
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%It autoscaling K2 A HPA, Cluster Autoscaler/Karpenter &

FEE I scheduling 532 ; DRA.

volume attach. topology #1 PodGroup #xil “MTREEER” TEH,

SIG Node it A=

1. kubelet / CRI / runtime boundary

KEP

2040-kubelet-cri

2221-remove-
dockershim

585-runtime-class

4216-image-pull-per-
runtime-class
2371-cri-pod-
container-stats

5825-cri-pagination

4033-group-driver-
detection-over-cri

G #IBT: node fll runtime Z&BIZ 02 kubelet RE4PE Docker 8 cAdvisor E{ASSIN

implementable /
beta

implemented /
stable

implemented /
stable

implementable /
alpha

implementable /
beta/v1.37

implementable /
alpha

implemented /
stable

RuntimeClass/stats AP| 2B p] & #tiA 52

2. CPU / memory / topology managers

KEP

3570-cpumanager

1769-memory-manager

693-topology-manager

implemented /
stable

implemented /
stable

implemented /
stable

BEER

kubelet Iz1TRHZOWELEI CRI, 2 dockershim #£b&
MZ runtime ZEMFIR.

#58% dockershim, 38 runtime %345 CRI 2, BB
# kubelet/runtime =EALR,

H RuntimeClass # runtime handler &% &E /K Pod
2% API,

SRS AIEUE runtime class X4, &E&
runtime 4F% runtime E5 55K,

sandboxed

M cAdvisor #k#i%% @ CRI 52%8 Pod/Container stats,
& metrics A autoscaling B9 it

CRI list streaming/pagination, ERAMET
runtime API 148E

i@iT CRI & cgroup driver, &’V kubelet/runtime
FREEARA—H,

, M@ CRI/

ARER

kubelet CPU Manager E1Z cpuset £fig, HEE
Guaranteed QoS FN4RERR workload,

Memory Manager 1@3d hint protocol 5 Topology
Manager th{E, EIE NUMA/hugepages/Guaranteed
memorys

L& CPU/Memory/Device £ hint provider B9 NUMA
affinity, AZAMZRENTHRUER —RE,
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KEP

3545-improved-multi-
numa-alignment

2902-cpumanager -

implemented /
stable

implementabl
e/ beta

distribute-cpus-
policy-option

4540-strict-cpu-
reservation

4800-cpumanager-split-
uncorecache

5526-pod- Level-
resource-managers

implemented /
stable

implementabl
e/ stable

implementabl
e /beta/v1.37

AEER

BEZ NUMA XI55, ZHEBEE a8

CPUManager Z#5# NUMA 58X CPU, MIAREE
packs

BRI reservedSystemCPUs 44 %4 daemon/
interrupt, f&# workload CPU fRE.

CPU Manager A1 uncore cache $a3h, #H—SAKIERE
PRE.

RIREIEM container £k[a Pod &i&Ei#, i&EAC Pod-level
resources.

T HIRT . XRERMERED Kubernetes FIEEE, BERIIEIZRES scheduler 33, DRA numaNode.
Node Feature Discovery #1 GPU/NIC locality F9X %,

3. Pod resources / resize

KEP

1287-in-place-update-pod-
resources

5419-pod- level-resources-
in-place-resize

2837-pod- Llevel-resource-
spec

5554-in-place-update-pod-
resources-alongside-static-
cpu-manager-policy

6122-configurable-scaling-
delay-with-pod-resource-
exposure

impleme
nted /
stable

impleme
ntable /
beta

impleme
ntable /
stable

impleme
ntable /
alpha

impleme
ntable /
alpha

AREER

Pod resource requests/limits AJ[RMEFHr, A desired/
actual resource status #1 CRI
UpdateContainerResources & “CURRNNELE
POd” o

¥ in-place resize # B % Pod-level resources,

Pod KZEFEFIE, AT HRIRIBERM container sum |
Pod envelope BIFREFA R

in-place resize # static CPU Manager policy B9 X [f]
Elirio

Pod resource exposure fg8Y scaling delay FIECE, &
% node FREZ LA autoscaling RIRZEIR.
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R HIBT: resize 462 scheduler/autoscaling/node IR X 5. EARNE kubelet BERBEEK cgroup, iF
X quota. QoS class. scheduler B[1T1£. preemption #1 HPA/VPA R i3,

4. DRA / device plugin / CDI

KEP

3573-device-
plugin

4009-add-cdi -
devices-to-
device-plugin-
api

4381-dra-
structured-
parameters

3063-dynamic-
resource-
allocation

4817-resource-
claim-device-
status

5304-dra-
attributes-
downward-api

5677-dra-
resource-
avai lability-
visibility
5945-dra-

optional-node-
preparation

6072-dra-
standard-
numanode

RS

implemen
ted /
stable

implemen
ted/
stable

implemen
ted /
stable

withdraw
n

implemen
table/
stable

implemen
table /
beta

implemen
table/
alpha

implemen
table /
alpha

implemen
table/
stable

BEER

HRIGETHMHIEE: device plugin @it gRPC JEMIEE, kubelet
Allocate f57E N container,

device plugin APl 32#% CDI devices, Bi&&FAM runtime-
specific flags ¥ J9tnAE CDI spec.

DRA structured parameters %9 DRA 4k, &1 3063 opaque
control-plane negotiation B&%%, f# scheduler/autoscaler BEIEfE
"R A%,

E2HA DRA with control-plane controller, [ Cluster Autoscaler &
JEHEIE opaque driver allocation. scheduler/driver 3@
apiserver {FiRE Z+m#El,

ResourceClaim status B2RISEHIRE, FEESMEZEOSFINENR
IR

DRA device attributes i@id Downward APl #g44 Pod,

£ 5 DRA resource availability, it EHI2S eI B R4
IR

DRA NodePrepare Ali&Eft, EBEFE
Ro

TRESNEENREER

DRA #R/A 1L numaNode & /@ 1%, %#% DRA #l Topology Manager,
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RiT#/B: DRABERAIEIRYE sig-node # sig-scheduling, 3063 E 4381 AURRLR T (L2 X FEI&TEI:
9N5R Kubernetes FaEIRMRZRIRSER, JAEM autoscaling M7 /%F] FetfiE,

5. Pod lifecycle / probes / sidecars

KEP RS ARER
753 cid i implemente = Sidecar fEJ%% initContainer iBX, fRRBRIITRE.
-sidecar-containers
d/stable . ZRUIRFE. Job SERMEIRITE R,
— Lcontai implemente  debug container # X Pod £ EH, BFL& LHBEM
-ephemeral-containers
P d/stable RENZ & container spec,
2000-graceful-node- implementa
£ g 5 B kubelet JRHIEL L FIZAME Pod,
shutdown ble / beta
2712-pod-priority-based- implementa .
pofpTiorTt g +5 M Pod priority SEFEAURFAIEE,
graceful-node-shutdown ble / beta
5307-container-restart- implementa  Container £ restart rules, 48t Pod AARE&2ZNE
policy ble / beta BIEXo
4438-container-restart- implementa  Pod £ 1EHA(8] sidecar restart 74, fi#/R sidecar
termination ble / alpha termination BV &4
4603-tune- implementa  CrashLoopBackOff £#47]if, c{&E[E workload #Y
crashloopbackoff ble / alpha KM E AR,
implementa
4939-grpc-probe-with-tls P gRPC probe Z#F TLS, 12F probe £21%,
ble / alpha
implementa
5999-h2c-container-probes blep/ alpha HTTP/2 cleartext probe %%, 1EECE %N AN

IITHIRT: Pod lifecycle ZRNiGIHMERZE “APIEXEMV, EFRFZM scheduler. Job controller.
endpoint readiness. resource accounting 1 rollback” .

6. Security / isolation

KEP K& BEER

implemented /

135-seccomp tabl
stable

seccomp % ### N\ Kubernetes,

ZRINB A seccomp profile, IBZEEIAMETRE
TRRITE.

implementable /

2413-seccomp-by-default
stable
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KEP

127-user-namespaces

2033-kubelet-in-userns-
aka-rootless

5607-hostnetwork-userns

1898-hardened-exec

2862-fine-grained-
kube let-authz

2254-cgroup-v2

5573-remove-cgroup-vl

R
6N

implemented /
stable

implementable /
beta /v1.37

implementable /
alpha

implementable /
alpha

implementable /
stable

implementable /
stable

implementable /
beta

BEER

Pod 3#F user namespace, [#{£& 28 root 57/5F
root 48E XB&,

kubelet rootless mode, H—F R ET SHEHN
PR

HostNetwork Pod {# /8 user namespaces, hIF
ML AP RE R X

INE kubelet exec endpoint, [f SSRF/AXIEMA,

kubelet API ARHIEEHZAN, B/ = API EIRIA PR

o

ot

cgroup v2 B EIRRR S E it

Pk cgroup v1, FEIRRRERBREE,

BIH#IET: node security A28 — admission policy, & kubelet API. runtime. namespace.
cgroup. exec/attach/probe Z&ERZMAS,

7. Observability / node health

KEP

589-efficient-node-
heartbeats

T727-resource-metrics-
endpoint

4205-psi-metric

5394-psi-node-conditions

4680-add-resource-health-
to-pod-status

5067-pod-generation

implemented /
stable

implemented /
stable

implemented /
stable

implementable
/ alpha

implementable
/ beta

implemented /
stable

BEER

F#{f node heartbeat FZx, S AIMIRERET =K
SRTME,

kubelet resource metrics endpoint, & metrics-
server FZRIRVLME AL,

£ Pressure Stall Information, #MN& CPU/
memory/io pressure 55,

¥ PSI EF+9 Node Conditions, EFi4IE BTG
ImR,

Device Plugin / DRA ZHIRER# N Pod status, #5
AP IERISE R,

Pod generation ZEBIX 53 spec/status RZ AFr.

325



KEP K& BEER

Node /=PBH features, #1 node-feature-discovery
K10 B 2R 3T R

5328-node-declared-
features

implementable
/ stable

%1t #IBr: node observability Z&tEfRSS L2 scheduler/autoscaler/controller, MARZRHAAE

metrics, PSI. resource health. Pod generation Z32¥=HIE & iR AR HI—2B9-

2 SIG 1 iT5E
%1t EE XBX KEP Nt AEBEhEER
DRA sig-node/4381, sig-node/3063, sig- DRA RE7E scheduler/autoscaler REIEfEES
structured  scheduling/5007, 5075, 5517, 6080, 5963, #XBYARI4%E=14; opaque driver IMEERLE
parameters = sig-autoscaling/5030 L4,
Workload
/ sig-scheduling/4671, 5710, 5832,6012,  Al/HPC/batch E3K¥4H Pod iEX, B
an
gang _ 6089, sig-node/1287 resize/preemption XL A AT,
scheduling
HPA . . . .
i sig-autoscaling/117, 1610, 5325, sig- HPA IEH MK #i node metrics. CRI stats.
metrics
node/727, 2371, 4205 Pod selection #1#&1% adapter.
correctness
Topology- ¥5$MM zone/node spread TE NUMA
PoToBY sig-scheduling/895, 5732, sig-node/ . \/\ P g /
aware device, Bi@d Downward API 2845
693, 1769, 6072, 4742
placement workload,
In-place ) . HIBEM immutable spec T AY desired/actual
sig-node/1287, 5419, 5554, sig-
resource heduling/5836, si de/6122 IRE&E, scheduler. kubelet. autoscaler
schedulin , sig-node o
changes & & IR SER IS IRREN

WaET PO IRESH

sl KEP AR T—HIBER
Gang/ .
Woad 4671, 5710, v1.37 beta/ ER GenericWorkload feature gate. PodGroup API
workloa
) 6012, 6089 alpha J&Ek Z2ERE. 5 Kueue/JobSet/LWS BIIA5,
scheduling
5075, 55117, v1.37 beta/ . .
DRA ER ResourceSlice/ResourceClaim API. scheduler
- 5941, 5963, alpha/ N
scheduling . perf. Cluster Autoscaler/Karpenter #2877,
6080 provisional
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7E KEP E LIRS T—FiEx

, 4951, 2021, v1.35-v1.37;& IR HPAAPI FERZ2E#H A stable. metrics
HPA behavior . P
5679, 5325 X adapter failure 1779, scale from zero 495K,
4381, 4817, . ~— .
Node DRA/ 5304, 5677 stable +v1.37 R driver SE3l. CDI. device health status.
device 7 alpha NUMA BHAREN.
5945, 6072
Pod 1287, 5419, . . .
stable +v1.37 IR in-place resize Y scheduler preemption.
resources / 5526, 5554, .
. alpha/beta Pod-level resources. static CPU manager.
resize 6122, 5836
2371, 4205, N . . -
Node 5394, 4680 v1.36-v1.37 & IR CRI stats 1Y cAdvisor. PSI condition.
observability 5328’ ’ EX resource health status.

SRR

1. #1 KEP ci# N\ kubernetes-keps-design-tracking B9 SIG &R, BAERERERMEHE,

2. 8 KEP E/MEH: KEP ID. BR. 9. status/stage/milestone. ®itHE—AIE. BERMg
Ko

3. IR EA KEP 25 SIG i&it+5%E, %0 DRA. PodGroup. in-place resize. metrics pipeline, &
BEFEMATIN “B5 SIG i&itHE”

4. JNRE KEP M alpha/beta F| stable, #h7 graduation 4. metrics. feature gates #1
rollback £5i¢.

5. B8 N1EEY prod-readiness/sig-*/*.yaml, 8BS P0/P1KEP BJ production readiness 15 84h
Ell tracking %o
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Kubernetes Serving Stack ¥ttt llm-d.
AlBrix. KServe. KubeAl. OME.
GPUStack. RBG. Kthena

JRXX: raw/k8s-serving-stack-comparison-2026-09-13.md « ZFESEE: JIWE Ya1 README 5
BEAXHE

I

XN\NIERER—MERE: lIm-d. AlBrix. Kthena R # IR serving; KServe. OME. KubeAl
fRIEEYARSS control plane; GPUStack fg GPU/MaaS FF&; RBG RZ . HIRE workload FRiE,

[ZF8 / OpenAI-compatible API
|

| AO5#&EH |
| Kthena Router - AIBrix Gateway + Llm-d EPP + KServe Router |

—
| IR workload 4t |
| Llm-d - Kthena ModelServing - RBG RoleBasedGroup |
: I
.
I
—

| BRI4EERRS runtime R |
| KServe +« OME + KubeAI - Kthena ModelBooster |
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—
| GPU 53¢ / & / MaaS BRF A |
| GPUStack + Kubernetes - Volcano - GPU Operator |
[
.
I bS58
= REa FEIREM
llm-d Gateway API + InferencePool + 3% =, LLM — NHTBYHEIE engine
aibrix VLLM fleet. LoRA. KV. 1Ml serving 4H{4F BRAEE API #RE
kserve predictive + generative Al 94— K8s £ & REX LLM B9E A router
kubeai TRIEEBE OpenAl-compatible AR SS &2 P/D topology controller
ome model/runtime/accelerator & #n A AR KV-aware traffic plane

gpustack = GPU &&%. £=&. MaaS. ItEic
rbg ZaE. BRE. 1A inference workload

kthena K8s 4 LLM serving. E&E. P/D. Volcano

RELAREMA?
|

— &4 ML + GenAI 4i— API / Kubeflow %£7&?

1282 K8s CRD [E
SE2 API gateway

QA SR 4 sp A HRRY operator

— KServe

— REHURIDIEAIZSE OpenAl API?
|

= KubeAI

— runtime / accelerator / model lifecycle ##&R? — OME
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— GPU 8. Z=. MaasS. HESEH—AKK? = GPUStack

|

— Gateway API + InferencePool + 43%z{ LLM? = Llm-d

|

— VLLM fleet + LoRA/KV/1EMFE{4? = AIBrix
|

— zZfat. RS, P/D workload tHiEEIE? —— RBG

|

— K8s JRAESEEE LLM serving + Volcano #&#h? — Kthena

XLALLEHNFE T [Im-inference B9 K8s serving stack B, 38 model-serving-operator 5 inference-
routing BIAFRIRF: BNTEEREEHEAR, ENEELERERE, BNE GPU KRR, BNRMZMA
& workload RiE,
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Kubernetes v1.36 Sneak Peek
L

Kubernetes v1.36 Fiiit 2026 & 4 BIKk4 %, E8EENTERUMNFTHEEE,
XRETE
*H

- Service.spec.externallPs BB AIE XL (CVE-2020-8554) #WFA, v1.43 Bhg, BRAE:
gateway-api. LoadBalancer. NodePort

253
- gitRepo Volume Driver XAZR (B Vv1.11FHA) , F1E root ITEXPL, #L: init containers +
git-sync
GA A&

« SELinux BAR&03ER: A mount -0 context BHEIAEME, BE R/ Pod BhEtia)

- ingress-nginx F 2026-03-24 IETNIRK, FEAEF
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Kubernetes Workload Automation

Kubernetes workload automation $57£/R 4 Pod/Deployment/StatefulSet Z &, F3 CRD/controller. BA

5. M. 9% workload API.

Pod” {&#FHE| “FixI 55 workload EE”

XMEZTIE

ER{RNEZR
rollouts. kruise-game. kueue. karpenter. lws. jobset #1 model-serving-operator #3X

A, AINAEREITIAR, BNAERERM “eIZ

, FREATMBE OpenKruise £EFHEIR. openkruise-kruise. openkruise-

IR EEARR

workload 7= ERILINEEZA,

TEEX
BR

Workload
enhancement

Release
governance

Specialized
workload

Queueing /
admission

Capacity
automation

Model serving

Observability

Controller
operation
boundary

e

openkruise-kruise

openkruise-rollouts, gitops,
gateway-api

kruise-game, lws, jobset

kueue

karpenter

model-serving-operator

kruise-state-metrics, metrics-

server, prometheus-adapter

controllermesh, controller-

runtime, cloud-native-security

332

KiER

CloneSet. Advanced StatefulSet.
SidecarSet. WorkloadSpread.
ImagePullJob,

ot EHE. HEH
Stllo

METDMER

Tk BRSS 2. leader/worker. 9% =, ML/HPC
jOb FVEIE N,

2P FIRECEI.
admission,

NPBA. 38 &5F0 workload

pending pods E| T m A 2RV N 7T

consolidation,

Model/InferenceService/LLMISvc ZF Al
workload £ &5 EHA.

workload/API HRIKRE. HIE
metricso

4540 custom

IEHIZEAPR. BITSEH
EME

MERSEE. HFERZ



AFTLEE

Allnfra, FBRSS 88, ARNMRTELARSFIHEAMIET
R AT e,
API I3,

MIN B SERRI X R

=B LK

OpenKruise workload ] ]
openkruise-kruise

enhancement

OpenKruise release .
openkruise-rollouts

governance

kruise-game, lws,
jobset

Specialized workload

Resource admission /
kueue, karpenter

capacity

model-serving-

Model workload
operator, llm-d

kruise-state-metrics,

Operations / reliability
controllermesh

R

FeF R E B U —E:

BEARRZ “B—1 Deployment” . BEfIEERAH#
AE. REMH. BN BEIR. $EiR. RAFITHIZNR . EXLLEEIRBU#H Kubernetes
a7 8EE A RBAC. watch. status. events. GitOps # controller =2,

EREATSPME

1BE4 workload ¥ B ENMLTE ™= I1E4ER AP,

B LI IRIRRRTHER . AT E (=,

.N0

AI[ERAVEERPIA

s ARSS 25, leader/worker. 3% job X3
ZLEMT R Kubernetes AP,

—AN& workload 8B N, TRA

#h 2o

—MET

AEWNW

fERERY runtime. endpoint. batch,
autoscaling B S BT HI .
— NSRS AT,

— P HMERISBEI TR

+ workload XMREGFRBRIAI S & openkruise-kruise. kruise-game. lws. jobset,

. EHUIREESEHEH: & openkruise-rollouts, FHRZ gitops 1 gateway-api A%/ E1E

HERR FRITAE,

. y*ﬂF‘ batch/Al/HPC ZE2HBANG: & kueue,

mAEMEAEHEN: & karpenter,
. *Eﬁ:ﬂﬁﬂi nEHAE iR

& model-serving-operator,

- IBHIZINPR. BPEFRHZ operator EIEE XA : F controllermesh, H45& cloud-native-
security 5 k8s-core-controller-map FIBHEITIH R,
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Kubespray

Kubespray i Ansible inventory/roles 88 4RI F Kubernetes &£8%, & kubeadm. network
plugin. etcd. HANI=/REEBES. ¥ src-kubespray-architecture,

ZRMIA S

Cluster API 2 K8s-native FRATVAE S EEA; Kubespray 2 Ansible-based &E&# %% /AR HEht.

(RS

= talluin
REIE | SEXEEN %, Kubespray ERX—EHHRERIE,

EA
= EAM Kubernetes APl / controller / runtime  1&&, EMNEZEH{ERE Kubernetes-native T
%ﬁz Iz

3
=

ILo

FRiEE, MAN kubernetes, cloud-native-security 28

FEBNBEPELEERE

op

o

WY NES

+ Inventory: hosts/group_vars/cluster config

+ Ansible roles: kubeadm/etcd/network/storage/addons
+ Playbooks: cluster.yml/upgrade/reset

+ Provider support: bare metal/cloud/on-prem

R

I8 Kubespray HUE 1B / SRS ST KETHATAHR. BHAANS, BECRERHEA
BREE. BEBE. TABEN C/RRBE, X NARL star REEATERTESLNTA,
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Kubespray 22t 511t BRI

J&3Z: raw/kubespray-architecture-analysis.md « FE: https://github.com/kubernetes-
sigs/kubespray - 54k PO

—AEE L

Kubespray 3 Ansible inventory/roles B84 ™R A Kubernetes £8%, & kubeadm. network
plugin. etcd. HAMI=/BEBER.

PZIDZRME]

Cluster deployment inventory |

|

| Hosts, variables, networking, runtime, and add-ons define desired cluster |
| shape. |
[

Kubespray Ansible playbooks |

|

| Roles prepare 0S, container runtime, kubeadm, control plane, workers, and |
| CNI. |
[

Lifecycle operations |

|

| Install, upgrade, scale, reset, and configure production Kubernetes |
| clusters. |
|
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Output |
Bare-metal, VM, or cloud Kubernetes clusters managed through repeatable |
automation. |

RIRDIE

= [ 1&3R BASR

Inventory hosts/group_vars/cluster config

Ansible roles kubeadm/etcd/network/storage/addons
Playbooks clusteryml/upgrade/reset

Provider support bare metal/cloud/on-prem

RIBEHER

RPF#ESE inventory
|
v
Ansible BZ& 0S/runtime/etcd
|
v
kubeadm #J#81¢ control plane
|
v
BON worker nodes
|
v
23 CNI/addons FI&IE

KITRREEF

- ST IHE ) SEEEPE 4 Kubespray 1k 2 F] wiki RREEE serving engine {8 operator,
MAERRRE Kubernetes & ERIBSBITHIE,
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« BFHIRT: Cluster APl 2 K8s-native FEATE @ EHA; Kubespray =2 Ansible-based SE8¥ %%t /F+
K Bnhko.
< FERNE: BN kubernetes, cloud-native-security —#2&, MASINILiT .

EESAliE

+ kubespray
+ kubernetes

+ cloud-native-security
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kubewall

kubewall 22 single-binary Kubernetes dashboard, ©Z57 Go backend. client. charts 1 media.
TEHHE wiki FEINER “Al integration X K8s dashboard BIR{ALR” HIXTERIEA, ¥M src-

kubewall-architecture,
ZRFIA TR

kubewall B9 FE X372 dashboard ERtighE: HIFENE. FEH. port-forward. Helm &M AR Ul Al
=IELRE, T2 agent frameworko

Kt

+ backend/cmd. backend/routes. backend/handlers AR Go dashboard server,
« backend/event 5 backend/portfoward FiFERFEHMIKOE K.

- client/src BrRIEHREHIS.

« charts/kubewal | BEIEERE 1S,

pamactallly

FERE dashboard #HRETE kubewall; EEEIR AI/MCP £HI&H.5E k8m; EEGSITEAIES AN
& kubectl-aio

il
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kubewall 2249 51 1T B

kubewall/kubewall 2 single-binary K8s dashboard, €439 Go backend. client. charts #1 media.
T1E P1 FHMER “Alintegration # A\ K8s dashboard BIRALR” HIXEEIEZAR, MARTTE agent
framework,

EDEIoE

user / API surface

| “kubewall/kubewall' =2 single-binary K8s dashboard, €%/ Go backend. client... |

v

]
| core implementation: ‘backend/cmd’, ‘backend/routes’, ‘backend/handlers’ -+ ‘backend/

event’, "backend/portfoward |
|

<

<

‘client/src’ | | ‘charts/kubewall’

- —

v
v |
| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

E/B=x =T

backend/cmd, backend/routes, backend/handlers Go dashboard server. EH#0 handler,
backend/event, backend/portfoward SHEMNmOEL,

client/src giim Ulo

charts/kubewall Helm &%,

RIBEHER

1. BFi@i dashboard % &R,
2. backend 132 K8s API. Ef4. port-forward E&E/7.
3. Al THEEENIEHI S BB IE .

iR
- single-binary/Helm ZpE 5L, FEIEE4 I,

- MBI dashboard, Al 21382,
« EE1ER k8m HIER IR,

XFEEE{iL
#0 k8m #8LL, kubewall & dashboard Ehitii&hE; # kubectl-ai #8EL, ©4F4%E CLI RIEME Ul ] {1k,

P SHEEE

* GitHub HERASRFE: src-github-stars-backlog-current-state
- EBUE]: github-stars-backlog-implementation-map
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Kueue

Kubernetes-native Job Queueing, F ClusterQueue/LocalQueue/Workload/ResourceFlavor 18
batch. Al/HPC #1%# F ARECZHMAL admission control, 3#0 src-kueue-architecture,

IEHEIRAR: 2026-09-25 I E H BN T RER 0 2a766717037a, 1% commit ALk release, src-
kueue-architecture £ % 2026-06-14 BY raw-backed Source RE8; ZFiEInEERSR I kubernetes-
workload-gang-scheduling-design, EE287 2N kubernetes-scheduler-core-design,

£ M5-B Workload / Scheduling & hrI (I &

£ EIRRIES, Kueue i@iT Workload. BA%lI. Cohort #1 ResourceFlavor &2 admission. quota 5
flavor assignment, FHIREZE IR Topology #1 AdmissionCheck, jobset. |ws i@ & BRI NENE
&; Kueue RittF&£E Node, Pod placement/binding B kube-scheduler &EZ &R scheduler-plugins
ek, TRAEARENMA karpenter ER=1THI2ZIE,

ZRMIA S

# kube-scheduler R, Kueue 7t/ R7E workload @G EENIF; EIER Pod placement {38 scheduler
o

T ABHER

= Fkf
FERE / Y EES EE, Kueue ERX—ENNARIE,

ZEEH Kubernetes API / controller /

. EE, EMEENEFRE Kubernetes-native TE7R,
runtime &Epx

Ri&ESE, N lm-inference, batch-inference, model-

2l

FEENRBELEER

\g

<

serving-operator A&,

DA

+ API: ClusterQueue / LocalQueue / Workload / ResourceFlavor

+ Controller: workload admission, quota accounting, preemption

- Integrations: Job, JobSet, RayJob, MPIJob, PyTorchJob % batch workload
+ Scheduler-like logic: cohort borrowing. fair sharing. flavor assignment
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https://github.com/kubernetes-sigs/kueue/commit/2a766717037ac8c8ca8ee03539e7504db2a56008
https://github.com/kubernetes-sigs/kueue/commit/2a766717037ac8c8ca8ee03539e7504db2a56008

R R

18 Kueue 7T WE / PAFI EEITE: KBCRAFANR. BEFANR, BEECEEIENFKE
2. BERRE. TREBER Cl/KRERZ, XTARL star HEREREERTES LT,
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Kueue /¥ 511t BRI

J&3Z: raw/kueue-architecture-analysis.md - €F: https://github.com/kubernetes-sigs/
kueue - 54k PO

—AEE L

Kubernetes-native Job Queueing, F ClusterQueue/LocalQueue/Workload/ResourceFlavor 18
batch. Al/HPC 1%~ RIRECE AL admission control,

PZIDZRME]

| Batch / AI / HPC workload intent |
| Users submit Jobs, JobSets, RayJobs, MPIJobs, or PyTorchJobs. |

| Kueue APIs |
| ClusterQueue, LocalQueue, Workload, and ResourceFlavor model quota and |
| admission. |
|

Admission and quota control |

|

| Workload admission, cohort borrowing, fair sharing, flavor assignment, and |
| preemption. |
[
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Runtime boundary |
Admitted workloads flow to Kubernetes scheduler and normal cluster |
runtime. |

RIRD I

= / &R BASR

API ClusterQueue / LocalQueue / Workload / ResourceFlavor
Controller workload admission, quota accounting, preemption
Integrations Job, JobSet, RayJob, MPIJob, PyTorchJob Z batch workload
Scheduler-like logic cohort borrowing. fair sharing. flavor assignment

RIBEHER

HEFE3 Job/JobSet/RayJob
|
v
Kueue 73 workload ZEFAFIFR
|
v
ClusterQueue 1EZFREZNS flavor
|
v
admit /5 workload A EIEHFEEERR
|
v
SER/ RMERERL quota

KIHRREEZF

« #5FRAE / BAFILE: Kueue it 7T wiki FRIEETE serving engine Z(E> operator, MHEMERE
Kubernetes & B SBI=HIE.
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- R $MT: # kube-scheduler R[E, Kueue 7o/ &% workload @& #EN; EIER Pod placement
158 scheduler .
- ERMNME: BRI lim-inference, batch-inference, model-serving-operator —#2&, MAEMILIT

fifio

EE Sl

* kueue

+ kubernetes

* llm-inference

+ batch-inference

+ model-serving-operator
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Kustomize

Kustomize A overlay/patch/transformer &1 Kubernetes YAML &, 2 kubectl RESZIFHNECE EH
T A, %M src-kustomize-architecture,

ZRMIA S

Helm 21&4x#1 package; Kustomize 2 YAML transformer, &%& GitOps FHIIF1E overlay,

(RS

= F1|
TEREEEESN &, Kustomize E@X—EHRERIE,

Ea
T EF Kubernetes APl / controller /runtime & i&&, EMEEMERE Kubernetes-native TIE
% o

TEBRENE LIRS Ri&EE, A gitops, kubernetes 4H&

Sy

IR A

+ Resources/bases/overlays

+ Transformers: namePrefix/labels/images/namespace
+ Patches: strategic merge/json6902/replacements

+ Generators: ConfigMap/Secret

R R

18 Kustomize H47E ECEEIE #E L. KBCRATANR, BHAANR, BEERESHNIBERE
2. BERR. TREER CI/EERF. XMERL star HEREREEREESHFTA

o
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Kustomize Z219 511+ BT

J&3Z: raw/kustomize-architecture-analysis.md « FE: https://github.com/kubernetes-
sigs/kustomize - {54k P1

—AEE L

Kustomize A overlay/patch/transformer &2 Kubernetes YAML 5%, & kubectl RESZIFHNECEEF
TA%%,

PZIDZRME]

| Base manifests and overlays |
| Teams maintain reusable YAML plus environment-specific customization. |

Kustomize engine |

| Resources, generators, patches, transformers, labels, namespaces, and |
| image changes. |
|

Rendered output |

|

| Produces final Kubernetes manifests without requiring templates at apply |
| time. |
|
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| Consumers |
| kubectl, GitOps controllers, CI pipelines, and platform release workflows. |

RIRDIE

& / &R BASR

Resources/bases/overlays Resources/bases/overlays

Transformers namePrefix/labels/images/namespace
Patches strategic merge/json6902/replacements
Generators ConfigMap/Secret

R

base EXIBAZRIR
|
v
overlay 5|\ base

|
v
transformers/patches NRAFIEER
|
v
ERERL YAML
|
v
kubectl/Argo CD 7 FH

RITRREEZF

« AT EEEIE £ Kustomize 1L a1 wiki FRIFETE serving engine 3{ &8> operator, MAERE
& Kubernetes & BRI BT HIE.

- BFLIET: Helm 2AE4RF package; Kustomize 2 YAML transformer, 1&& GitOps HFHVIFIE
overlay,
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- ERMNME: BRI gitops, kubernetes —fieE, MA NI,

EESALEE

+ kustomize
+ kubernetes

. gitops
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KWOK

KWOK 2 Kubernetes WithOut Kubelet, FA fake nodes/pods i AMIEERE, FAIAE. 1THI2SH
scalability Mk, I src-kwok-architecture,

ZRMIA5R
kind $RIAEIST/VEERE; KWOK $REHEE ARSI,

(RS

= Fif
FE KRSEEHRM BED 5, KWOK EBX—ERNARIE,

= EM Kubernetes API / controller / runtime

P E&, EMNEENEFRE Kubernetes-native T1E o

RiEE, NA kubernetes, model-serving-operator

HBE,

FEBNBEPELEERE

WY NES

+ kwok controller: fake kubelet behavior

+ kwokctl: cluster lifecycle

- Stage/Configuration: pod/node condition transitions
* Integrations: kind/kube-apiserver tests

R

1B KWOK TIE AAMEEBHRIN EEIT(L . RBECRWATANR. BHAANSR, BEEEEIENFKE
2. AERERE. TREER Cl/KREREZE. XTARL star AEREREERESEGHRIF A,
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KWOK B 518 1T BB D1

J&3Z: raw/kwok-architecture-analysis.md « ©F: https://github.com/kubernetes-sigs/
kwok - L5542k P1

—AEE L

KWOK 2 Kubernetes WithOut Kubelet, FA fake nodes/pods i AFIIEERE, BESAE. 1THIZSH
scalability iz,

PZIDZRME]

| Large-cluster simulation need |
| Tests need many nodes or workloads without running kubelets. |

| KWOK controller |
| Watches fake nodes and pods and drives Lifecycle/status transitions. |

| Stage configuration |
| Rules define how objects move through simulated phases and conditions. |
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| Output |
| Kubernetes API server sees scalable simulated nodes, pods, and status for |
| control-plane tests. |
[

RIRDE

= / R BA%R

kwok controller fake kubelet behavior

kwokctl cluster lifecycle
Stage/Configuration pod/node condition transitions
Integrations kind/kube-apiserver tests

KPR

B3 KWOK cluster TiEANIAE apiserver
|
v
FEHBAKE fake nodes/pods
|
v
kwok controller #RINIKELZL
|
v
N scheduler/controller MEAFIRITR
|
v
WS BERTT O 4E

ITRREEF

« WTF RIS BRI £E . KWOK 1L H 7] wiki RR{ERETE serving engine ¢ operator, M&E
fi#FE Kubernetes & BB IEHIE,

< BFRFIER: kind IRMES/NEE; KWOK IRIEEEN AR RGN

- HERMNME: BN kubernetes, model-serving-operator —2&, MmAeMILiT(L,
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EE Sl

+ kwok
+ kubernetes
+ model-serving-operator
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LeaderWorkerSet

LeaderWorkerSet Fi—#H leader/worker Pods RiA—1NEHIE 7T, &G LLM inference. 7% serving
MFBIRE group IBXH workload, %M src-lws-architecture,

HUEHEIRER: 2026-09-25 1ZI0HIE 5 BAIA D 2 IRER Y d4f1525f15a4, % commit ALK release, src-lws-
architecture R85 2026-06-14 B9 raw-backed Source 1R ; HFiEsImHE5 M kubernetes-workload-
gang-scheduling-design, JAE28MFEN kubernetes-scheduler-core-design,

£ M5-B Workload / Scheduling & hrI (I &

7T EIRREBA, Lleaderworkerset.x-k8s.io/vl BIREZRIERIARSZAY leader/worker AR E M E . ?Fﬁ“‘ﬁii‘
5, disaggregatedset.x-k8s.io/vl #H—% LUFAEH slices AEF LWS, AN BHIENZ AL dm

H, ©115 jobset Ut EIVEFIRT AR, tBAREE quota admission: HENET kueue /L, &K
placement F kube-scheduler &EZEH scheduler-plugins 5. DS MWEABRHIAETEARFHE
No

ZRFIA TR
JobSet EIEEIES; LWS ERKHAIETITH leader/worker fRSZE 2T,

T ABHER

= |y
FE 71\ workload API HE &5, LeaderWorkerSet ERX—EMHARIE,

FEEH] Kubernetes APl / controller / runtime

P 5, ENEENERXE Kubernetes-native T{E

RES, A lim-inference, batch-inference, kueue

FEENRBELIERS s

DA

+ API: LeaderWorkerSet CRD

+ Controller: replica group rollout/status
+ Pod template: leader/worker roles

+ Integrations: serving/HPC/Al workload
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https://github.com/kubernetes-sigs/lws/commit/d4f1525f15a491170de19bc6abc1c89fe185b16c
https://github.com/kubernetes-sigs/lws/commit/d4f1525f15a491170de19bc6abc1c89fe185b16c

R R

@ LeaderWorkerSet F81E 9%t workload API #£EIE L. KABEWATAXR. BHALXR, BEE
BESHNEKRER., AERR. THRERRARNK CI/EIKREFE, XMBRL star B REERRT EGHAITF
VAN
Ho
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LeaderWorkerSet Z2¥9 5151+ B 24T

JR3Z: raw/lws-architecture-analysis.md « F: https://github.com/kubernetes-sigs/lws
- L&k P1

—AEE L

LeaderWorkerSet Fi—#H leader/worker Pods FRix— 1 EHI#£ 7T, && LLM inference. 7373 serving
FEEFRTE group 1B XHI workloads

PZIDZRME]

| Distributed workload intent |
| A workload needs one leader plus a group of homogeneous worker Pods. |

| LeaderWorkerSet API |
| Group size, replicas, pod templates, rollout policy, and status model the |
| group. |
[

| LWS controller |
| Reconciles leader/worker Pods and keeps grouped replicas in a coherent |
| Lifecycle. |
|
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Runtime boundary |
Services, scheduler, Pods, and AI/HPC runtimes consume the generated |
group. |

RIRD I

= / &R BASR

API LeaderWorkerSet CRD
Controller replica group rollout/status
Pod template leader/worker roles
Integrations serving/HPC/Al workload

RIBEHER

FAFE=BA LeaderWorkerSet
|
v
controller €l Lleader/worker pod group
|
v
PRI, KRESHRCHEHR
|
v
fR&Z3 EE operator E#ES4H leader/worker

KITRREEF

« #5F 9720 workload API 4£FE: LeaderWorkerSet it i wiki A R{FE7E serving engine S &4
operator, TMAERERE Kubernetes & BAVAESBIEHIE,

- WFRFMT: JobSet mEELERS; LWS ERKHAETTH leader/worker BRZE IR T,

- ERMNME: BRI lim-inference, batch-inference, kueue —#2%&, MAEMILITE(E,
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EE Sl

- lws

+ kubernetes

+ llm-inference

+ batch-inference
* kueue
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LLM k5B EXTLE
e BURIRE

Client request

|
v

| Edge/API governance | auth - key - quota + rate limit - audit

v
I |
| Model/ability route | semantic - quality * cost - risk + cascade
[ | |
v
[ |
| Serving endpoint | model + pool * pod * GPU + queue °+ KV locality
[ | |
v
[ |
| Engine scheduling | batching + KV blocks - kernel - token generation

Gi—IRME

| Applications / Agents |
|

I
| OpenAI / Anthropic API

v
| Tier 1: Edge / AI Gateway |
| Envoy AI Gateway / API Gateway |
| auth - provider - quota - audit
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v
| Tier 2: Model / Ability Router |
| Semantic Router / RouteLLM |
| intent - difficulty - quality
| cost - risk + cascade |

| model target / route recipe

v
Tier 3: K8s Inference Router |
GIE Protocol + Llm-d Router |
EPP: filter — score — pick |
load « KV - priority - health |

| selected endpoint

\ 4
| InferencePool / Model Server |
| VvLLM - SGLang - TRT-LLM |
| aggregated or P/D workers |

I E E
mB RERE MY i Kubernetes i1}
endpoint/pod/ selected endpoint + EPP/ext-proc. Gateway
[lm-d-router )
worker routing metadata API. InferencePool
) model/ability/ model. cascade. A EBETE K8s, {BARE GIE th
semantic-router : - e
recipe capability path WA
tell strong/weak cheaper 3§ stronger SDK/OpenAl-compatible
routellm
model model server, & operator
‘ . inference - dboint
gateway-api- inference endpoin
) ) endpoint ) P Gateway AP| FUIEIRY B
inference-extension pick
protocol
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= RERE ZiC s

) edge/provider provider/model
envoy-ai-gateway

governance upstream

RFIBNRMEE

[lm-d-router

Gateway / Envoy
| ext-proc inference request
v

Llm-d Router EPP
|
— resolve model / rewrite target
— filter unhealthy or incompatible endpoints
I scrape load / KV / scheduling signals
— score candidates with configured plugins
L— pick endpoint and return routing metadata
v

Selected InferencePool endpoint

|
'—» model server / vLLM / SGLang / P-D path

Semantic Router

OpenAI / Anthropic request

|
\ 4
Semantic Router

| classify intent / difficulty / risk / modality

v

Recipe / virtual model

v v v
local specialist cascade / multi-model workflow

model  model + retrieval / memory / tools / guardrails

361

Kubernetes 1152

Envoy Gateway + two-tier
gateway



v
stable response API + routing evidence

RoutelLLM

Application / OpenAI client
|
v
RouteLLM Controller / OpenAl server
| router score + threshold
— score below threshold — weak / cheaper model
L— score above threshold —= strong / expensive model
|
v
provider or OpenAI-compatible endpoint

L— evaluation: router X benchmark X quality/cost curve

Gateway API Inference Extension

Client
|
v

Gateway API implementation
| HTTPRoute / inference request
v

Inference Extension protocol
| asks Endpoint Picker for a target
v

InferencePool + Endpoint Picker
| model-aware endpoint selection
v

Inference endpoint / model server

Envoy Al Gateway

Application

|
v
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Tier One Gateway
| authentication < top-level route - global rate limit
v
Tier Two Gateway / inference gateway
fine-grained self-hosted model access

|

| optional endpoint picker / LLM-aware routing

| = hosted providers
|

» self-hosted model serving cluster

ERIZEI

- provider. key. quota. PERFIEIt: envoy-ai-gateway,

< BN, N, BENFIRE-AIEEERE . semantic-router / routellm,

« KV. BAFI. GPU. fEEH InferencePool endpoint i%#%: gateway-api-inference-extension / lim-
d-router,

- ZEHEER, BIERE—ERM route decision. #&REZ. endpoint. HREShRZASFIRBIRE,

SO

« inference-routing

+ ai-gateway

* llm-inference

+ src-k8s-gateway-routing-comparison
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llm-d

[Im-d & Kubernetes-native distributed inference stack, E%¢ Gateway API/Inference Extension.
EPP. InferencePool #1 model server 843, HH# /& KV cache. P/D. autoscaling. benchmark. batch
5 simulator,

fRRRY )

EBEH vLLM/SGLang engine 27 A8 7 Kubernetes EizfTHI9 %0 LLM BRSS : 35K E#Z endpoint
KA. KV locality FIHEIERAEIERR, P/D worker BeEthE, BEXBMRIEAINIEIRYT 48,

ZIDIA SR

llm-d 2 serving ecosystem, REHAVIHIE engine, tHRZE— operator, Gateway/EPP iR AO#(
endpoint picking, InferencePool FTiAGimES, KV/P/D A+ seMaEXHERR. [Im-d-workload-
variant-autoscaler B deprecated B EiI&it; FEENIZHFIE HI5RIK A EPP metrics — KEDA
Prometheus scaler = HPA,

ERR

EEBAXHA Gateway APl. FEIRENZER /% endpoint N, HEESHIMIRMEEER Kubernetes
Ta, ERFRRERPRIE, kubeai FiF; BFEF /R engine runtime/P-D/KV —{&1{L, mILLIR
dynamo; EFEE GPU &8 MaaS, mJLbER gpustacke

1#00 src-llm-d-architecture 5 src-k8s-serving-stack-comparison,

£ M4 IRt E R R (U &

llm-d fiiF Kubernetes routing/serving stack |, i&@iZ Proxy/EPP 1 InferencePool ¥ Gateway /i E.
ERE{ES5 Model Server Pod iE#EZ#EZHR, ERSHAR M llm-inference-serving-project-map, 5 engine &
HNEILRFBILE &R D llm-serving-engine-selection-mapo
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lIm-d Planner

llm-d-planner 2 llm-d-incubation FRRYEREMYI SHEFF G, Bl SFEKREMMRE/GPU/SLO/MZS AR
# Kubernetes YAML, E4TF serving runtime i, RIEFEL Router iEKEZ R,

R [B)

NAFPNEERERF . HSM0E, NFRMEMZEFAKE. GPU. ETFXKE. replica ##
TTFT/ITL B4F. Planner &XLERFEM AT trial-and-error TR AT fERE. BIZRIE. AIZPEHITIZ.

ZRIE]

Business intent — Intent extraction — editable specification
| traffic + SLO + priorities
v
Benchmark/quality/GPU/model knowledge base
|
capacity planner + recommender + scorer
| quality/cost/latency views
v
Jinja2 — KServe/vLLM/HPA/Monitor YAML
|
v
Kubernetes

HESEK

Planner A& LLM provider f# intent extraction, 3 use case BR54Z! traffic profile #1 TTFT/ITL/
E2E SLO; Capacity Planner {8 weights. KV. activation. GPU ##f13#%&; GPU Recommender {£%&
FRMEHHIMEE; Recommendation Service #2 quality. cost. latency 4 X Best Quality. Lowest
Cost. Lowest Latency. Balanced fIE|; Configuration Service £5% KServe/vLLM/HPA/
ServiceMonitor YAML, EIFEER vLLM simulator 2#F7FE GPU FF &,

LRIENR POC/FANO, £FUNEXIRERS. AL ZFP. FIBRAFILFFIZE telemetry [

Ao
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lIm-d Router Z2#9 51 1T BT

Llm-d/LLm-d-router & llm-d B9EBEAND. Ei@id Envoy/ext-proc 3§ Gateway API Inference Extension
ENRE, & EPP H filters. scorers. scrapers #1 scheduling profiles %t InferencePool pods f#iid &/
153 /3%3%; RBYEE disaggregation sidecar, #E encode/prefill/decode ZRELHEIER,

EDEIoE

proxy / gateway

|
| Envoy FULL_DUPLEX_STREAMED ext-proc < Gateway API + standalone mode

| Endpoint Picker (EPP) \
| request parser - filters + scorers < scrapers + scheduling profiles |

T

<

<

K8s discovery/data layer | | request management APIs |

InferencePool - endpoints | | InferenceObjective + InferenceModelRewrite |
|

- — —

v

v
| selected model server pod / P-D-E sidecar orchestration
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RIRD =

EB/B® HfE
cmd/epp, pkg/epp/server/** EPP server # controller manager,
pkg/epp/config, pkg/epp/framework/ EndpointPickerConfig. plugins. scheduling
plugins/** profiles

K8s binding. InferencePool endpoint graph. runtime
pkg/epp/datalayer/**

state,

Envoy request/response/header/metadata/chunking
pkg/common/envoy/**

BN,

KPR

1. proxy Yt EI3EK 18 headers/body stream 44 EPP ext-proc,
2. EPP fRMTiERIEEY /priority/profile, 10 EndpointPickerConfig, #% filters HEBRFEIE

endpoints,
3. scorers /7 scrapers/datastore Y load. KV. metrics =S, &INE$TS; picker ERHRED
pods

Bt

- plugin ¥ filters/scorers/scrapers 5& Router BI#Zi0y: FilB& B ERBE RN E &R
- EPP @i Gateway API/GIE 5 K8s tEXIFF, BB EXFERERIE,
* InferenceObjective #1 ModelRewrite it “ERBIR HNIZHIE, MASEREEHRHSERESR,

X ELRE (L

0 AlBrix gateway plugins #8Lt, llm-d-router EER R4 Router/EPP; # agentgateway #8tk, EEMA
model server pod placement, A& MCP/A2A/LLM access governance; # RouteLLM/semantic-
router #8Lt, BB K8s/runtime metrics IXEf,

P SHEEE

* GitHub HHRESERFE: src-github-stars-backlog-current-state
- EBUHNE: github-stars-backlog-implementation-map
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lIm-d Workload Variant Autoscaler

[lm-d Workload Variant Autoscaler (WVA) REMAS# I lIm-inference B Kubernetes variant
autoscaler, F3VariantAutoscaling CRD #E[F—#%2!/InferencePool FAREMEH. . HASHEER
serving variant AIAN— 2B 48R, 1#0 src-llm-d-workload-variant-autoscaler-architecture,

['warning] Conflict

#HE 2026-09-22, [lm-d Hai dev Z2¥XEE ¥ Workload Variant Autoscaler 179
deprecated, Fi#iR EPP metrics = KEDA Prometheus scaler — HPA B9 48812, 7S Entity &
src-llm-d-workload-variant-autoscaler-architecture {F 2 EFTiE RARA A F 4249, FHIR X

ZRIFIAFR

HIRAREIN; SriRAFIRENZE. S0 lIm-inference-serving-project-mapo

WVA RE#ZEA HPA/KEDA, Ei@id Prometheus. GPU inventory. gateway-api-inference-extension
InferencePool. scale target #1 capacity model i+& desired allocation, #A/F1E desired/current
replica 38R R &4 HPA/KEDA X3 autoscaler H117.

tABHZER

=
E==8

[E—1E88%5 %> serving variant

¥ autoscaling 32 InferencePool/
modellD

HZEEE Deployment CPU/GPU
utilization ¥ 4a

%A Prometheus/custom metrics &t

%t
EE )¢

[lm-d-workload-variant-

HEE

autoscaler

% variant allocation

|y

iEE, BIAARRE GPU. prefill/decode. batch/interactive
RS (1L,

iBEE, @A HPA 5 serving 183,

B] g HPA/KEDA E1Z5 4,

FEHAETMMF] metrics API,

kserve / Knative
HPA / KEDA .
autoscaling
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[lm-d-workload-variant- kserve / Knative

YRS HPA / KEDA ,
autoscaler autoscaling
REERT £ workload 3 event service/revision/model
£ source service
#IBE  modellD / InferencePool _
. _ / / BAET model serving £ &5/ 4A
X variant cost
WITA TN
o & 3ENR4e HPA/KEDA scale subresource controller/autoscaler
I
ERIER

4 serving fleet FF#AHIN prefill/decode BE. KRE GPU B REIALAH (IS AR SLO MY, WVA 7
ERENE, BERBIBHELALIE model-serving-operator #1& i@ autoscaling AT EE,
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llm-d Workload Variant Autoscaler Z2¥5 5%

TR

[ raw/Llm-d-workload-variant-autoscaler-architecture-analysis.md « €F: https://
github.com/llm-d/llm-d-workload-variant-autoscaler - %3#fhkas HEAD 526ce85

—AJIEE fiL

llm-d-workload-variant-autoscaler 2E M%7 [Im-inference B Kubernetes £ /5 autoscaler, 1#Zzitxt
RER—IEE /InferencePool FHIZ 4 serving variant, Ei&id Prometheus. gateway-api-inference-
extension. KEDA/HPA. GPU inventory # scale target X%, I8 “REEH/BE/MENTENZEY %
DEIZAR” By IMERFEATAN status,

['warning] Conflict

# = 2026-09-22, llm-d 2l dev ZR¥IXXAE R Workload Variant Autoscaler 4579
deprecated, Fi#iR EPP metrics = KEDA Prometheus scaler — HPA B9 458812, TUREBH
FrcRRANA LGSR, SFRATEEMZE. £ lIm-inference-serving-project-
mapo

PZIDZRME]

[
—
| VariantAutoscaling CRD |
| api/vlalphal |
| modelID / min-max / variantCost / targetRef |
|

T
|

reconci le
| A 4

—
controller-runtime Manager

cmd/main.go

- HPA / KEDA ScaledObject reconciler

| |
| |
| - VariantAutoscaling reconciler |
| |
| - InferencePool reconciler |
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| target refs | metrics | pool state
v v \ 4

[ ]
[ ]
| Deployment/ | | Prometheus | | Gateway API |
| StatefulSet/ | | request rate | | InferencePool |
| LWS scale | | queue/cache | | Endpoint / variants |
| | | | | |
| |

I

|
' v

|

| A 4

Saturation Engine
internal/engines/saturation
- replica metrics collector

GPU inventory / Llimiter

queueing model analyzer

| |
| |
| |
| - capacity knowledge store |
| |
| |
| - cost-aware optimizer |
[

| desired optimized allocation
v

[
—

| Actuator / Metrics Emitter |

| internal/actuator |

| emits desired/current replica metrics |
|

I
1

| external/custom metrics
\ 4
HPA / KEDA |
scale subresource |
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v
Serving variants

RIRD =

bal

= / &R R

<

API B ZE X VariantAutoscaling spec/status/conditions.

Manager 7EAf K8s. Prometheus Operator. Gateway API Inference Extension. KEDA. LWS
BB scheme, #£H%E reconciler # engines,

Reconcile  fi##fr scale target. ¥#f conditions. i%HX decision cache. patch status. watch
= workload # InferencePool,

Metrics g _ _

& X% request rate. replica. queue/cache/capacity HHX151%,

. #E1P capacity store. GPU inventory. queueing/saturation analyzer. cost-aware
Hof3IE pacty Yo queueing/ y

optimizer,

WIToHE & desired/current replica Z$5#5ft HPA/KEDA jH %,
KIBEER

FAF &l VariantAutoscaling
|
v
Reconciler resolve scaleTargetRef + InferencePool/modelID
|
—— T TargetResolved / MetricsAvailable / OptimizationReady conditions
L—— JEM namespace / watched resources
|
v
Saturation Engine JAHAREE Prometheus + replica + GPU inventory
|
—— {43 variant capacity / saturation
—— £/ queueing model HEHFIERES
—— RZF GPU / budget / min-max £93R
—— cost-aware optimizer & desired allocation
|
v
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DecisionCache / VariantAutoscaling status
|
v

Actuator & desired replica metrics
|
v

HPA =% KEDA 3j3EX external/custom metrics
|
v

Deployment / StatefulSet / LWS BIZ#Z1k

RITRREEF

+ Variant i autoscaling B—F 3R ERREE Deployment B9 CPU/GPU #5t%, MEiBE—1&
BTARERES. ABKEEETAEMN—MLKIR,

+ AE#36 HPA/KEDA RYERST . WVA EE%4515, SLFF scale {iH HPA/KEDA 5o

- Gateway API Inference Extension =& serving IBXNA: EHEIERE InferencePool #1 endpoint
pool, MAERMuEA workload autoscaling,

- MUSIZRZEREMIRMARBYAFIAZE: capacity store. GPU inventory. queueing analyzer
0 optimizer @it serving capacity curve,

EE Sl

+ |lm-d-workload-variant-autoscaler
+ llm-d
+ model-serving-operator

- gateway-api-inference-extension

+ llm-inference
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IIm-d Zet 511t B3 Hh

Llm-d/Llm-d @ Kubernetes A3 7=t LLM serving stack 2N, EAREE®% docs/guides/recipes/
architecture hub, 38 Llm-d-router. Gateway API Inference Extension BJ InferencePool. vLLM/
SGLang model server. KV cache management. P/D disaggregation. latency predictor. batch
gateway. autoscaling FLAHLHLRAL well-lit paths.

['warning] Conflict

& E 2026-09-22, llm-d ZHai dev R E % Workload Variant Autoscaler 453
deprecated, Fi#iR EPP metrics = KEDA Prometheus scaler — HPA B9 458812, ARREH
FricRRANALIGIT SR, SFRATEEMZE. £ lIm-inference-serving-project-
mapo

AN Q]S

client / gateway

]
| OpenAI-compatible request - Gateway API - Envoy/agentgateway/Istio/kgateway |

| Llm-d Router |
| proxy + Endpoint Picker(EPP): Lload/prefix/SLO aware scheduling \

InferencePool / variants | | advanced components |

| KV index/offload « P/D + WVA - batch
|

model server pods
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v |

| VvLLM / SGLang on GPU/TPU/HPU clusters, with reproducible guide recipes
|

RIRDIE

E/B= =E

docs/architecture/  #ZOZEHISXAY: Router. InferencePool. Model Server. KV cache.

* %

disaggregation. autoscaling. batch,

AIE PSRN /ZRE IR optimized baseline. P/D. wide EP. tiered prefix

guides/** -

cache. flow control. batch. observability

HIEEHAIGIT: autoscaler. batch gateway. planner. resilience operator
docs/proposals/** e & ¥ P " P

Fo

release/**, guides o . .
. /** 6 / &17#0 Kustomize/Helm recipe Ao
recipes/

RIBEHER

1. 153K Gateway API # X\ Router; proxy B ext-proc &if] EPP,
2. EPP #% InferencePool X BRI A model server pods, #H454 load. KV affinity. priority/SLO

profile ¥143,
3. &% EH, P/D disaggregation Ftif prefill Bifk decode, KV cache i&id index/offload &/
reuse,

iR
 lUm-d 8 “ZRIFRENL + AEFSD + well-lit path” (FAEER(Y, MAR—MNARIT#HH,
- B7#IA model server & vLLM/SGLang &4MEB engine, llm-d RE _EAY orchestration {1t

« InferencePool R1ZICHHR: 1§ LLM-optimized Service, A labels/variants RiXHEE, AEFIEEE
ERo

X EEE (UL

0 AIBrix #8EL, Um-d EAREN/EEK, A9 E; F dynamo #8LL, ©F Kubernetes/Gateway API
first; # vilm/sglang #8LtL, EFRE engine, e engine Z LAY serving system,
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P SHEEE

+ GitHub HEMRSRFS: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map

376



IIm-d #Z:CI5 B 8$ 2/ B R

JRX: raw/Llm-d-core-projects-research-2026-09-13.md - JAFFHER: 2026-09-13

—AEE L

llm-d I F vllm / sglang Z £ Kubernetes-native 2 INHIBIEHIS 0% ; OB BEISERE. KV
cache. P/D. ¥ 48%&. Batch. SCIQISIFMIBZE RN XN AL T EEBER

BARZRME]

| Client / Workload |
| OpenAI / vLLM / Anthropic-compatible requests - online - batch + agentic |

| HTTPRoute / API / queue
v

| Gateway / Proxy |
| Envoy - Istio - AgentGateway - Envoy AI Gateway - cloud Gateway API |

| ext-proc / Endpoint Picker Protocol
v

| Llm-d Router / EPP |

| request parser — flow control — Filter = Score = Pick |
| load + queue °* KV locality - latency prediction - priority + LoRA |
|

v v v
InferencePool KV indexer WVA / HPA / KEDA
Pod discovery ZMQ KV events desired replicas
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Model Server Variants
VvLLM - SGLang -

TensorRT-LLM

aggregated Prefill

Decode -

batch

T

| OpenAI API / metrics / KV events

v

Accelerator + Runtime
GPU / TPU / HPU / NPU

- TP/ DP /EP -

KV HBM — CPU — SSD/shared storage |

Batch Gateway

Pool |

files/jobs/status

| —>

|
Async Processor

| | queue + flow gate |

Benchmark

reports |

render/deploy/run

[ ——>

no

]
Inference Simulator

GPU, VLLM-Llike |
|

| —>

Router / Model

| online serving path

| —>

Prism /

compare experiments
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| Llm-d Planner:

intent — traffic/SLO — capacity — recommendation — YAML

IO B ER SR

=

[lm-d-router

[lm-d-kv-cache

[lm-d-workload-

variant-
autoscaler

[lm-d-batch-
gateway

[lm-d-benchmark

[lm-d-inference-
sim

llm-d-planner

(2:¢

FERM). EE
recipe. API#0 well-
lit paths

Proxy + EPP & 8EANO

KV event index/
scorer library

variant /53 48

OpenAl-compatible
Batch API

an JE HAZwHE

AL

VLLM 1T R1EII2E

FREIEBEML!

fi REY L 5 1R) R

HIRBY server A&
4 7= serving stack

endpoint picking.
PA. M. P/D 4mHE

BE prefix EE. &7
BEpMER

S# GPU. P/D. pZs
5 SLO WIBX & B

REBLIBRBIFA
. EAMPRA

SR, ZEEXREAR
Gk

7 GPU 3&3iE routing/
autoscaling/Cl

& GPU/HREY/SLO HY
I RASE LS 3

FEEK

Kubernetes. Gateway API.
vLLM. SGLang. Prometheus

Envoy ext-proc.
InferencePool.
InferenceObjective

vLLM/SGLang KV events.
ZMQ. Router EPP

Prometheus. HPA/KEDA.
InferencePool

PostgreSQL. Redis/Valkey.
object store. Router

Jinja2. Kustomize/Helm.
GuideLLM. inference-perf

OpenAl API. vLLM gRPC.
ZMQ. Prometheus

FastAPIl. SQLite. LLM
provider. KServe/vLLM
YAML

Router / EPP J&KRE& 12

HTTPRoute — Gateway/Proxy
— ext-proc &R
— EPP f## request
— Flow Control admission / priority / fairness
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Filter {&iftimm

Score load / KV / latency / LoRA
Pick endpoint

Proxy %% %l Model Server
VLLM/SGLang #1117 prefill + decode
metrics / KV events P EPP

N R A

llm-d-router 975752 HEMHL Filter — Score — Pick, MABIEEA routing heuristic ElX7E Proxy
., EPPRgE@EE Flow Control &I priority band. saturation. fairness #ll ordering; Proxy #k4£7%{8
HEE. TLS MK,

KV Cache E&#F
Router Z2F3E]
Client
|
v
| ext-proc
[
| Envoy / | » | EPP |
| Gateway API | « | parser — flow control — scheduler |
: i ' endpoint | Filter — Score — Pick
|
|
| | consult
v A 4
[
[ 1
| InferencePool | 4—— discovery | Data Layer
| model Pods | | K8s Pods + metrics + KV + sidecars
|
I
|
|
v

|
| VLLM / SGLang / TensorRT-LLM - aggregated / P-D / E-P-D variants
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Model Servers

| VLLM / SGLang |
| BlockStored -+ BlockRemoved - ALLBLlocksCleared |

| msgpack over ZMQ
v

| kvevents.Pool |
| shard by pod — preserve per-pod order — EngineAdapter |

| kvblock.Index |
| requestKey — pod entries - engineKey — requestkey - LRU/Redis |

A
| Lookup / score

EPP host process |

|

| external tokenizer — TokenProcessor — longest-prefix Scorer |
| GPU/CPU tier weights - speculative entries - multimodal/LoRA |
[

I
|

| normalized KV locality score
v
Filter — Score — Pick

llm-d-kv-cache BUXBARZE “EBKVEFEIME" , M=ZIL engine BY KV state ¥ Router AJEIHH locality

signalo 'BE3Z#F VLLM/SGLang event adapter. siE4E prefix. tier ;]&E. multimodal/LoRA extra keys
#0 speculative indexing; tokenization IETEMER pool sEFBEIFMEE host/sidecar,
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Autoscaling. Batch 53L3@iAEF

Autoscaling

WVA %2BYX queue. running. KV. latency. pending Pod # accelerator inventory, it+& desired
replicas, Fit HPA/KEDA 117, B —[E# Deployment i&& KEDA + EPP metrics; % variant. P/D. &
FIRE{FFN5R SLO A FHFE WVA,

Batch

Batch Gateway fa 5 job/file/output B9 durable lifecycle; Async Processor fasi M Redis 5% Pub/Sub BX
BIER. EERAESM flow control, BIAMA Router, BFMTEL Router WX FIZE: FIEMLI job AlhE
MMEL, EERCRIERERSHRIERE,

Benchmark 5 Simulator

Benchmark A declarative scenario. Jinjarender. Kubernetes lifecycle. harness #1 workspace £}
BJEMLL; Inference Sim B OpenAl/vLLM API. ZEIRAT0. KV blocks. metrics # failure injection it
XEESIO A IAFE TS GPU IEMUEHITE smoke test, Simulator REEF=IHRER L,

Planner BY_EEANC

lim-d-planner B BAB S H &ML B BEE SRR traffic profile. TTFT/ITL/E2E SLO. quality/cost/
latency 1X&, B benchmark. capacity planner 1 GPU recommender £ZE RN, &EER
KServe/vLLM/HPA/ServiceMonitor YAML. EZ& adoption/planning B, &7E Router BITEL&IEKERR
Mo

i F 5857

* lm-d ASRAEHIINAEN, FEARHEE engine,
+ llm-d-router 235 endpoint-level intelligence, F&&H provider gateway,

+ llm-d-kv-cache #2133 locality index/scoring, ~F[EF KV offload 3 KV transfer.
- WVA i@id HPA/KEDA #1174 48, FEIZEXfX Kubernetes autoscaler,

- Batch Gateway IR ZH job, FREIE batch iEKREES interactive requests

- Benchmark 5 Simulator fas33IFMILE, FREIEIEIGER HEL GPU $51R.

* Planner fOREFZEMY, HENEBEXDEFRSF POC LI,
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BIEZRIEhTE
BOEREIBR

HTTPRoute — Gateway/Proxy

ext-proc &K

EPP fi##fr request

Flow Control admission / priority / fairness
Filter f&&EiR=

Score load / KV / latency / LoRA

Pick endpoint

Proxy % %% Model Server

VLLM/SGLang #1117 prefill + decode

metrics / KV events '@ EPP

N A A A

WVA

Prometheus / EPP metrics
queue + running < KV - latency < pending Pods
|
v

WVA Controller |
workload/variant discovery — capacity model — optimizer
supply constraints -+ energy/cost -« latency/throughput SLO

| wva_desired_replicas
v

| | metrics
scale subresource

| Prometheus » | HPA / KEDA

| > |

Model-server Deployments / variants
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Batch Gateway

Client
| POST /v1/files + POST /vl/batches
v

PostgreSQL metadata

Batch API Server |
validation / status | |

| enqueue | |
v | Redis/Valkey |
| l | queue/status |

| Processor workers
| <
| fetch JSONL — invoke |

| backend — write output |
|

I
| OpenAI-compatible requests

v
| object storage / FS
| Router or backend » output
JSONL
|
A
: GC / retry / reconciliation
Benchmark

Scenario YAML + cluster config + CLI overrides

|
v

| Plan phase |
| Pydantic validation — config merge — Jinja render — workspace |
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| standup | — | smoketest | = | run/experiment | — | teardown \
| infratstack | | health/API | | harness+DoE | | cleanup |

workspace: manifests < logs + metrics < reports

Inference Sim

OpenAI / vLLM client
| HTTP + HTTP/2
v

| Llm-d-inference-sim |
| HTTP/OpenAI + vLLM gRPC + render/tokenize + admin/config |
|
[

T

Request/API | Simulator | Engine-compatible signals |

|
| parsing/response | queue/worker | metrics + KV events |
|
[

| latency calculator | prefix KV cache | ZMQ BlockStored/Removed |

| constant/per-token | block eviction | Prometheus vLLM metrics |
| |

|
——— OpenAI-compatible responses

—— Prometheus metrics
L—— ZMQ events — Lllm-d-kv-cache / EPP

Planner

Business intent / user count / priorities

|
v

| FastAPI / UI / CLI
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| Intent Extraction — Specification Editor

| Knowledge Base

| model catalog + GPU catalog - SLO templates - benchmark DB
| Arena/Artificial Analysis quality - empirical/estimated data
[

Recommendation

|
| capacity planner — config finder — quality/cost/latency scorer
| — ranked views / what-if trade-offs

[

| Configuration / Deployment
| Jinja2 — KServe/vLLM/HPA/ServiceMonitor YAML — Kubernetes

P

+ inference-routing

+ kv-cache-offload

+ disaggregated-serving

+ model-serving-operator

+ gateway-api-inference-extension

+ vllm
- sglang
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Local Static Provisioner

Local Static Provisioner I T mAssthi £/ B £ FH 617 local PersistentVolume, B&iEE4SEINSGER
EETE. J#M src-sig-storage-local-static-provisioner-architecture,

ZRMIA S
local PV £ BT A0SR THAMAEIEE RS ER ARt A LA,

(RS

= Fitf

&4, Local Static Provisioner IE2X—ZEHLRIN

Z=F Local PV static provisioning BE/] g

ZEA Kubernetes APl / controller / runtime  1&&, EMNEZEMNERE Kubernetes-native T
354 i

e

Lo

FEBRESE LIRS Ri&EE, NAH kubernetes, llm-inference A&

WY NES

+ Discovery daemon: scan mount directories
+ PV controller: create/delete local PV

+ Node affinity: bind PV to node

+ Cleanup scripts/classes

R
8 Local Static Provisioner J&7E Local PV static provisioning £EiFh: LBTHATAWR. HWHH

AR, BREEREIENBREEZ. AEREZE. TREEN CI/ERNEKE XMARLL star HERRAEE
REREGHAITFA,
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Local Static Provisioner Z2¥951&1+ B9

JRX: raw/sig-storage-local-static-provisioner-architecture-analysis.md « €FE:
https://github.com/kubernetes-sigs/sig-storage-local-static-provisioner - {54k P1

—AEE L

Local Static Provisioner Z ¥ 73 s Zs3thhig 2/ H RFH LI local PersistentVolume, EE&EESSEIELUER
EFT =,

PZIDZRME]

| Local disk inventory |
| Nodes expose disks or directories intended for local PersistentVolumes. |

| Local static provisioner DaemonSet |
| Discovers local paths and creates PVs with node affinity. |

Cleanup policy |

|

| Handles released volumes, reuse behavior, and administrator-defined |
| discovery rules. |
[

388



| Runtime boundary |

| Scheduler binds Pods to the node that owns the selected local PV. |
|

RIRDE

= / R BA%R

Discovery daemon scan mount directories
PV controller create/delete local PV
Node affinity bind PV to node
Cleanup scripts/classes Cleanup scripts/classes

KPR

T REH AR
|
v
daemon &KINAIAERER
|
v
B node affinity B9 PV
|
v
PVC 4B7EfS Pod JAEEIXI TSR
|
v
BREREHRE

ITRREEF

- #M5% Local PV static provisioning #FE: Local Static Provisioner it 271 wiki R R {ZE7E
serving engine (&> operator, MMAERERE Kubernetes & 2R BIZHIE.

« JBFRFIER: local PV 4REREBT R H0ER; ISMBEFEEREER st Atitae,

- ERMNME: ERA kubernetes, llm-inference —#2&, MAMILiTE L,
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EE Sl

+ sig-storage-local-static-provisioner

+ kubernetes
+ llm-inference
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MCP Lifecycle Operator

MCP Lifecycle Operator FAEEAT API Z8&. EIEFET RN MCP Servers, 8 Agent tool server 45
HARGE Kubernetes control plane,  3#M src-mcp-lifecycle-operator-architecture,

ZRMIA S

MCP server framework fBiR/EAT T H; MCP lifecycle operator SR T BARS SBMAE EBH B L LIBIT
MFALRo

(RS

= Ealluii
FEEMCP Lifecycle BEN iEH, MCP Lifecycle Operator ERX—EHNARRIE,

FEH Kubernetes API / controller /

) EE, EMNEENEFBE Kubernetes-native TE,
runtime &%

TiEE, WA mep, declarative-agent-management,
FEBNESE LIRS
" K i agentgateway &,

AR

+ MCPServer-like APIs

+ Controller: deploy/rollout/status

* Integration: gateway/auth/config/secrets

+ Production automation: health, rollout, lifecycle

R
# MCP Lifecycle Operator JR7E MCP Lifecycle £E /ML LB ERATANR. BHTANR, BEE

RESENBREEZ. AEREZE. TREEWN ClI/SEREKERE XMNARLL star HERAEERTEG AT

PAN
Ho
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MCP Lifecycle Operator Z2¥1 51& 1+ BRI #

J&XX: raw/mcp- lifecycle-operator-architecture-analysis.md « €E: https://github.com/
kubernetes-sigs/mcp-lifecycle-operator « 54k P1

—AEE L

MCP Lifecycle Operator FAFEAT API Z8&. EIEFMZ AR5 MCP Servers, 1B Agent tool server 485/
HAML# Kubernetes control planes

PZIDZRME]

MCP server Llifecycle intent |

|

| Platform teams declare tool server version, config, rollout, security, and |
| readiness. |
[

MCP Lifecycle Operator |

|

| Controllers reconcile MCP server deployment, service, config, secrets, and |
| status. |
[

Operational automation |

|

| Health checks, rollout control, version state, and production Lifecycle |
| behavior. |
|
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Consumers |
Agents, gateways, auth layers, and MCP clients discover and use the |
managed tool servers. |

RIRDIE

= [ 1&3R R

MCPServer-like APIs MCPServer-like APIs
Controller deploy/rollout/status
Integration gateway/auth/config/secrets
Production automation health, rollout, lifecycle

RIBEHER

FBFABA MCP server
|
v
operator % deployment/service/config

|
v
$1T rollout/health checks

|
v
gateway/agent &I tool endpoint

|
v
KSHRAERT

KITRREEF

« #FFMCP Lifecycle £ : MCP Lifecycle Operator it i wiki R RERETE serving engine &
operator, MAERERE Kubernetes & BRABSBIEHIME.
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 JLFRHET: MCP server framework fZR/EAS TH; MCP lifecycle operator iR T EARS 258011
EEBRBERSBITHIHR.

- EERNME: B mep, declarative-agent-management, agentgateway —#2%&, MAEMILITF
o

EE Sl

+ mcp-lifecycle-operator

+ kubernetes

* mcp

+ declarative-agent-management
- agentgateway
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metrics-server

Kubernetes & RstrEiE, € kubelet summary/metrics #8&5% metrics.k8s.io, i HPA/VPA/kubectl
top fFM, %M src-metrics-server-architecture,

ZRMIA S

metrics-server IRSZZHIRIETR, 2 Prometheus E1{5; custom/external metrics EE prometheus-
adapter F MK,

(RS

= F By

FE /N /

L EH, metrics-server E@X—ERARINE,
autoscaling &E

w=EM

E;I:;;TS re/s APL/ iEE, EMNEENERE Kubernetes-native T{E7.

runtime ££5%

PR TTITILEIN RiEE; metrics-server R resource metrics plumbing, a7 llm-d FEFE
s &£ EPP metrics = KEDA Prometheus scaler = HPA; [lm-d-workload-variant-

autoscaler ;2 deprecated B[A L%, (NFREZEIB/AREE,

IR A

+ Scraper: E#Bi5iR] kubelet metrics

- Storage: FRE&H CPU/memory resource metrics
* APIService: jEfft metrics.k8s.io aggregated API

+ Consumers: HPA/VPA/kubectl top

TR
8 metrics-server IRTE I / autoscaling £EiT(E: KBERATARR. BHAAWER, BEER

BEHENBRER. BEREZE. TREESN CI/KRERER. XA star HERREERTEE HAIF

VAN
Ho
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https://llm-d.ai/docs/dev/architecture/advanced/autoscaling

metrics-server Z2¥ 51 1T B2

JR3Z: raw/metrics-server-architecture-analysis.md < ©F: https://github.com/
kubernetes-sigs/metrics-server « {fL5t4% PO

—AEE L

Kubernetes FRIsIRE1E, 8 kubelet summary/metrics 2 metrics.k8s.io, i HPA/VPA/kubectl
top M.

PZIDZRME]

| Node resource usage |
| Kubelets expose CPU and memory usage through stats and summary APIs. |

| metrics-server |
| Scrapes kubelets, normalizes samples, and serves an aggregated APIService. |

| Resource metrics API |
| metrics.k8s.io backs kubectl top and basic Kubernetes autoscaling. |
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Consumers |

|

| HPA, VPA, dashboards, and platform controllers read current resource |
| metrics. |
[

RIRDE

E / &R BASR

Scraper FAHAIAIE] kubelet metrics

Storage RRE&H CPU/memory resource metrics
APIService 7EA metrics.k8s.io aggregated API
Consumers HPA/VPA/kubectl top

KPR

kubelet EETIRH Pod 517
|
v
metrics-server HIENHERES
|
v
aggregated API #2ff NodeMetrics/PodMetrics
|
v
HPA/VPA/kubectl top IEX

KITRREEZF

« AT AWM / autoscaling 4EE: metrics-server it 7T wiki RR{EEETE serving engine &
operator, TMAERRTE Kubernetes & BAIESBIEHIE.

- JARFIBT: metrics-server RIRZZFRIENR, & Prometheus &1L, custom/external metrics
FEE prometheus-adapter F4A MK,

< EBINME: B lm-inference, model-serving-operator, [lm-d-workload-variant-autoscaler —
&, mARMILIT,
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+ metrics-server

+ kubernetes

* llm-inference

+ model-serving-operator

+ llm-d-workload-variant-autoscaler
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Model Serving Operator

Model serving operator ;27 Kubernetes LA EIRZEL, runtime. endpoint. autoscaling. GPU
R EIEAR SS 4 an A HARVIZ HIE

R&RIE

=

kserve

ome

kubeai

gpustack

[lm-d-workload-

variant-autoscaler

[lm-d-batch-
gateway

rbg

kthena

openkruise-kruise

Ef
¥R InferenceService / LLMISvc / LocalModel &

Open Model Engine, CRD/controller + runtime selector + accelerator
configs

Model CRD + OpenAl-compatible proxy + autoscaler + model loader

GPU cluster manager + vLLM/SGLang 4&#E + observability

Deprecated FY[F S variant autoscaling i&it, NEi%/1&it5%E

TERERIEE, B3 batch job lifecycle &%) model serving endpoint
F8 RoleBasedGroup / Rolelnstance / CoordinatedPolicy ®AZ A . B
S, EAEMIAR inference workload

F3 ModelBooster / ModelServing / ModelServer / ModelRoute & 5% K8s
LLM serving control/data plane

TEHIZEEEARS, {8124 workload enhancement. image preheat.
workload spread Fo]f&4HY K8s workload automation &=

1 engine BIX 5!

vllm / sglang @#IE engine; model serving operator EVZ engine EEHEMNIE. ¥ 45, KA. &
B4 snEIHAR API R 2B,

A llm-d SMEEAFRIR R

llm-d-batch-gateway. llm-d-benchmark. I[lm-d-inference-sim, LA deprecated/FH5EHY llm-d-

o4k .

workload-variant-autoscaler, %#BH model serving operator EEiXHE—EB T2
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BEZT

Batch job control
plane

Variant
autoscaling (A
)

Benchmark
lifecycle

Simulator

(A%

llm-d-batch-gateway

[lm-d-workload-

variant-autoscaler

[lm-d-benchmark

[lm-d-inference-sim

#0 operator BYiZ5R

FRIRIREARSS, ERAEHR endpoint 11772 JSONL
jobo

Deprecated &1t & /3% variant 358 desired
allocation; IMXEFH/&ItEE,

REEF controller, MEZPE. B17. WEMDMTE

%o

AREXIRERRS, BATFIRIE controller/router/
benchmark #3%,

RIS R EHEIX AR “serving operator” . operator EEBAR A #E/ARE; batch. benchmark #l
simulator Z3ItNEHES. TENFNLE S, WHEFZE, (Im-d ZF1EZZE EPP metrics = KEDA
Prometheus scaler = HPA; [lm-d-workload-variant-autoscaler 89 Entity Conflict Fi2 X% £ i&iHYXH

FEE/RITSE,

1 Kubernetes AE/{strIMNERI X R

1REYARSS operator REIBIERIARS L FHAIE AR, dynamo B/R T 5 —%145: DGDR/Profiler/
AlConfigurator AR EFIALEIEZE, DGD/DCD/Operator AR EFEM, Planner faRiz1TEf P/D B2
=, M Router BTEIERMERR, kueue / jobset / lws JRTE batch #1937z workload 'EAFRIESNPA;
karpenter JRTE T m A2 /G pending pods #H; metrics-server / prometheus-adapter JR7E
autoscaling BEEEIMILEFEIR. kubernetes-workload-automation 325 _EIAIEE(AIL A,
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https://llm-d.ai/docs/dev/architecture/advanced/autoscaling
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NFS Subdir External Provisioner

NFS Subdir External Provisioner 7Eiztis NFS server £ PVC shSEIEFER, BRREXRE/H/NEEE
T0 storage class. i#I src-nfs-subdir-external-provisioner-architecture,

ZRMIA S
CEE R RERENERTRE/CS, EARRIFARATI SR,
+ABtEF

= eall:ii

&4, NFS Subdir External Provisioner IE2X—ZH91%

=3 \F . C
ZZ NFS dynamic provisioning 8877 S

FEH Kubernetes API / controller /
runtime £/

EE, EMNEENEFXBE Kubernetes-native TE,

. RiEE, NA kubernetes, cloud-native-security 28
EEB AR L MRS éL“

o

AR

 Provisioner controller: watch PVC/PV
+ NFS backend: shared export path

+ StorageClass parameters

+ Cleanup/reclaim policy

R

8 NFS Subdir External Provisioner JZ7E NFS dynamic provisioning £EiF(L: LBTRATAXR.
HATARER, BEEREHNEKRER. BAERRE. TREFEI Cl/ERIEHKF, XMAORLE star 2EFE

EERBERITE,
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NFS Subdir External Provisioner Z2¥ 5181+t

RS

[ raw/nfs-subdir-external-provisioner-architecture-analysis.md - €Z: https://
github.com/kubernetes-sigs/nfs-subdir-external-provisioner - {ft5t4k P1

—AEE L

NFS Subdir External Provisioner £zt NFS server £1 PVC shSRIEFE R, BRELE/F/NEEE
0 storage class.

PZIDZRME]

| PVC requests NFS-backed storage |
| A StorageClass points dynamic claims at a shared NFS export. |

NFS subdir provisioner |

|

| Watches PVCs and creates one directory per claim under the configured |
| export. |
[

| PV Llifecycle |
| Creates PersistentVolumes, binds claims, and handles reclaim behavior. |
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Runtime boundary |
Pods mount shared NFS-backed volumes through standard Kubernetes PV/PVC |
objects. |

RIRDIE

& / E1R A%

Provisioner controller watch PVC/PV

NFS backend shared export path
StorageClass parameters StorageClass parameters
Cleanup/reclaim policy Cleanup/reclaim policy

RIBEHER

FREIE PVC
|
v
external provisioner B3 NFS FEZR
|
v
4RE PV IEMIZERR
|
v
Pod #E#; PVC
|
v
fHIBRETIZ reclaim policy ;518

KITRREEF

« %NS NFS dynamic provisioning #FZ: NFS Subdir External Provisioner it 281 wiki N2 {ZE7E
serving engine (&> operator, MAERRRE Kubernetes T & EaIMEIBIZHIE.
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- MRAMT EERESBEREMNMEEST=E/CSI, EaklvgiiExBRENHIHR,
< FERNE: BNA kubernetes, cloud-native-security —#2%&, MASMILiT L,

EESAliET]

+ nfs-subdir-external-provisioner

+ kubernetes
+ cloud-native-security

404



Node Feature Discovery

Node Feature Discovery X¥ CPU. Wi#Z. PCl. NUMA. GPU/INER2ZFEH/ RGeS, HER node
labels/features AR EH, ¥ src-node-feature-discovery-architecture,

JEEIRER: 2026-09-27 B A ZRIAD L IREB Y 386fdad332ba, commit R{EEK release, src-node-feature-
discovery-architecture %28 2026-06-14 #J raw-backed Source; a4 E N k8s-gpu-device-stack,
DRA 5T = EE W kubernetes-dra-design-deep-dive,

7£ M5-C Device / GPU HIEH RN &

NFD worker #:F5 sR4FE, master &% labels/#INIZESR, topology-updater 4P
NodeResourceTopology, GC EEIHAF R, B gpu-operator & placement IRt8ENES, FHEE
™ Pod BYi&%; k8s-device-plugin / dra-driver-nvidia-gpu BE& B2 ECERE, hami HZIEK B REER
RRRETIAITRE

ZEfIA R
device plugin RE A9 ECRIR; NFD BETSEENITE, BIEHN GPU/NUMA/EHEAERIERES.

(RS

= FiI ke
b e o &4, Node Feature Discovery IE@X—EHARIN
EE FEEEHAT AN = y =

Ho

ZEEH Kubernetes API / controller /

) &, ENTENEFR B Kubernetes-native T{ER,
runtime &Epx

Ri&&, KA kubernetes, llm-inference, gpu-sharing

FEENRBELIERS e

DA

+ nfd-worker: node local feature sources

+ nfd-master/gc: label publication and cleanup

+ Feature sources: cpu, kernel, pci, usb, custom hooks
* Rules: custom feature labels
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https://github.com/kubernetes-sigs/node-feature-discovery/commit/386fda4332ba5f049c6f0b107f9a58cd46f5af04

R R

8 Node Feature Discovery IN7E TTREEN LI £E T RBECWATARR, BHAAXR, BEER
BRBENEREEZE. AERRERE. TREEWN ClI/EKEER, XMIRL star HFERRAETEREES HAT T

AN
Ho
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Node Feature Discovery Z2#9 5%t B &R D1

J&3Z: raw/node-feature-discovery-architecture-analysis.md « F: https://github.com/
kubernetes-sigs/node-feature-discovery - {54k P1

—AEE L

Node Feature Discovery ¥ CPU. W#Z. PCl. NUMA. GPU/INRZZFEH/ A48, F S node
labels/features ftiEE A,

PZIDZRME]

| Node hardware and 0S traits |
| CPU, GPU, PCI, kernel, NUMA, and custom device facts matter for |
| scheduling. |
|

NFD workers and master/controller |

|

| Workers scan feature sources; master/controller publishes selected |
| features. |
[

Feature output |

|

| Node labels, annotations, extended resource hints, and optional custom |
| rules. |
|
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Consumers |
Scheduler, device plugins, GPU operators, and AI workloads use the |
discovered traits. |

RIRDIE

= [ 1&3R BASR

nfd-worker node local feature sources
nfd-master/gc label publication and cleanup
Feature sources cpu, kernel, pci, usb, custom hooks
Rules custom feature labels

RIBEHER

worker FET RBEHFHNRAARER
|
v
4% feature set
|
v
master § node labels/extended info
|
v
scheduler/operator 1R#E labels EZFET R
|
v
T EMNFE

KITRREEF

- ST T EBESIARIL 4 E: Node Feature Discovery ik 2] wiki RR{EETE serving engine £
operator, MAERERR Kubernetes SF& BAVAESBIEHIE,
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© RHIG: device plugin BETHEAT; NFD RESREEINTE, BEH GPUNUMA/RBEAIER
BIE(ES,

- EBUNE: BRI kubernetes, lim-inference, gpu-sharing —#£&, MARMILT .

EESAliE

+ node-feature-discovery

+ kubernetes
+ llm-inference

* gpu-sharing
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i

NVIDIA Dynamo ZR¥g 5k SSn@ (SCHEE
hi)

J&3Z: raw/dynamo-architecture-analysis.md « F: https://github.com/ai-dynamo/
dynamo + 73#fThRZs HEAD ed64b7d
ADIEYF README 5EAXEEN; “XHEBEH" 5 “REES” eREX .

—A)IEE fiL

dynamo EfiiF SGLang. VLLM. TensorRT-LLM Z _EREIBH LR LLM HIBEHS. ERRETR. P/
D&, KVESRE. SLAY EMfEEBnE, MASERHIESIZEERS,

AR REV LY 53R

« & prompt B9 prefill £PEZE decode: FAIHII prefill/decode iF0 NIXL KV transfer i RFRE

- EROEIYEREAELERE: B KV overlap + &5 B AKRE, BOEE prefill

- GPUBEF AT B DGDRIEREE, Profiler/AlConfigurator £/ DGD, Planner TE4%iA%E
2l7s,

- worker IEEIZERBEAMAF . A migration. worker inhibition. canary # graceful shutdown £
RS &S,

- FENOFERE: 7% Dynamo Frontend-native B&E, 3¢ Gateway APl + GAIE EPP, 1BAA
I2#0 serving selection fi##f.

ISR
|
| &S / Agent |
| OpenAI API - Responses - Tools |
: |
| HTTP / SSE / gRPC
| A\ 4
_—
| ANOSEREHR |

| Frontend / Gateway EPP / Standalone Router |
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| auth - protocol < tokenize + session hints

route decision request dispatch

| Dynamo Runtime |
| Namespace — Component — Endpoint \
| discovery + request plane - event plane |

KV overlap + load endpoint registration / health
| |
[ v 1
v |
| KV-aware Router \ | Discovery / Control |
| prefix index + scoring | | etcd / Kubernetes / file |
| filters + worker choice | | EndpointSlice / metadata |
| |
I
|
|
v
v |
| Serving graph | Capacity control |
| Prefill pool <> Decode | | Profiler — Planner |
| pool; aggregated mode | | Prometheus — scale target |
| |
I l
|
| | |
KV via NIXL engine API DGD / DGDR reconci le
| | |
v v
v |
| Prefill Worker | | Decode Worker | | Kubernetes Platform |
| prompt — KV | | KV — tokens | | Operator - DGD - DCD
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| SGLang/vLLM/TRT | | SGLang/vLLM/TRT | | Grove / Gateway API

| v
v
| KV state & events | | Observability \
| GPU/CPU/NVMe/Blob | | Prometheus + OTLP - Grafana |
| KV events/index | | traces + logs + FPM |
[ |
RIRDRS51A5R
= Ihik Ak
¥, tokenize. NAHE; A2
Ad Frontend. Gateway EPP. Standalone Router a
I GPU kernel
. . 7e3E worker; FEE2E
RER KV-aware Router. PrefillRouter .
Kubernetes X7
Runti Namespace. Component. Endpoint. discover N .
g ' P V' msemi; FER Operator
me request/event planes
s Prefill/Decode/Aggregated Workers + backend batching. sampling. KV. token
B engine generation
KV/fE KV transfer 53 REFME; FEFNT
NIXL. KVindex/events. KVBM/offload ]
L] f f SR —BEERE
N DGDR. Profiler. AlConfigurator. Planner. DGD/ RERR. ¥4, HE&; THA
= y
DCD. Operator, Grove token FE&RRE
ME T FEMY,; TREFEEIER
i=47)] Prometheus. OTLP. canary. migration RASEIRIE; TheEENR &

412
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BEREEHR

REER
Client
| 1. OpenAI-compatible request
v
Frontend
| 2. validate — chat template — tokenize — normalize sampling
v
Router
| 3. filter ready workers
| 4. score KV overlap + active prefill + active decode + request count
v
Selected aggregated worker
| 5. continuous/inflight batching inside backend engine
| 6. prefill + decode on the same worker pool
v
Token stream
| 7. detokenize / aggregate if non-streaming
v
Frontend

— (Client
P/D 7 EigK

Client — Frontend — PrefillRouter
|
—@ 3% prefill worker
| |
| Fi+& prompt
| 4R KV blocks
|
|

—R[B] disaggregated_paranms

—@ #%4#% decode worker

| |

| F—EN transfer metadata

| @3 NIXL 1@ GPU<>GPU KV transfer
| “—fFF KV FFI8ZF token decode
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L—® stream tokens — Frontend — Client

KV-aware B R iRIF
Request arrives
v
tokenize / normalize
|
v \ 4
KV prefix index active-load snapshot
cached block overlap prefill/decode/request

T
v
worker filters + cost score
|
v
worker choice

v v
request dispatch KV Lifecycle events

L——» index refresh

EREZASBIZHE cache locality 3R A ASHri0, [EIRHESTE22ECH prefill/decode T1E:

adjusted_prefill = max(raw_prefill - overlap_credit, 0), FB%5 projected decode blocks. active
request penalty 63, EFRE “KIZiZ#ZE cache spH & ZHY worker” o ¥l inference-routing 5 radix-
attention,
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DGDR — DGD — Serving

RFREE
| model + backend + hardware + workload + SLA + optional planner
v
DGDR
| discover GPU type / memory / node capacity
v
Profiler
| rapid: performance estimates
| thorough: deploy candidates and benchmark on real GPUs
v
AIConfigurator
| enumerate — evaluate — rank candidate topology / parallelism / replicas
v
Generated DGD
| autoApply=true

| autoApply=false — user review |
v v
Operator reconcile DGD applied
| create worker graph / DCD / services / optional planner
v
Serving deployment

Planner ¥ 45413F

|
OBSERVE | — | PREDICT | — | PROPOSE | — | RECONCILE |
|
|

metrics | | req/ISL | | replicas | constraints |

v

CONSTRAIN |
min/GPU/SLA |

v

| EXECUTE
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| scale_to
|

v
Operator / connector changes replicas
|

L—— feedback —— OBSERVE

throughput loop FUMHFETRFRME TR, load loop RIRLIE SLA[E/1. EA1HZE worker inventory.
MERERREL, KV hit rate. speculative accept length 5 GPU budget; EIlt Planner R2& & CPU
utilization HPA,

Gateway AP| E&H

Client
|
v
Kubernetes Gateway / HTTPRoute
| ANOZREE. IAE. BRI, S0
v
GAIE Endpoint Picker Plugin (EPP)
| £ Dynamo KV-aware selection
v
Selected worker Frontend sidecar
| router-mode=direct
v
Worker / engine

TS

request in flight
|
v
worker error / timeout / disconnect
|
—ARA]EFEEEIR — reject / return error
|
RIS EIR
| cache token/request state
| inhibit failed worker locally
v
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choose healthy endpoint
| migration_Limit not exceeded
|
[

]
v |
replay request | limit reached
| v

» stream response or final failure

BITLE

Dynamo processes

F— pull /metrics » Prometheus » Grafana
—— OTLP traces/logs » 0Tel Collector » Tempo / Loki
— FPM event publication ——— event plane

| — bounded trace queue — JSONL(.gz)

L— request trace rows » JSONL / NATS / OTLP / stderr sinks

eSiaran gl

- Engine 5 orchestration 38 : £ backend B9 kernel. batching. sampling & Il8EA,
- KV @EEBAZRR. BERMmEEH, WM P/D transfer 193 B 170E.

- =FEf#RRE: request. discovery. event EERREIERS— M B1F.

+ Profiler 5 Planner 7. ZERIIKECE, HEERBZ.

- Operator 5 Router B IL: HREA—HMMURIR, SWRMIELIERE.

- NAAE#2: Frontend-native 5 Gateway API/EPP #£FH serving selection,

- SERROIILN: YUNSEERYE trace, ARBEEHIERRR,

178 5 fR

BEAKETX. £ GPU/ZT A, P/D OB, FE KV-aware routing. SLA autoscaling SRR BHIEF
WIE, PRE, 8 GPU. REBTSMIARNKRE, B vlilm 5% sglang BiE %,

P/D S EX1EN0 KV transfer; Planner kRS 4EERE!,; migration FRIBEKREF, Tk KV FE2ZH
IEGEI BNFA PR 812, README FfY 2x TTFT. 7x BohEHRF 2 E benchmark, RRAEBR
iE; ZAR&BIETT GPU benchmark,

EESAliET

+ dynamo
+ llm-inference
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.

inference-routing
disaggregated-serving
kv-cache-offload
model-serving-operator

ai-gateway
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NVIDIA GPU Operator

NVIDIA GPU 3x{41%H Kubernetes Operator, &4t ClusterPolicy/NVIDIADriver BR{ZEIE driver.
container-toolkit. device-plugin. DCGM. MIG manager. sandbox/vGPU 4R, Hai GPUCluster
RMIRIZHY DRA BEIERRIZ. [HSEZRM1F I src-gpu-operator-architecture,

JEEBE: 2026-09-27 E A BRIASD L HREEH 60526e35efee, commit R release, src-gpu-operator-
architecture R85 2026-06-12 B9 raw-backed Source; Zai9 =N k8s-gpu-device-stack, DRA DEE5T
=AERE kubernetes-dra-design-deep-dive,

7T M5-C Device / GPU #E I B

Operator reconcile NVIDIA T 52 04 B 3ETE operands, RiEREIR Pod FKEHIR GPU, 3% 26.7 X4,
ClusterPolicy $ k8s-device-plugin B&42, GPUCluster 3157 dra-driver-nvidia-gpu BI2&E, mWELR
RETER—EEB I H T, WASIFEZERMITHE, GPUCluster I NVIDIADriver/FiZE driver M1 A cdi B9
runtime; XLERHFREEH node-feature-discovery #r& D} Operator Ready &1t

ZRIFIAFR

GPU Operator & “TTRIMHREARE. A%, REFER" , 78X Pod GPU allocation B4, ©i&@
EEFE R EIE k8s-device-plugin, #5 hami. dra-driver-nvidia-gpu 20EREE,

pramactallly

- £EHEIEREE NVIDIAKHHL: GPU Operator,
* kubelet E£% GPU: k8s-device-plugin,

- #1 DRAAPI 93fid: dra-driver-nvidia-gpu,

- HE/EIMEE: hami.
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https://github.com/NVIDIA/gpu-operator/commit/60526e35efeeedef584d8f40db0bac8864f98f26
https://github.com/NVIDIA/gpu-operator/commit/60526e35efeeedef584d8f40db0bac8864f98f26
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/26.7/dra-intro-install.html

NVIDIA GPU Operator Z2¥) 51& 1+ BE& 3 4fr

J&3Z: raw/gpu-operator-architecture-analysis.md - € : https://github.com/NVIDIA/gpu-
operator * 3#frhRas HEAD 0219120 (2026-06-11)

—AEE L

NVIDIA GPU {418 Kubernetes Operator, A ClusterPolicy/NVIDIADriver CRD IRzf driver,
container-toolkit. device-plugin. DCGM. MIG manager. sandbox/vGPU ZFAHIEERSEFMFA
K. EEMNRZ GPU node 24EdpEH, MAEEX Pod GPU BECHEE, XDl kubernetes k8s-
operator cdi gpu-sharing FZ R ITLYL, B R EEBHIRMRIN B IO R FERIE,

PSR E]

ClusterPolicy CR

|
| desired NVIDIA GPU software stack on Kubernetes nodes |

reconci le

ClusterPolicyReconci ler \
singleton, metrics, conditions |

|
| step through states

v
[

[ ]

| State/resource managers | <— | cluster info / labels |
| render assets/state-* \ | OpenShift/NFD/GPU |

|

| create/update operands
v

]
| driver, container-toolkit, device-plugin, dcgm, gfd, mig, |
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| node-status-exporter, sandbox/vgpu components

RIRDIE

& / 1R3R

Controller
manager

ClusterPolicy
controller

State/resources
renderer

CRD/API

FHRSWIIE

RIBEHER

pal

HI\

<

Bz controller-runtime manager. scheme. webhook. leader election.
ClusterPolicy 1 upgrade controller,

3 ClusterPolicy reconcile, ZIKEHIZEL 8BE operands HEFKES/

metrics.

¥ CR spec # cluster info JE% DaemonSet/Service/ConfigMap/CRD Fx & H
create/update,

TE X ClusterPolicy. NVIDIADriver &&EBET spec/status,

&12 driver upgrade. operator validator. (AR E,

Admin applies ClusterPolicy

I controller-runtime manager enqueues ClusterPolicy reconcile

I controller initializes singleton, cluster info, node labels

— state machine renders each operand manifest from assets/state-*

— create/update objects and check DaemonSet/Deployment readiness

L— conditions/metrics expose Ready/NotReady and driver upgrade state

RITAREEF
« Operator BEAM4 AR, REEM GPU allocation: EEBZE device plugin. driver. runtime.

DCGM % operands, EIiE Allocate /5H device plugin/kubelet F&125EA%o
« JRFSHIELE R reconcile MRS GPU BXf44%: ClusterPolicyController.step() ZIRZSHEH, ETF
FiX driver/toolkit/plugin/monitoring BIK#IRFE
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« FBRE™S cluster info f##&: internal/state/driver.go 1R#& OpenShift. precompiled.
kernel. proxy &= B4 R5=FR DaemonSet,

SRR BRI ES

H®E NVIDIA GPU Operator EA EBEJ:]

k8s-device-plugin: kubelet

TEfiL GPU #{4+% Operator DRA driver: 7 APl 53

plugin
i3t ClusterPolicy/ ] ResourceClaim/
i DaemonSet + config )
R NVIDIADriver ResourceSlice
FEH
- SHEER Te/MmREER DRA workload/platform
ERIER

MRFIEIRRIBAIIEDR, KHMER “WITESH agent/runtime” . “MBSHETE” . “HE/iE
4 bridge” , E=Z “Kubernetes/GPU =HIE” . [E—% star FIRENI B &EEARRANEHEBERRRIR
7 b0 trace viewer REEEE{L remote control bridge, GPU Operator 8 REEE X DRA driver 5% device
plugin B9 BRE8 1=,

EESAlicT

+ kubernetes

+ k8s-operator

- cdi

* gpu-sharing

+ k8s-gpu-device-stack
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NVIDIA k8s-device-plugin

NVIDIA B Kubernetes device plugin, 1 GPU/MIG/vGPU &I/ kubelet extended resources, #H7E
Allocate PE&@Id env. volume-mounts B CDI annotations Ei& & {548 B 28, ¥ src-k8s-device-
plugin-architecture,

JEEBE: 2026-09-27 E A BRINSD L HREBH 86142¢f1a93f, commit R release, src-k8s-device-
plugin-architecture &8 2026-06-12 B9 raw-backed Source; i EN k8s-gpu-device-stack, DRA
FTHBER 12 D kubernetes-dra-design-deep-dive,

7T M5-C Device / GPU #E I B

M kubelet JEAf extended resource, i@id ListAndWatch IRE1&ES5#E, 7£ Allocate FIR[EIEE R
ZECE; ©%A kubernetes-dra WFE Claim/FEF/&HEEL, node-feature-discovery BV & IS S
gpu-operator BI4AHFERE BHESRERST; H5 dra-driver-nvidia-gpu BIBRIREIRRILRFRTE API. driver X#F
5ZRENITEL,

ZRMIA SR
TR GPURBEME, FHHRE driver, W RNELBIDEHR, GPU Operator HARBBHIE

©; HAMI £HRFZFEHAECCH device plugin, FEESEREHER—TRFEMA nvidia.com/gpu; DRA
driver M3 A ResourceClaim/ResourceSlice S EHERY,

pramat 2]y

EEFEIEM Kubernetes GPU allocation EHt#lH]. MIG/MPS/time-slicing/CDI ZRE&HI A, Al
serving £&8Y, B gpu-operator. hami. kubernetes-dra B/ TIEARHIEKE T Mo
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https://github.com/NVIDIA/k8s-device-plugin/commit/86142cf1a93fb68a99c5927b9599e13392e27e15
https://github.com/NVIDIA/k8s-device-plugin/commit/86142cf1a93fb68a99c5927b9599e13392e27e15

NVIDIA k8s-device-plugin 22459 51&% 1+ B9
AT

JEX: raw/k8s-device-plugin-architecture-analysis.md « €: https://github.com/
NVIDIA/k8s-device-plugin « Z34frhRZ4s HEAD 8688949 (2026-06-10)

—AEE L

NVIDIA B 7 Kubernetes device plugin, #8Ti=_EH GPU/MIG/VGPU &I /3 kubelet extended
resources, F7E Allocate B E&&ET env. volume-mounts 8 CDI annotations IBIEF LA DR, B2
GPU EEMEME, L/ GPU Operator/HAMi/DRA #iSMEF M EANHE X R, XTH kubernetes
cdi gpu-sharing k8s-gpu-device-stack FERxtL, ERFBENIEMREDHARFIXEMIE,

b gt

NVIDIA GPU Node

|
| NVML / CUDA / Tegra / VFIO / MIG / IMEX / MPS |

| discovery strategy
v

[

| resource manager |
| devices, health, allocation |
|

| per resource

v
[
[ |
| device plugin gRPC server | <———>| kubelet |
| Register/List/Allocate | | DevicePlugin APT |
[ |
I
[ |
| device Llist strategy
v
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| container envvar / volume-mounts / CDI annotations
|

RIRDIE

el

=JREES S

<

CLI/config BT MIG strategy. device-list strategy. CDI/MPS/IMEX/driver root HHCE,

, f#fr discovery strategy, €% CDI handler. resource manager #1 per-resource
Plugin manager

plugin.
Resource EF NVML/CUDA/Tegra/VFIO £Ii&&, AIE MIG/resource mapping.
manager preferred allocation. health,
Device plugin LI kubelet device plugin gRPC: Serve/Register/ListAndWatch/Allocate/
server PreStart,

Feature

. 121 GPU label. MPS daemon #1 node feature discovery &mfo
discovery/MPS

KPR

Node starts nvidia-device-plugin DaemonSet
|
— main parses config/env flags and selected discovery strategy
|
—— plugin-manager creates CDI spec and resource managers
|
— per-resource plugin registers Unix socket with kubelet
|
— ListAndWatch reports healthy GPU/MIG resources
|

L— Allocate validates request and returns env/mount/CDI device edits

It ARRELEF
- &% kubelet device plugin API IERIIENX . TIEZ ORI, BEKRERM Allocate, FEIEBLF
TE S % P 5,

425



« %¥h device list strategy #ZAA[E runtime: envvar. volume-mounts. CDI annotations 7%,
1E2 runtime F#T CDI TYEREBREIZ N,

- resource manager fREREHAIZES . internal/resource/factory.go #%& NVML/Tegra/VFIO i%&#F
manager, plugin server REZEXOEHAT,

SRERMBNENES

i3

= NVIDIA k8s-device-plugin B2 A 2 B

E GPUO tor: FPEEIE -

;Ej B 75 GPU device plugin Eit2 = perator: BEE HAMi: HZIREE/ EIMEY R
\

. ) scheduler extender +
APl  Kubelet DevicePlugin vlbetal Operator CRD )
annotations

#L GPU/MIG/MPS/time-slicing/

B4 s =
B cDl A% memory/core/count
R

NRIRIEPRIPARS IR, LHMER “WITESH agent/runtime” . “URSHETH” . “HE/HE

f+ bridge” , ®=Z “Kubernetes/GPU EHIE" o [E—% star FIREMNTE KL E R RIZETERBERIIR]

. Lban trace viewer AEEEE{K remote control bridge, GPU Operator thRgE%4X DRA driver 5§ device
plugin I ECE& 1R,

EESALEE

+ kubernetes

- cdi

* gpu-sharing

+ k8s-gpu-device-stack

- dra
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OME

OME (Open Model Engine) & Kubernetes model serving operator/control plane, E%t CRD/
controller. model agent. runtime selector #1 accelerator configuration AZR1EEYERE,

R [B)

BRRRSFAEEEERERER. #IE runtime. BBEAEINERSBFIPBRISAEIE, TNIEEN—Fh engine
g GPU #EE #|—E controller, OME # runtime 1E#F# accelerator BRBIRA AT E AMEFHIEHR.

ZIDIA SR

OME FEf)R “WWEEAWIBF B runtime A" , RLUTEL KV-aware routing. P/D traffic
orchestration 3 API gateway ##Zily. EIEEEA serving platform Y4 ARAKE, BASETH router
# engine,

ERR

BEEFEHPAREIE runtime/accelerator R ZFFEMIEE backend, HAZE{REF Kubernetes operator
MFEMBISR. FEL— predictive + GenAl AP| & kserve; EE5EE LLM serving & llm-d. dynamo
3% kthena,

¥ 01 srccome-architecture 5 src-k8s-serving-stack-comparison.
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OME R¥ 511t B

ome-projects/ome & Open Model Engine, Kubernetes operator E&4%89 LLM/model serving Z=%lHE, €
FEE1& manager. model-agent. ome-agent. CRD/config/webhook. runtime selector. accelerator
class selector. storage/model download. OEP proposals.

EDEIoE

user / API surface

|
“ome-projects/ome’ 2 Open Model Engine, Kubernetes operator E&Z&EY LLM/model... |

v

]
| core implementation: ‘cmd/manager’, ‘pkg/controller’ < ‘cmd/model-agent’, ‘pkg/

mode lagent” |
|

| v

| v
-

| “cmd/ome-agent’, “internal/ome-agent’ | | “pkg/runtimeselector’,
‘acceleratorclassselector’ |

|

|
_

v

v |
| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

E/B=x =T

cmd/manager, pkg/controller operator manager #1 controllers,
cmd/mode L-agent, pkg/mode Llagent 1REVHIEY /B agents,
cmd/ome-agent, internal/ome-agent iz17BY sidecar/agent,
pkg/runtimeselector, acceleratorclassselector runtime/accelerator i%&#%,

RIBEHER

1. FBF$23% OME model/workload CR.
2. controller %#F runtime/accelerator/storage FH8l# K8s workload,
3. model-agent/ome-agent QM IBIRE T H,. IRNFEITBIIHE,

BITREE
- operator-first, SRIFEE 4 o ERFIREHFIEHED,

- accelerator configs B9 data parallel override @& Ekia) @,
+ OEP BRER&ELL SR RINER,

X EEE (L

# KServe #8LL, OME ¥ LLM/accelerator-aware; #1 KubeAl #8LbE 1@ operator EEFY BieZR.

P SHEEE

* GitHub HERASRFE: src-github-stars-backlog-current-state
- EBUE]: github-stars-backlog-implementation-map
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OpenKruise Agents

OpenKruise Agents z& OpenKruise E[a Al Agent sandbox lifecycle management B9 Kubernetes [R4 F
&o E18 Sandbox / SandboxSet / SandboxClaim/ SandboxTemplate CRD. E2B-compatible APIl. Envoy &
¥ B. agent-runtime sidecar. identity token F1z)7S CSI mount AER—E “7E K8s LiEE Agent
sandbox” HYIEHIE.

JFAAZEF I src-openkruise-agents-architecture,

RPEFK

« B openkruise/agents

- HFiIfL: GitHub APl 27 REAIASDZ master, &I push 2026-06-12, £9202 stars /78 forks,
Apache-2.0, E£i&= Go

« A wiki 23#Thk4s: HEAD 0e58df8 (2026-06-12)

- O ANH: agent-sandbox-controller. sandbox-manager. traffic-extension. sandbox-gateway

« XBAPI: Sandbox. SandboxSet. SandboxClaim. SandboxTemplate

« P@mAO: E2B-compatible /sandboxes. /snapshots. pause/resume/connect/timeout/debug %
API

- BA7 S codeinterpreter. cloud desktop. Claude Code / OpenClaw sandbox. RL/HITL/
open-world training. Zdr workspace

ZRMIE (L
E2B &K ZE| Sandbox BYHFE

E2B API / CRD request — sandbox-manager
— create / claim / clone / checkpoint
L— route + identity + key storage
!
SandboxClaim / SandboxSet / Sandbox
J

agent-sandbox controller
N8
Pod + PVC + agent-runtime / CSI
\’
Envoy ext_proc — Sandbox Pod IP:port
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https://github.com/openkruise/agents

OpenKruise Agents £ 1E agent-sandbox # agentcube FE[RFEEHH—E:

- Lt agent-sandbox E5E®: XA sandbox lifecycle primitive, 38 warm pool. claim. E2B
API. B&H. identity. CSI#] runtime sidecar &R,

- Lt agentcube FIXE: AF$T AgentRuntime / Codelnterpreter invocation F=RiR, MERHEE
B sandbox EIE. clone/checkpoint. route 1 E2B #ZAHo.

-tk substrate & K8s CRD {t: Substrate Z2£k actor/worker multiplexing #1 wake routing;

- AJ{E/ Agent framework BYiztis workspace backend: AgentScope. coding agent. browser/
desktop agent B LUBE S {F E2B-like H1TIF 1R,

ZIOAR A

Bt

agent-sandbox-
controller

sandbox-manager

traffic-
extension

sandbox-gateway

sandboxcr infra

agent-runtime /
identity /CSI

R PEF

ER

K8s controller-runtime &%, &2 Sandbox. SandboxSet. SandboxClaim.

SandboxUpdateOps. SecurityTokenRefresh,

E2B-compatible HTTP APl $=HlI@E, fa%: claim/clone/pause/resume/delete
checkpoint. APl key storage. team permission # route sync.

Envoy external processing gRPC k55, 18 sandbox i53KEXE 7 original-dst &
Mo

Envoy Go HTTP filter IRASHYEUEEY &, ##4fr sandboxID/port HE dynamic
metadata,

Infrastructure / Sandbox &R #J K8s CRD 5211, 18 APl &K% F| SandboxClaim/
Sandbox/PVC/Pod,

sandbox A runtime #J41k. %58 token £#&. 7S volume mount I B S,

+ Warm pool Z#=HIE Y. SandboxSet fR¥:FAJAETF, SandboxClaim BIIMEY; XLL{E & Pod
pool BE&EH L. BT, KRKRBNARMNER.

- E2B API B&MEIZANRZA: L/E SDK aJ LU familiar API B, &=, k&, &% sandbox; F&1M
3R K8s CRD/GitOps/RBAC BE/Jo

- BREAAZE Service per sandbox: Envoy ext_proc / Go filter F§ sandboxID Z route registry, L3
£33l Pod IP:port, EEAREERIE/KRIEESH sandbox,

- REMRBRLEEMTT: identity provider. APl key storage. token propagation. runtimeClass.
NetworkPolicy # audit @4 =R AT MNEIERIER S .
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AR ARE

- EEETF K8s L1&7E E2B-like sandbox service;

- HE[EEE CRD EEmEAN SDK/API F=&iE;

« HE warm pool [£ff Agent / Code Interpreter /2 E5h;

+ FRE pause/resume. checkpoint/clone. EIZFFEER. BBAMZTE/ namespace/team;
- #8318 Al Agent workspace MZ3/Docker/E2B SaaS iFE|B%E Kubernetes,

(WAL E STy

- RFE— A Agent #EZ25, Python workflow runtime;

« Q#8F 3%/ sandbox CRD, AAERBTIEAE manager/gateway/identity/CSI;

+ X358 runtime enforcement WERSTFAEREHAERE, LBTAEZESN cloud-native-security. OPA/
egress gateway. gVisor/Kata/seccomp FE#&l;

- AN B REEEZRIRE R APl Fl roadmap iR RSB storage/network/runtime/scheduling/
observability 8£77,
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OpenKruise Agents Z29 51% 1+ B & 531

J&3Z: raw/openkruise-agents-architecture-analysis.md « ©F: https://github.com/
openkruise/agents - 73#ThiZs HEAD 0e58df8 (2026-06-12)

—AEE L

openkruise/agents & OpenKruise E[a Al Agent sandbox lifecycle management B Kubernetes JR 4 F
&8F. ERRZE— Sandbox CRD controller, MEiBlEKEENKER—MLRZE:

« FA Sandbox / SandboxSet / SandboxClaim / SandboxTemp late RAEIE{E. BIFA. AI4REN. AJFRRHY
Agent sandbox.

- F8 agent-sandbox-controller & Pod/PVC/template/hash/status/rolling update/warm pool &4
an A Ao

* F sandbox-manager &#& E2B-compatible API, 38 “8l#& sandbox / clone checkpoint / pause /
resume / route” ZR= 5 AP,

- H traffic-extension / sandbox-gateway N Envoy, IBIMERIERR sandbox identity E&FEI E{A
Pod IP #if o

B agent-sandbox FIXRER “LEKIThR + RAKI + ~mii=HIE” | README BB REES
SIG agent-sandbox AP| B9 %, [EBI7E SIG API RTARTRE sandbox API FISLHL,

ISR E
| User / SDK / Platform API |
| |
| E2B SDK / HTTP API Kubernetes CRD API Examples / Integrations |
| /sandboxes /snapshots Sandbox™ resources Claude Code / Desktop |
|
[ [

| | |

| E2B-compatible REST | kubectl / GitOps |

v v v

sandbox-manager (API control plane)
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| HTTP mux + auth/key storage + adapter registry + SandboxManager |

|
| ClaimSandbox / CloneSandbox / Pause / Resume / DeleteCheckpoint |
| route sync with memberlist peers + proxy refresh |

|

| | infra interface | route table update |
| v v |
| sandboxcr infra: create/update SandboxClaim Proxy / peer membership \
[

| Kubernetes API | Envoy ext_proc
v A 4

| [ 1
agent-sandbox-controller (K8s control plane) traffic-extension / gateway |

| |
| | |
Controllers: | | - ext_proc gRPC service |
- Sandbox | | - Envoy Go HTTP filter |
SandboxSet | | - sandboxID + port lookup |
- SandboxClaim | | - x-envoy-original-dst |
- SandboxUpdateOps | | - peer route sync |
|

SecurityTokenRefresh

| Webhooks + indexes + expectations + metrics | | original dst
: T
1 v
|
| reconcile | Running Sandbox Pod |
v | |

! | agent workload
| OpenKruise Agents CRDs | | agent-runtime sidecar
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| || traffic-proxy |

| SandboxTemplate — | | CSI dynamic mount |
| SandboxSet — keep unused pool ready | | security
token |

| SandboxClaim —————F— claim / create / inplace update |
]

| Sandbox pause / resume / checkpoint \
|

| Kubernetes substrate \
| Pods + PVC / persistent filesystem + runtimeClass + NetworkPolicy + CSI \
| Optional checkpoint / hibernation: IP, memory, filesystem, GPU memory roadmap |
|

RIRD =

= /1R

0%
i* E/\J\
CRD EX Sandbox. SandboxSet. SandboxClaim. SandboxTemplate, ZEZ= pause. persistent
API contents. runtimes. claim. template. upgrade. dynamic volume mount,
N controller-runtime manager; A Sandbox/SandboxSet/SandboxClaim/
K8s & . - :
- SandboxUpdateOps/SecurityTokenRefresh controller. webhook. field index. metrics

cleanup,

API¥¥ 22 E2B-compatible API; 1B request adapter. auth/key storage. infra backend.
I E memberlist peer # route proxy A& A% sandbox BEIZARSS.

Sandb = EMIHR Infrastructure / Sandbox ##; sandboxcr SEIA K8s CRD 5EA% claim. clone.
ox infra pause/resume. checkpoint. CSI mount. identity token,

BEEREL  Envoy ext_proc 3% Go HTTP filter; MiEKA###T sandboxID/port, Z route registry, 5\
Em original-dst TTEIEFH M peer FF,

Runtim = agent-runtime sidecar. CSIvolume mount provider. identity provider #1 token
ey 'B  propagation § B
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= /1R
R

5 codeinterpreter. desktop. OpenClaw. Claude Code FiH5, ERINMEHEHRM. E2B
=357 SDK. sandbox image #1 session £ A &K,

KERNR

Sandbox

Sandbox BENMEITIMERIHAERES. EEFEEIE paused. persistentContents. shutdownTime /
pauseTime. runtimes. Llifecycle. upgradePolicy. template/templateRef /volumeClaimTemplates, &
HEE. ME. BAXGRS. runtime sidecar. EhSFHEMFAREEMNE—1 K8s Ko

SandboxSet

SandboxSet 43P —4H “R#¥ claim BYBIF sandbox” , 7S warm pool FIRTIEHITHI28. replicas
RTBEFRIFN unused sandboxes #1&, status IRER available. updated. current/update revision,
labels/annotations M pool. template. claim. owner. hash. lock. restore-from. init-runtime
request. memberlist url FMCRZS,

SandboxClaim

SandboxClaim @38 “AFIEK—1 sandbox” TRITHIE NI XEIT R, Ti@id templateName 7
pool/template, F3 createOnNoStock ZHITEFIEE /2 6IE, A inplacelpdate 32#F image/CPU &
#1, F3 dynamicVolumesMount SZ3F15KBY CSI #E%), HF reserveFai ledSandbox Sz3FRMINIZIRE

KEREIREM
E2B API €132 sandbox

E2B SDK / Client
|
| POST /sandboxes
v
sandbox-manager routes.go
|
—— CheckApiKey / team permission / namespace mapping
— CreateSandbox parses template / metadata / timeout / init runtime
L— choose path:
|
— template exists — ClaimSandbox
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|
L— checkpoint exists — CloneSandbox
|
v
SandboxManager
|
— infra.ClaimSandbox or infra.CloneSandbox
—— metrics + route sync
L— refresh local proxy and memberlist peers
|
v
sandboxcr infra
|
I pick available Sandbox / create / speculate
I lock and update Sandbox or create SandboxClaim
— wait ready when requested
— init agent-runtime when requested
I issue and propagate identity token when feature enabled
— mount CSI dynamic volumes when requested

&R EBZEI sandbox

Client request
|
v
Envoy Llistener
|
— traffic-extension ext_proc
| I parse sandboxID / port through adapter
I route registry lookup
— require route state = running
L— set x-envoy-original-dst-host = route.IP:port

|
|
|
|
L— or sandbox-gateway Go filter
— parse sandboxID / port
I route registry Llookup
L— set dynamic metadata envoy. lb.original_dst.host
|
v
Envoy original dst cluster
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|
v
Sandbox Pod IP:port

Warm pool / claim 4 &5/ HA

SandboxTemp late
|
v
SandboxSet(replicas = unused capacity)
|
— create available Sandboxes
I keep template hash / revision status
— rolling update pool when template changes

SandboxClaim(templateName)
|
— select available Sandbox from matching SandboxSet
I Llock and mark claimed / owner / timestamp
— apply labels, annotations, env vars and inplace update
— optionally initialize runtime and dynamic CSI mount
L— wait ready -> Completed

iR

+ 18 warm pool A FERARZIR, MAEHIENPAY: SandboxSet ik “fR¥F N NEJA sandbox” H
K8s controller #42U 8% ; SandboxClaim MIBAENEHEE L, EFREH L. B, KKEZBHM
owner/label R £,

+ E2BAPI E@mAH, CRD BFAEAO: FREFLUET E2B SDK IR /& {F/ME sandbox, &
BB ET LUEIE Sandbox* CRD i GitOps. RBAC. namespace. %P EHIEIAX.

- BUREMITHIEARFE: sandbox-manager faZREIE. clone. pause. resume # route sync; Envoy
ext_proc / Go filter R S1EIEKRETEIEH] sandbox route, SFHIERAEIEFT Kubernetes API,

« runtime ¥ BB AHIRMAREMRID . runtimes FE&F agent-runtime. csi. traffic-proxy config
it sidecar. oh&EME. REREMAICIAEREEES; identity provider $#OW 2 FEX I token 5
AR provider 93 FFE#

© BIRerRE I#zﬂﬂl,\ﬁq:'. BRI 3THE secret-backed key storage B9 ticker RIFTEAL informer-
driven refresh, B3 E2B API key / token 4 &5 B HA B 2 a0 H LT HIE R,
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5R:EMB X3!

=

agent-
sandbox

agentcu

8

substrat

agentsc
ope-
runtime

OpenSh
ell

FEHR

Sandbox CRD [Ri&

AgentRuntime /
Codelnterpreter
session
orchestration

WorkerPool /
ActorTemplate &%
FE actor substrate

AgentApp / Runner/
deployer

Gateway +
supervisor + policy
proxy

RAEIN

5 OpenKruise Agents FIX 5]

E1R SIG &EHt APl; OpenKruise Agents #8 warm pool. E2B
API. route proxy. identity/CSl/runtime ¥ Bt~ m#HRE—%
1ThiRo

AgentCube A Router + WorkloadManager 8 agent-sandbox &
BX invocation APl; OpenKruise Agents Ei%izf# E2B-compatible
API F1E522EMY sandbox lifecycle/runtime ¥ &o

Substrate 581 actor multiplexing. wake routing.
snapshot; OpenKruise Agents Bt K8s CRD + E2B sandbox &
i,

AgentScope Runtime =2 Python app BR5S 147 ; OpenKruise
Agents & Kubernetes sandbox lifecycle substrate, BI{EA
workspace/E2B S

OpenShell #9381 sandbox A runtime enforcement &
policy; OpenKruise Agents HI5RIIE K8s & apAIHA. . E2B
API F1E& BB = E.

« BBE “7f Kubernetes L1R1Ht E2B-like sandbox fR$3” BY, fi4tE openkruise-agents.

- QRBFSR/\CRD [RiBRY, %£%& agent-sandbox; OpenKruise Agents EEFBYIERZ controller.
manager. gateway. runtime sidecar A identity/CSl,

- B£4%H Agent framework. 18#%ixin workspace/sandbox backend BY, ZEsRIGE E2B API AE
El. template E¥. timeout. Xf¥/m< APl FEEHTTA.

- BXPRERAERBHRITIHESINEE runtimeClass. NetworkPolicy. seccomp/AppArmor.
egress gateway. token revoke # audit; OpenKruise Agents 2t B=, EXREEmENR
runtime enforcement,

ML 5 #F52IE =

« AP| B4 7EIREE#HEA, README/roadmap 7% pool. storage. network. runtime.
scheduling. observability. SDK #iBAEELLEIN,

- SandboxClaim FH&4MEX. create-on-no-stock. speculate. lock # expectations BIERIE X,
m=EREAMRAIRIE,
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- BREARREL K manager/gateway peer )RS, EFEBERIELHIER. ML X route stale BFRY
fail-close 174

« checkpoint/hibernation B9 memory/filesystem/GPU memory & 1B EIK runtime F7ZME/R IR
IIE, FRERBEFEILIT.
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OpenKruise Kruise

OpenKruise Kruise i OpenKruise €, E{iE Kubernetes workload enhancement, #R#& src-
openkruise-projects-current-state, E& OpenKruise &7 POIE, F CloneSet. Advanced
StatefulSet. Advanced DaemonSet. SidecarSet. UnitedDeployment. WorkloadSpread.
ImagePullJob ZFiZHIZs 4B FR4E Deployment/StatefulSet TEAFIEN A EE AN E B b e 1.

ZRMIA SR

EARHIEES, tWAE GitOps TE, EfITF Kubernetes workload controller &, F§ CRD/controller
¥ B workload £ EHA. o#tA%. sidecar N, BEIAMER S

T ARHREE

= F by

$#%& openkruise-kruise, B%& openkruise-rollouts / kruise-

A8IEAR OpenKruise 85T 4 .
game / openkruise-agents,

&4 Deployment / StatefulSet

. EE XL CloneSet. Advanced StatefulSet. WorkloadSpread,
e T = P

#8RfF 5T Al/LLM servin
/ & A1{E/ model-serving-operator B9 workload automation 3188,

[FE Agentsandbox £#rEIHl & openkruise-agents.

R

2 Kruise FX7E kubernetes-workload-automation BI2f#: © BEZ workload 1ITHI2RIEX, MAEE
fX kube-scheduler. Kueue. Karpenter 8 Gateway API,
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OpenKruise Rollouts

OpenKruise Rollouts 2 OpenKruise B enhanced rollout =%, @EINEXLH. oftEH. REA
BN A Boht. 1R src-openkruise-projects-current-state, E& OpenKruise PO &%, &&#1 Argo
Rollouts. R4 Deployment rollout. Gateway/Ingress SREI9—iCxttt; EEELREYIN kubernetes-
workload-automation B release governance Firl#,

ZRMIA SR

EXE “WhRAEHFZED LAHRERIR , T257%E GitOps &4, GitOps TRATAERSKIE;
Rollouts IZHISKRR A TR, #R. EiF. HEHNIRERE,

T ARHREE

= by

EE, M kubernetes-workload-automation # release
governance B&&& T,

FE Kubernetes En#H 4%

A8#0 Gateway / Ingress iZt]]

nEE

BE, FEMRSIZHRIFTER,

BEIE workload EEIA&R G $#%& openkruise-kruiseo

TEEIE Agent sandbox %& openkruise-agents.

R R

A Rollouts B RERF rollout HEH, EEFEINREAH workload controller. traffic provider.
metrics analysis. GitOps reconcile FIEIRREHHE
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OpenKruise AR B HaiPKkS1 8

R

raw/openkruise-projects-current-state.md -«

=i HER: 2026-06-15 -

¥R GitHub

API openkruise organization repositories + gh repo view EZEREE,

2£36

a1 wiki B5ER% openkruise-agents, OpenKruise £

El%E Kubernetes workload B b Azm 1555 MBR 4 :

« workload enhancement: openkruise-kruise

+ progressive delivery: openkruise-rollouts
kruise-game

+ specialized workload:

MERMHELAZE “BFRECEHRRN , M2

+ observability / operations: kruise-state-metrics. kruise-dashboard

+ controller/operator isolation: controllermesh

+ deployment/API support: openkruise/charts. openkruise/*-api

SR EETHE

st fo =
BE ar otk oo
push

s s

openkruise/ 52 89 2026-
kruise 67 0 06-08
openkruise/ 25 10 2026-
rollouts 4 6 06-13
openkruise/ 10 16 2026-
kruise-game 5 9 05-22
openkruise/ 20 - 2026-
agents 2 06-12
openkruise/ 2025-

. 55 30
kruise-tools 07-22
2023-

64 10
05-30

release

v1.8.3/
2026-02-25

v0.6.2 /
2025-12-22

v1.0.0/
2025-07-21

v0.3.0/
2026-05-15

v1.2.2/
2025-06-23

none
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Go

Go

Go

Go

Go

=

I

Automated management of large-
scale applications on
Kubernetes, CNCF incubating,

Enhanced Rollouts features for
application automation,

Game Servers Management on
Kubernetes,

Agent sandbox lifecycle
management, BIRN wikio

Kruise libraries/tools.

controller/operator isolation and
management,



BE

openkruise/
controllermes
h

openkruise/
kruise-state-
metrics

openkruise/
charts

openkruise/
kruise-
dashboard

openkruise/
openkruise.io

x| ERCE

B

st
ar

12

16

21

fo
rk

14

49

98

openkruise/kruise-api

=3l

push

2025-
04-28

2026-
06-08

2025-
11-19

2026-
06-05

openkruise/kruise-rollout-api

openkruise/agents-api

release

none

agents-sandbox-

manager-0.3.0 /
2026-05-22

none

none

openkruise/client-java/openkruise/client-rust

openkruise/samples

openkruise/community / summer_of_code

openkruise/website
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i
s

Go

Must
ache

Type
Scrip

Java
Scrip

Ealllii

OpenKruise CRD metrics addon,

OpenKruise Helm charts,

Dashboard for CloneSet /
Advanced StatefulSet / Advanced
DaemonSet,

OpenKruise documentation
websiteo

API definition repo, i&E&7E openkruise/
kruise IRNBISI A, FEINEINEE LK,

Rollouts API definition repo, Ef
openkruise/rol louts 4@BhF1 ¥

Agents API definition repo, {7
openkruise-agents [F4:4M 7t

SDK, B&3FEf OpenKruise client 2B %
A, BUARRETEN.

IR, BEEESIA.

AEME, MBI,

231, F#BE openkruise. io.



(eyE
openkruise/controller-tools

openkruise/federation / controllermesh-api /
game.openkruise.io/kruise-helm/kruise-argo/
utils

HEFLR

PO: kruise, rollouts, kruise-game

F1| 7
fork, AHNIEIE,

HETERIAEN. API/SIHE/ G, &
%o

P1: kruise-state-metrics, kruise-tools, kruise-dashboard, controllermesh

P2: charts, API definition repos, openkruise.io docs as supporting sources

openkruise-agents BESERKIETVRIZZRATI, FEREETT OpenKruise £EBEFERNBWRIB S| Ao
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prometheus-adapter

Prometheus Z| Kubernetes custom/external metrics API BYiEECE, ik HPA BEETF QPS. PAFIKE.
SIEREEIRIERRY 48, 1% src-prometheus-adapter-architecture,

ZRMIA S

metrics-server £ CPU/memory resource metrics; prometheus-adapter 24 BE X /IMNEF1E1R, BEK
autoscaling BYX 5815,

(RS

= EallLii

= custom/
external iEH, prometheus-adapter ERX—EMARINE,
metrics BEA

=EM

Kubernetes . ) .
ES, SHEEMERE Kubernetes-native T{E

API / controller/

runtime &A%

RiEH; prometheus-adapter Rt custom/external metrics plumbing, i
FEEMRMESE |lm-d FHEPE(ER EPP metrics = KEDA Prometheus scaler = HPA; llm-d-
SERERTR workload-variant-autoscaler ;& deprecated I i&it, (NMRBEERE/ARS
z,

AR

- Discovery: 1R#& rules &Il Prometheus series

+ Mapper: series -> Kubernetes resource/custom/external metric
- APIService: custom.metrics.k8s.io / external.metrics.k8s.io

+ Query renderer: 8 HPA 15K%5 5% PromQL

R
8 prometheus-adapter F7E custom/external metrics EiFE: EBETCHANTANR. w@HAAR

R, BEERSSHNBEKEEZR., BHERR. TRREFE Cl/SEREEZE. XPNARLL star RERATERS
EEHRAIFE.
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https://llm-d.ai/docs/dev/architecture/advanced/autoscaling

prometheus-adapter Z2149 51% 11 B 24

J&3Z: raw/prometheus-adapter-architecture-analysis.md - €F: https://github.com/
kubernetes-sigs/prometheus-adapter - {54k PO

—AEE L

Prometheus Z| Kubernetes custom/external metrics API B3&EERE, it HPA BEELTF QPS. PAFIKE. Wb
SRR EHEIRFEIRY 48,

PZIDZRME]

| Prometheus metrics |
| Application, queue, GPU, request, and serving metrics Live in Prometheus. |

prometheus-adapter |

|

| Rule mapping converts PromQL results into Kubernetes aggregated metrics |
| APIs. |
[

| Metrics API surface |
| custom.metrics.k8s.io and external.metrics.k8s.io expose selected series. |
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| Consumers |

| HPA and custom autoscalers scale workloads from domain-specific signals. |
[

RIRDE

& / R3R B3

Discovery IR rules &I Prometheus series

Mapper series -> Kubernetes resource/custom/external metric
APIService custom.metrics.k8s.io / external.metrics.k8s.io

Query renderer 18 HPA 3E3K¥:RK PromQL

KPR

Prometheus #MEX S/ ASIER
|
v

adapter 1R#E rules BRETFSHR
|
v

HPA 353K custom/external metrics
|
v

adapter 17 PromQL FiR[El{E
|
v

HPA 1RIBIEMRY 48 workload

ITRREEF

« #M5% custom/external metrics 46 : prometheus-adapter it g wiki RREEETE serving
engine B8 operator, TAEAEFE Kubernetes & ERIAELBIZHIE.

« BFFIRT: metrics-server £5 CPU/memory resource metrics; prometheus-adapter 45 BE X /4h
ERiELT, RE%K autoscaling FYX T
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< EBINME: BRI lm-inference, model-serving-operator, [lm-d-workload-variant-autoscaler —
g, mARIMILITFh,

EESAliET]

- prometheus-adapter

+ kubernetes
+ llm-inference
+ model-serving-operator

+ llm-d-workload-variant-autoscaler
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RBG (RoleBasedGroup)

RBG & sgl-project B9 Kubernetes workload API, FF4HIZAE. BIRE. 5730 Alinference
workload, 1B gateway — router — prefill = decode XZARZ FRIARL RoleBasedGroup, MAEESZ
1 Deployment/StatefulSet Y E R HEXMII R,

PZIDHR

 Role: 81 ABHAEECH spec. E£mAERMSERE, 40 prefill/decode,
* RoleBasedGroup: Ap—MZIEHIERSHNZABEK,

* Rolelnstance: 5—%H Pod BEFIRES S HLKETT,

+ CoordinatedPolicy: WhMEAEABHL%K. #48. maxSkew F progressions

ZRMIA S

RBG fi#/RHIZE workload topology. KA. RFIEIE. gangscheduling. FE/MEFMIMER BN,
TR ETE APl gateway, tBAZHEIE engine, BIEE1EN dynamo. llm-d sXE# router/engine £FH
Kubernetes workload substrate,

&S R

&5 P/D. multi-role. EEMAIE/ AR/ BNRELFIBEXNTR, EREFE—NEEER
Deployment + Service, RBG WHEAREEIEEE E; ERETEEIKA. RA. canary M1 APINO, &
EHEEH serving/router A4,
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scheduler-plugins

scheduler-plugins &F kube-scheduler framework B9 out-of-tree &S, BFHRMES~HIEE
¥R, ¥ src-scheduler-plugins-architecture,

UEHEIRER: 2026-09-25 1ZIGHE 5 BAIA D 2 IRER A 6df8d8edae5f, % commit ALK release, src-
scheduler-plugins-architecture 1R & 2026-06-14 BY raw-backed Source |REE; HFiEInBEIRNEN
kubernetes-workload-gang-scheduling-design, EE28MFEM kubernetes-scheduler-core-design,

£ M5-B Workload / Scheduling & hrI (I &

scheduler-plugins i@id out-of-tree framework extensions £5BA%). TiE. 9. REIBITEMER,
ZREBEYFEILAC Kubernetes ki SHaFECE. ©AIEE jobset. lws WIS apEHRA, 738 karpenter
B =EIE; kueue BIEREUENS scheduler B9 placement A2 REEIE, EiRREEFA scheduling. x-
k8s.io/vlalphal PodGroup / ElasticQuota 85 R4E Kubernetes Workload/PodGroup API X 43

Zetia st
Kueue f# workload admission; scheduler-plugins 0 Pod %] Node BY placement,

(RS

= F b
FERAE | BREN iE&, scheduler-plugins E2X—EHARIE,
EEH Kubernetes APl / controller / runtime BE, EHEEMERE Kubernetes-native TE
339 o

FESNESBE LIRS XRiEE, WA kubernetes, llm-inference &,

WY NES

+ Framework plugins: queueSort/preFilter/filter/score/reserve FH B m
+ Scheduler binary/config

« Controllers/examples for capacity/placement policies

* Integration tests and manifests
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https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd
https://github.com/kubernetes-sigs/scheduler-plugins/commit/6df8d8e4ae5f53d8c20e57e703d7f0a6340baddd

R R

18 scheduler-plugins I7E HE / HR HEWE: FBEERATANR. BHAANER, BEERSRMH
NIEKRERZ. FERRE. TREBRE CI/SERRRE. XMNERLL star MERRAEERETERHFIT A,
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scheduler-plugins Z2¥951&% 1+ & 531

J&3Z: raw/scheduler-plugins-architecture-analysis.md < ©F: https://github.com/
kubernetes-sigs/scheduler-plugins « {54k PO

—AEE L

scheduler-plugins & F kube-scheduler framework B9 out-of-tree {ff&E S, BFHAMESHEE
VB

PZIDZRME]

| Scheduling policy gap |
| A platform needs behavior beyond the default kube-scheduler policies. |

Scheduler framework extension |

|

| Out-of-tree plugins implement filter, score, reserve, permit, bind, or |
| related hooks. |
[

Supporting components |

|

| Controllers, manifests, scheduler profiles, and integration tests provide |
| operational context. |
|
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Runtime boundary |
Pods and Nodes are scheduled through Kubernetes scheduler profiles using |
the plugins. |

RIRD I

& [ 1R3R HR%R

) queueSort/preFilter/filter/score/reserve F¥ &
Framework plugins

=
Scheduler binary/config Scheduler binary/config
Controllers/examples for capacity/placement Controllers/examples for capacity/placement
policies policies
Integration tests and manifests Integration tests and manifests

KPR

Pod 1# N\ scheduler queue
|
v
HEHFTER extension point 515
|
v
score/filter/reserve BRZET =ikiR
|
v
scheduler bind Pod
|
v
=28 /HEMR R IR SRR AR

454



WITRREEF
- MSFIEE / BR4E: scheduler-plugins it 7] wiki RR{EEETE serving engine &4
operator, MAERERE Kubernetes & BRABSBIEHIME.

« BFFIRT: Kueue f workload admission; scheduler-plugins 20 Pod Zl Node B9 placement,
- ERMNME: ERF kubernetes, llm-inference —#2&, MAMILiTE L,

EE Sl

+ scheduler-plugins

+ kubernetes
+ llm-inference
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Secrets Store CSI Driver

Secrets Store CSI Driver i&3Z CSI volume $E4MB secret store 3N Pod, #3#F provider. rotation #18]
& Kubernetes Secret [G1%#, ¥l src-secrets-store-csi-driver-architecture,

ZRMIA S

Kubernetes Secret 2&EfAXR; Secrets Store CSI Driver {EEEIEEEIMB secret manager, B1THY

=2
ARt ZF

=28
=

FEFE / RiEeE

FEH Kubernetes API / controller /
runtime £/

FEBNBEPELERE

AR

11

1I&EH, Secrets Store CSI Driver E@X—ENARKRINE.

EE, EMNFEFEMEFRE Kubernetes-native T1E.

TiEH, A cloud-native-security, agent-credential-
isolation &,

+ CSl node plugin: mount volume into pod
+ Provider gRPC: Vault/Azure/GCP/AWS 4B secret

+ SecretProviderClass API
+ Rotation/sync controller

R

18 Secrets Store CSI Driver JR7E 7 / RiE £EI¥E: RBCHRAFANR. BEAANR, BEER
BRHENEREREZ. FERREFE. TREZECI/SKREREZ. XA star HEEREERREREFIF

PAN
Ho
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Secrets Store CSI Driver Z2#9 51§ 1+ BB O

JRX: raw/secrets-store-csi-driver-architecture-analysis.md « €F: https://
github.com/kubernetes-sigs/secrets-store-csi-driver - L4k PO

—AEE L

Secrets Store CSI Driver i&3Z CSI volume 385N secret store ¥\ Pod, H3Z#¥ provider. rotation #1d]
%t Kubernetes Secret [@#5,

PZIDZRME]

| Pod volume intent |
| A Pod references a SecretProviderClass through a CSI volume. |

| Secrets Store CSI Driver node plugin |
| Handles mount requests and coordinates provider calls on the node. |

Provider and sync layer |

|

| Provider gRPC plugins fetch external secrets; rotation and optional K8s |
| Secret sync run separately. |
[
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Runtime boundary |

| Pods receive mounted secret files while source of truth remains in |
| external secret stores. |
|

RIRDIE

& / &R BASR

CSI node plugin mount volume into pod

Provider gRPC Vault/Azure/GCP/AWS 4 ER secret
SecretProviderClass API SecretProviderClass API
Rotation/sync controller Rotation/sync controller

R

Pod 5|F SecretProviderClass volume
|
v
CSI driver &R provider
|
v
provider HIEXIMER secret
|
v
driver mount %| Pod filesystem
|
v
BEE2 A Kubernetes Secret Fig4:

RITRREEZF

- MSTIERE / EIE 4E: Secrets Store CSI Driver ik a1 wiki RR{EHE serving engine B
operator, TMAERRRE Kubernetes SF& BAIARSBIEHIE,

- HFLIRT: Kubernetes Secret @EEBFAXTER; Secrets Store CSI Driver {BEEIRE1EIMNP secret
manager, E1TEIERH,
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- WEMNE: BN cloud-native-security, agent-credential-isolation —#2&, MARIMILIFH,

EESALEE

 secrets-store-csi-driver

+ kubernetes
+ cloud-native-security

+ agent-credential-isolation
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Security Profiles Operator

Security Profiles Operator &2 seccomp/AppArmor/SELinux profiles, #Ai&id recording 1BiE1TEY1T
N AIERE profile, 1¥M src-security-profiles-operator-architecture,

ZRMIA S

NetworkPolicy EM4%; SPO & syscall/LSM runtime confinement, &&= X workload #1 Agent
sandbox 1415,

(RS

= Ealli

iEH, Security Profiles Operator IERX—ERAR R

2 Runtime security BE7J 5

FEH Kubernetes API / controller /

) S, ENEENMERXBE Kubernetes-native T{E.
runtime &%

RiEH, [ cloud-native-security, agent-sandbox

HE,

FEBENRBELIIRZR

AR

+ CRDs: SeccompProfile, SelinuxProfile, ProfileRecording
+ Daemon/controller: install profiles on nodes

+ Recorder: capture syscalls/behavior

+ Admission/profile binding integrations

R
8 Security Profiles Operator J&7E Runtime security 4EFE: ABTRATAXR. BHHAAWNER, B

ECREHNEKREBE. BAERR. TREEFEH CI/ERHEEF. XMARL star HERREREECEREESY
GIRS=H
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Security Profiles Operator 229 51& 1t B &5
AT

[ raw/security-profiles-operator-architecture-analysis.md - €F: https://
github.com/kubernetes-sigs/security-profiles-operator - L5tk P1

—AEE L

Security Profiles Operator EIE seccomp/AppArmor/SELinux profiles, HmJi@id recording IBiE1TRY1T
R RIERE profile,

PZIDZRME]

| Runtime security policy intent |
| Platform teams define seccomp, AppArmor, SELinux, or recording behavior. |

Security Profiles Operator APIs |

|

| Profiles, bindings, recordings, and status are represented as Kubernetes |
| objects. |
|

| Controller and node delivery |
| Profiles are generated or installed on nodes and attached to workloads. |
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| Runtime boundary |
| kubelet and container runtime enforce workload security profiles. |

RIRD I

= / &R BASR

CRDs SeccompProfile, SelinuxProfile, ProfileRecording
Daemon/controller install profiles on nodes

Recorder capture syscalls/behavior

Admission/profile binding integrations Admission/profile binding integrations

RIBEHER

BRFEBRZ®RS profile
|
v
operator DAEIBEFTIR
|
v
Pod runtime 5|F profile
|
v
R#%/runtime enforcement
|
v
REMKWEHES

KIHRREEZF

- #M5F Runtime security 4E: Security Profiles Operator it 2451 wiki R2{EHTE serving engine
4 operator, TMHERRFRR Kubernetes & BRIFESBIEHIE,
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- 1HFRFIMT: NetworkPolicy EMZE; SPO & syscall/LSM runtime confinement, &&= X
workload # Agent sandbox 151,
- EERNE: B cloud-native-security, agent-sandbox —#2 &, MAEIMILIF(Eo

EESAliE

+ security-profiles-operator

+ kubernetes
+ cloud-native-security

+ agent-sandbox
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sig-storage-lib-external-provisioner
sig-storage-lib-external-provisioner  Kubernetes dynamic volume provisioner B9/Z, % PVC

watch. PV 8lI&. reclaim # controller lifecycle, ¥ src-sig-storage-lib-external-provisioner-
architecture,

eI R
E1& provisioner % NFS provisioner &MEFIRATT; XM ELE Kubernetes 12288 AR,

(RS

= By

iEH, sig-storage-lib-external-provisioner IERX—ER

& external provisioner Llibrary BE7J .
" P YRS emma,

FEH Kubernetes API / controller /

) EE, ENEEMERXE Kubernetes-native TE.
runtime &%

TEEHESELIENR REE, N kubernetes A&,

AR

+ ProvisionController: PVC/PV watch and sync
* Provisioner interface

- Leader election/events

* Reclaim/delete handling

ERR T
18 sig-storage-lib-external-provisioner JA7E external provisioner Llibrary 4EiTd: SBERNTA

MR, HAANR, BEEREIENBREEZE. AEREZE. TREEN CI/EREKEZE, XML star
HERRECRRESHAITE,
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sig-storage-lib-external-provisioner 2295

1T AR

JRX: raw/sig-storage-Llib-external-provisioner-architecture-analysis.md « BFE:
https://github.com/kubernetes-sigs/sig-storage-lib-external-provisioner - 54k P1

—AEE L

sig-storage-lib-external-provisioner ;& Kubernetes dynamic volume provisioner B[, %R PVC
watch. PV lIZ. reclaim # controller lifecycle,

PZIDZRME]

| External storage provisioner code |
| Driver authors need common PVC/PV controller mechanics. |

Provisioner Llibrary |

|

| Watches claims, manages finalizers, events, leader election, and |
| controller flow. |
|

| Driver hooks |
| Provision and delete callbacks implement storage-system-specific behavior. |
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Runtime boundary

claims.

External storage appears to Kubernetes as PersistentVolumes and bound

RIRDIE

= [ 1&3R
ProvisionController
Provisioner interface
Leader election/events

Reclaim/delete handling

HAST

PVC/PV watch and sync
Provisioner interface
Leader election/events

Reclaim/delete handling

RIBEHER

controller watch PVC
|
v
JVERSEILA Provision()
|
v
B2 PV HYE
|
v
PVC/PV fRIBRESIEF Delete()
|
v
EHMEIRER

N N \ s
RITAREEF
« #M5% external provisioner Llibrary ##FE: sig-storage-lib-external-provisioner it a1 wiki XX

{E887E serving engine & operator, MHERERE Kubernetes & BB ITHIE,
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- R BEK provisioner 30 NFS provisioner SMBFIHAETS; X MEAIE Kubernetes 1554288
PR,
- EBMNME: ERA] kubernetes —f2E, MARIMILIT .

EESAliE

+ sig-storage-lib-external-provisioner

+ kubernetes
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SkyPilot

SkyPilot ZmEM Al/ML TE BN Z =E HEHFHE. B i@ YAML / Python API 5BR Task. Dag.
Resources, SkyPilot fa33i%&#F A B{EEH GPU/CPU/TPU &R, SER provisioning. XHREF.
setup. run. BERFMBNENL. ¥R src-skypilot-architecture,

ZRMIA S

SkyPilot Atk LLM #IEN%, WAREEEIE KV cache, BAITF llm-inference B EE: JRTE workload
ROZBTEM N = BRNXKIE. BRFhRfl. BRDERRE, LUK SKIMBIAN{ failover,

Kt

- Client/SDK#E YAML. CLloverride. env/secrets. workdir ¥5% Task/Dags

* APl server faZR¥4M%. RBAC. request queue. blob storage 1B E o

- Optimizer #ZHRE. Mg, BEFMKM blocklist i%&#F cloud/region/instance,

+ CloudvmRayBackend {B#&Ri%EEEE Ray cluster. Kubernetes. Slurm = VMo
- Managed jobs / SkyServe / pools 7£ launch/run Z EiE1EL M E RS ITHIZs.

pramactallly

FERE L GPU BIRLF. failover # Al job/serve $£HIBSE SkyPilot, FEEAHEIES|ZEE viim /
sglang; EE %Y 5 LLM serving Zi#HEE dynamo / llm-d; FEZ Kubernetes GPU i&&E%E k8s-gpu-
device-stacko
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SkyP|lOt *lj% -l_lu\lligﬁj\*ﬁ

JE3Z: raw/skypilot-architecture-analysis.md « €/%F: googsl1025/skypilot - iRz
master HEAD 55b9185 (2026-06-01)

—AEE L

SkyPilot @—1"EM Al/ML TEREHNZ=RE1EHIFE: AF A YAML / Python API /B8 Task. Dag.

Resources, SkyPilot fa33i%#F ] BEER GPU/CPU/TPU EHhti&HE, STk provisioning. XHREIF.

setup. run. BERMBEER,. ENXEFEEE “BRER" M ‘B @4 T ZERA APl server

request BA%I. optimizer. CloudVmRayBackend. cloud/provision provider #%[. controller
(managed jobs / serve / pools) J1EB.

AN Q]S

| User surface |
| sky CLI (Click) <+ Python SDK - YAML recipes + Agent skill |

| Task / Dag / Resources / service / pool / job_group
v

Client side |
sky/client/cli/command.py |
—— YAML/command parsing, CLI overrides, env/secrets merge |
L— sky.client.sdk.* |
sky/client/sdk.py |
— local admin policy + confirmation |
— upload workdir/file_mounts blob |
— POST /launch, /jobs/*, /serve/* + stream request logs |

| authenticated REST request + request_id
v
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API server
FastAPI server.py
— auth: loopback / oauth2-proxy / service-account JWT / basic auth
—— RBAC + workspace permission
I request DB + blob storage + log streaming
L— executor: LONG queue vs SHORT queue

| scheduled long-running request
v

Execution orchestration

sky/execution.py
I validate + admin policy + secrets/volumes resolve
— OPTIMIZE: Optimizer.optimize / optimize_job_group
— PROVISION: CloudVmRayBackend.provision
—— SYNC_WORKDIR / SYNC_FILE_MOUNTS / SETUP
— PRE_EXEC: autostop/hooks/skylet
L— EXEC: submit task to cluster job queue

| Launchable Resources
v

Provider substrate
optimizer.py + resources.py + clouds/*.py + provision/*
I catalog/pricing/accelerator offering
[ Cloud feature gates: spot, ports, docker, autostop, HA controller
— SkyPilot provisioner or Ray autoscaler template
L— cloud APIs: Kubernetes, Slurm, AWS, GCP, Azure, OCI, RunPod, ...

| VUMs / Pods / Slurm allocations
v

Remote runtime
Ray cluster + skylet + job queue + logs + autostop hooks
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| Optional controllers: managed jobs controller, SkyServe controller,

pools |

RIRDIE

& / 1R3R

2z aPN =

EERIEEY
API
server / i%

Gl [

MIT4RHE

fLies

=

provider
S

=SERSS

:|n+

1/ RES/
W

XHRLYRZE . Task/Resources RFRIAAFHERK, M= APIJAMA; Cloud SEHHiREE

At

%

Click CLI. Python SDK. &% SDK. FF APIfacade, 1B shell/YAML/Python JAREZEM
Task/Dag #1 APl server request,

AP EBENSERT: E5
schema. env/secrets. workdir. file mounts. autostop. hooks,

%. DAG. #JR. volume. storage. service/pool, £33 YAML

FastAPI APl server. request HEBA/#11T/H7E. blob Ef&. £, RBAC. workspace 1%
fRo

4i—1117 stage: validate. optimize. provision. sync. setup. pre_exec. exec.
down; 3P cluster IR, EHF handle,

EHRFRERRI A cloud/region/zone/instance_type, % cost/time %R, X
¥ job group #0 failover blocklist,

BL Ray + skylet fEImIGIZITEY, GUIE/EREKRE. RPXH. iB17 setup/run. 2R
job. 1&& autostop/hook.

BRo/EEFENFR. KE/NK/MEE
SSH L L.

). SEfI4es/EHA API. kubernetes/Slurm/

7EEH launch/exec/down Z ESCE] managed jobs BERE. SkyServe replica/
autoscaler. batch/pools. SSH node pools. volume,

admin policy. server plugins. RBAC #'fB. Prometheus metrics. usage telemetry.
S IR PR TR

NMMEERIR, NEEK

AEHPREIR; provision/* MEMALEREE; CloudVmRayBackend fa 5338 optimizer iEHEY launchable
resources & Eixlx runtime; APl server ATRIERABATIEN, FEFEEESSZETE FastAPl event loop

£
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RIBEHER

sky launch FEHEER

sky launch task.yaml
|
v
command. py: _make_task_or_dag_from_entrypoint_with_overrides()
| F— detect YAML vs shell command
| — Lload_chain_dag_from_yaml / load_job_group_from_yaml
|  — apply CLI resource/env/secret/workdir overrides
v
command. py: Launch()
| L— sdk. launch(task, cluster_name, backend=CloudVmRayBackend, ...)
v
sdk.py: Launch()
[ convert_entrypoint_to_dag()

|
| — apply client-side admin policy
| — upload_mounts_to_api_server()
|  — POST /launch -> request_id
v
server.py:/launch
| L— executor.schedule_request_async(..., func=execution.launch, LONG)
v
execution.py: launch() / _execute_dag()
| — validate, resolve volumes/secrets
| | Optimizer.optimize()
| [ backend.register_info(dag, requested_features, planner)
| — backend.provision()
| — backend.sync_workdir() / sync_file_mounts()
| | backend.setup()
| | backend.set_autostop()
|  — backend.execute()
v
CloudVmRayBackend
| F— distributed cluster lock
| F— RetryingVmProvisioner.provision_with_retries()
| — cloud/provision provider APIs
|

— Ray job queue + skylet + logs
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v

Remote VM / Pod / Slurm allocation

HIRMEIRKZRXE: MNRFE—IK optimizer XEI1THIE,

ResourcesUnavai lableError.failover_history A= ; 1R cloud feature check. region/zone
provisioning ¥ capacity 2/, RetryingVmProvisioner S1BLEMERIENN blocklist, A
Optimizer.optimize(..., blocked_resources=...) EIAAIR, BHEEIR,

Managed Jobs / Serve 1= #2888 13

sky jobs Llaunch

» | Jobs controller cluster |
JobController |

— load DAG from DB |

—— scheduler/recovery |

— sky. launch(task) |

— monitor/Llog/cleanup |

T
| launches task clusters or pools
v
CloudVmRayBackend

sky serve up

» | SkyServe controller
—— ReplicaManager |
—— Autoscaler |
— FastAPI control API |

|

L— Load balancer sync
|

I
| launches replica clusters via sdk.launch()
v
replica VM/Pod clusters

Managed jobs 5 serve #if B EENKEGIHR, MEEMARE—E sdk. launch() / CloudVmRayBackend, X
FRCIHEECEM “BEHIZSER” LRKHEHE, 4P job/service RS, HEBEME /N BERFRREX

F2 i@ launch/down,
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RITRREEZF

« APl server 2FrEEIREHAR: BAFPM sky.client.sdk. launch() & mounts fj5 POST /
launch, server R request, EIFHITIE request worker 1, XL CLI. dashboard. &
i APl server. async SDK #BEI%E request_id A1 B &R L1E.

- KEGIERDBAT: APl server BBFX 4 cluster launch / job submission X2 LONG request #
status/logs X SHORT request, # %1 provisioning FEZEZHIEIXIEK,

+ Task/Dag/Resources 2% IR: CLI &% YAML. shell command. JobGroup. CLIoverrides
MBS —ERRERY; kubernetes. Slurm. AWS/GCP/Azure 25 provider FEZEZMMAFEO,

- optimizer £ E/E, provider REIFREAFMEITTIE: HITEIEA optimizer, BIERIEFHMLIA
planner £\ backend; provider Ri#id feature gates. catalog # provision hooks &2&28E77,

- B failover BRMRIRERIERML: capacity/feature/identity kK5, backend B
resources I blocklist, BEFER optimizer, MARBEEFEETIREIR,

- managed jobs / serve 2iZHI231E: jobs controller #1 SkyServe controller #Si&Eid
sdk. launch() / sdk.down() EIELPr&ER, BEREFME. ¥ HED. RSB ERE,

- ZLRBRIEHIEFEE + RBAC: RREEIER clusters/users/volumes/events; APl server Sz23F
OAuth2 proxy. basic auth. service-account JWT. Casbin RBAC #1 workspace permission.
viewer i allowlist, #Tendpoint ZXIAFEI I,

RIBLHFRNAEIR

sky launch #174mHE

execution._execute() & SkyPilot Y stage runner: validate. admin policy. volume/secrets
resolve. storage construct /5, # _execute_dag(). Ei& launch BRI RZ#FE task; stage RINES
OPTIMIZE. PROVISION. SYNC_WORKDIR. SYNC_FILE_MOUNTS. SETUP. PRE_EXEC. EXEC.
DOWN, EFEBIIMEIT Optimizer.optimize(), FEBSE— planner [EliEE N backend, i backend
EZEIER cluster lock EIREFRESERNL, BEHLAKSEUHERNES.

CloudVmRayBackend 5 failover

CloudVmRayBackend @#Z/\Eim: TG ITIE X KB Ray cluster + skylet + job queue, provision BItEZE
rsync 1 owner identity, BZEE® cluster lock; BIFREEB/EE/#EE, BfE build SkyPilot wheel
F 3344 RetryingVmProvisioner. %13 provisioning &K B A¥F failover, ©SIBHFIZIFMN blocklist,
HIEF optimizer EFTI%E best_resources, X#hE SkyPilot 887E capacity error f5 B&fif region/cloud
FESTN

5 dynamo / vllm / sglang BYX &

SkyPilot NEHIES %, WAREIELI llm-inference B9 batching. KV cache EE 1T, EEHK Al
compute control plane: BILUE4%— YAML Bzh vliim. sglang. JIIErESS. RAG app. Jupyter. batch
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inference 3¢ disaggregated-serving #8x4A1%, F7£ kubernetes. Slurm. 228 = GPU provider Zalf#f
FIRIERR. failover MEmARAIE,

EESAliET]

+ kubernetes

+ vilm

- sglang

+ dynamo

* llm-inference

+ disaggregated-serving
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substrate

Agent Substrate 2I1Z1T1E kubernetes 7 ERIEZE agent-like workload substrate, E1E Kubernetes
LR RSAA SMERITHEIE, 18 Actor BIE T resume/suspend. worker B2, RSB BE AR EZ A E!
Redis/ValKey. ateapi. atelet. ateom-gVisor #1 atenet router B5EA%, ¥l src-substrate-
architecture,

ZRMIA SR

Substrate N2 & BRI Agent framework, tBREXREIE—" Pod 8 sandbox CRD, ERZLBEAREILK
£ idle actor multiplex E%&> warm worker £, @3 golden snapshot. runtime checkpoint/restore.
actor DNS #1 Envoy ext_proc MEEFRGECEIER,

T agent-sandbox / agentcube BIXFITEEL: agent-sandbox IREFIRZ Sandbox [Fi&, agentcube
=15 EBH warm pool, Substrate BKE, E#EIE worker pool. actor template. snapshot F1E&H
PRE A substrate,

KPR

* WorkerPool: 7=BH worker REMIzTTIEMR, H controller #1679 privileged ateom pods.

- ActorTemplate: 4 f% golden actor, & checkpoint A% golden snapshot, ftf54: actor HEIRE.

* Actor: EIUBITIRATH K8s API, 7% Redis/ValKeys

- atelet /ateom-gvisor: Tl supervisor #1 gVisor worker, fiE3 runsc create/start/
checkpoint/restore,

- atenet: &Y actor hostname fifi’& ResumeActor, B3LIERI%AZEIE 52 worker,

SR ¥
EEMAIEESEZE. RTHEE. ATEEMRER agent runtime, HRZLHAEBED agent IRIERE, 4%k

%& agent-sandbox Z OpenShell; BHREERNAEK=IESRHEF warm pool, L5%FE agentcube; HEIE
sandbox HOMEMNNEIE, BEN agentgateway / ai-gatewayo
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yay | ba e

SRAEFE THRS TR, MR TR,
HATEE

Al SRR &I

Al EERER IR R R A MMNERERE 2. O
-#IPE D RFEMMEE + RIEIREINE + Al 35Bh 512
-&kUE: TEPoC+EE PR, BILHMERK

- ¥ src-ai-vulnerability-discovery

K8sv1.36 ZL5&

« FH externalIPs (H{BIATEXE)
- 78B4 gitRepo Volume (root 2AXIFE)
+ 7% src-k8s-v1.36-sneak-peek

Service Mesh / Gateway &£

Service Mesh fl Gateway Z&ZOEIEE M. REREHMEIEAL R M AREEHER:

- mTLS iLARSSEIAA4PE workload identity, AR RKFMBEME;

« L7 policy 8E#% host/path/header/JWT claims #i3%4¥;

- gateway-api IRIEERABMANOAEBSE, B Ingress annotation jZ#%;

- agentgateway X2 Al Gateway 1 LLM/MCP/A2A HREBANGE—EMN. R, BHitH0 agent-

credential-isolation.

Al Agent 2T, mesh/gateway WEES: Agent prompt I TEIERAARARLEE, EiE. HOKS

0 tool permission 7 FH M xSRBS FLE,

(VA XS

cREMNEREXE “RE. K¥. WENHESHERSAE ¢

- SBOM iE R G/ ERKHE, HERAZNEIT;
« &L provenance IEFRFR &R BRI EHERIE;

- admission policy EHEBRIICEHEHEE. Bk, capabilities. root HF. hostPath &;
* GitOps IME T, SEFSLFRRSIZAEEIAZ Git commit IR IHER,
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3F Alinfra 3Ki%, AEEIMEEENE. adapter. prompt/skill €. MCP server BHIKIR, Agent BEEf
SIEFEEH TAN, HUELARRERRER, WETIAETIGNEETT,.

Runtime Security
EINZL@R “BEMERERETHA

- syscall / eBPF I5iz A FRIZFEHIE. XM MEITH,;

- gVisor / Kata / microVM 12 F58fRE, EEIE{TAAIE Agent X13;

- agent-sandbox 8 gVisor. Kata. NetworkPolicy ERZEHHIZEFE44 PodTemplate, LA ZXG
EEITITEY;

- openkruise-agents 7£ sandbox lifecycle E4x45%h E2B API key storage. identity token
propagation. dynamic CSI mount #1 Envoy route registry, FEItZFEBTEIT APl &5, B1TE
token. fFAEEHMELAZK stale/fail-close 17/9;

- Falco/Tetragon XE T EIE& M runtime detection, 1BFEZEH workload identity. namespace.
owner reference XBx, AXEREXBW Agent HES.

Agent $58 X f&

Al Agent BRREZRLRBIAT

- prompt injection AIEEIES Agent ABERETA;

+ MCP / skill ¥ K 7 5 R E ;

- KHIETTEY Agent BIRES. BEIRB. BXHERESR, TREAFTERES,;

- MNBEERTEEE prompt. tool result. XIS A secret, FE content policy 5 mask.

Ftt Agent workload #7#EF4H & agent-sandbox fiZ1TFRE, agentgateway / Gateway it OFNELE,
loongsuite-pilot / trace T A&+ 58X,

Secrets Store / Security Profiles / Agent Networking

secrets-store-csi-driver #B4MB secret store @it CSl volume 7N Pod, EEEEZEREE Vault. =
secret manager % A provider 1, security-profiles-operator 8 seccomp/AppArmor/SELinux
profiles TR AIEEA. AI9&. BAIRHIRY runtime security 3%, kube-agentic-networking MI$E Agent/
tool BIMLZ AR ERERANN Kubernetes governance, =& BI#MEHE. syscall/LSM AIMKEHO=5%LS
5
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F3 HolmesGPT B &hiZ#f Kubernetes 5%

THES

STCLab A SRE FIPAA HolmesGPT (CNCF Sandbox) + ReAct #IR{E BThiZlT K8s HZ, &k

I: Runbook LHIRELEZFEERE,
K EEE

BT

HEE

R

=
BRHFERYE]
T TR
BREERZ

RHER

15-20 H%h
16 X /AE

+ HolmesGPT ReAct R ohSERT A

+ Markdown runbook & 7ok (RTEIR. SEEIR)

+ Robusta £5§ + Slack 3 namespace 2&H
- R3FK: FEM Inspektor Gadget B9 ebpf FILE TR
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