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1. KV cache: MRIERILEIRSAIZO

LLM serving 1R Z 2R 73 #f K B KV cache:

- vllm A9 paged-attention 8 KV cache i block, fi#/R{EGHEmAK seq_len AR,

- sglang B9 radix-attention }BREIZRHEZMEI token &, i&E& agent template. few-shot. tree-of-
thought XA EHZRIE =,

- dynamo TE51Z9ME# KV events/index. EHISAEEFER,; src-dynamo-architecture AHY
KVBM/SequenceHash AT @ Fiz73hRas, EBEBIFZIT backend &M

££30: KV cache B&M “GPU RER buffer” IR serving RAEM—FRR, EEMNEH. 45, T,
offload. GPU sharing #BEENE KV BITETE.

2. 5| BHITMNER RHER MR
vllm / sglang $1335| W17, LHIXSHaFEREILE/TRHT; dynamo AL LHIE runtime, llm-

d/ aibrix MM Kubernetes serving 5 fleet B8 {45 BEMITHIGES o

engine execution: tokenizer — scheduler — model runner — attention / local KV
cluster requests: frontend — route — aggregated or P/D workers — stream
cluster control: metrics - - -> capacity decision - - -> deployment / replicas

EXHEREARSBAERIRH, VLLM/SGLang H5aTIEAZIAITS batching; Dynamo H5ETIE % TR
. KV-aware routing. P/D disaggregation #1 SLA planner, SkyPilot B L, fRREE/ =EWE.
EARE. RWEAKRK /T,

3.P/D 9 BERZE T GPU M
Prefill #1 decode K& BISIERE

- prefill: & prompt, IHEZRE, FHEGKEFITE,
+ decode: & token, 1 batch &R FTHRERDEA KV i 0] E &K,

disaggregated-serving {8 EIFHE, RAFTEMIMER.

- prefill worker #1 decode worker #0fa]ILEL,
« KV Z0faI M prefill f£%! decode,

- decode worker @B BB X prefix KV,

- prefill/decode 3R AFEATH 48o

© EREBERPLRBTATER, WLERTEH,
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Dynamo B AZEHEE aggregated 5 disaggregated worker 4847 ; P/D REEEERMIZEIR, sglang/
vilm FE5ZEOR Um-d / aibrix B9SNESRHER3Z backend A&1250, TREAINE BHMIINS AT
BB

4. AR BRENEIIE
4 HTTP AESEIOERI. WRIMNED K. LLM serving FERHIEEEE:

* B> worker % prompt prefix KV,

- prefill BA%IF1 decode BAFIHFNEEIT,

+ KV7E GPU. CPU. MEZEZRiHIREFME,
© HRNERESAEE,

+ LoRA/model adapter @ E LT,

src-dynamo-architecture ##3iR#J KV-aware routing B prefix overlap 5 #ifhitF &S BAHBA; cost/
softmax FRESMTI N FERRZA1Z30, [Im-d-router # aibrix 2% engine IREMANIES, BESHEN. K
HEHMERMITAARE. W inference-routing,

5. GPU #BRBIEEZR serving ZR—EB 53
K8s GPU ZREARAERE “NVIDIA device plugin {8 /dev/nvidia0 B4 Pod”
LAIME BERBE R

+ device plugin / GPU Operator / container toolkit,

+ GPU Feature Discovery / DCGM exporter / GPUd,

+ GPU sharing /vGPU: HAMi. vgpu-scheduler. gpushare. Volcano vGPU,
+ DRA/CDI: FT—HRig&ERERMNDE,

+ KV cache #iR{t: kvcached XFEIBE KV thiERATAEE R,

Y serving RAEHN P/D 9B, 4% KV. GPU sharing /5, K8s fJi&#& APl. DRA/CDI. GPU health #13
BB ER RS &

IH Ti2&ImE

viim: #EIE5|ZEE LR PagedAttention

vllm A Scheduler. ModelRunner I local KV BIEH#E token 117, PagedAttention BY block table it 2
FRENE; REEBBER src-vllm-architecture, HaTERHRMN _EAE Hi1Z%,

EEfEENR

+ 18 KV cache MiZELEK buffer TRFIEIE blocks
- 8 OpenAl-compatible serving i EI=N O,
- ESRBINEBEBESMI.
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FEBR:

+ KV page/block #iEH prefix reuse THEIZIEEL, attention/backend S5EEE LY,
+ SIZEMHIIMAITE KV connector RETF5TER Gateway. fleet lifecycle FIBFETH,
- SEBER SLA S5EERIARHEEMINBAMYIE; offload BTLLE engine MiiEAKRIMNEEESR L,

sglang: HITERIES KVEHR

src-sglang-architecture 7£ 2026-09-14 B9 MThR AR/ 7 LU T4 ; #HF2%8k. backend #A4F 4R A4
PEhR A SEE AT :

+ HTTP / TokenizerManager / Scheduler / DetokenizerManager FYERZT 3 2.
- RadixCache token £ KV £,

« EXTEND / DECODE / MIXED % forward mode,

- B attention backend 5844 kernel,

- speculative decoding B draft/verify 81,

+ P/D KV transfer backend 5.

+ OpenAl / Anthropic / Ollama / gRPC / Engine API,

ERETHRATRACNEFZERNAKRRER; KNERMELESLORESR. speculative. chunked
prefill. disagg BERAR, FTEBIRRA. REMEEM LRIIIE,

dynamo: #IEAHOK serving 4k

dynamo 3 engine backend A% serving runtime, 53K Frontend/Router | aggregated ¥ P/
D workers; KV events/index NESHIEHEZHES, Planner/Operator TEiEKEIMNERATE., TENIPE
I src-dynamo-architecture, BIEERS W D1-D4,

ERN IR ERE = FEFHE:

- request plane: {EIERIEKEZF.
- control plane: discovery. desired state. FESBZU Ko
- storage/event plane: KV visibility. E#%#%5 1% offload,

18 vllm / sglang / TensorRT-LLM ¥ backend, E4ZTRE&H. KV transfer IREE AR NE, %
H. BHER. EEERBIERTIZEESIEFEILFNE backend FMECEMIN, FEEM runtime IZ1EHERRFRE
Al =]z

Im-d: Gateway/EPP 5 Kubernetes serving 4H&

llm-d EL Proxy. EPP. InferencePool. Model Server AEEAR: Proxy &i%iE#, EPP % endpoint,
engine HiTH&AL, KV. P/D. batch. benchmark fli fa2ESX LN RAENEES, BERAKRERAR
B, HEiy RSN D3; HESAERZEM N src-lim-d-architecture. src-llm-d-router-
architecture, ¥fEbT src-k8s-serving-stack-comparison,
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aibrix: engine fleet WEEH 5 £ A HAEIE

aibrix El%% engine fleet 444 Gateway routing. controllers. autoscaling 5 Al Runtime, Higfit
model/adapter. KV #ZAEEHEED. EEHIERRS pod RiEARERZERITF lIm-d 89 InferencePool/
EPPiAa5R, ERIF Dynamo B9 runtime, ENBIRABHIEEY /adapter £ EHA. Bl AXA S|
ZEi&fciEO. T src-aibrix-architecture. src-k8s-serving-stack-comparison,

SkyPilot: BHIEHIEMMAZ serving engine

SkyPilot Rfit{£ attention kernel, B REIE KV cache, EfERHIZE: 7E Kubernetes. Slurm. 2B =,
on-prem Z B EAEFZIR. BohEEf. failover. iE1T managed jobs / serve,

BT serving B BN EES:

YAML / SDK intent
J
API server request queue
)
Optimizer
J
CloudVmRayBackend / provider
\J

cluster / managed job / serve

Xf LLM serving 3R, SkyPilot @&7#&#E “BRSIZHBEW. BEREIMEM region/cloud. FAUIf
Eb3R” B9ialf, ©AREMN Dynamo/SGLang/vLLM, MREN]LANERERMHRITIES .

K8s GPU stack: & EBIEE L

K8s GPU & Device Plugins star list B E#E: GPU ZFREIETEM device plugin I BATEF A&,
XENE:

+ runtime/container integration: NVIDIA container toolkit. CDI. NVML bindings.

* Kubernetes exposure: NVIDIA device plugin. GPU Operator. GPU Feature Discovery,
* sharing/virtualization: HAMi. vgpu-scheduler. Volcano vGPU. DRA,

+ observability/diagnostics: DCGM exporter. GPUd. fake GPU,

+ workload layer: TensorRT. KV cache virtualization,

XTF serving &4E, XERE T GPU g RReNIEHZ. BERREIRIMAE. BEFEEB IS, BT REIR
KV cache/ BEEENEELAES.
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PZIDME SR

1. EHMIERAZR—MEL B R

Continuous batching I2=&M, BrRIEEEMNRIEKRHPALEER; speculative decoding F#1f decode
latency, 1B5|\ draft model MLLIEFHHE,; P/D DEiRESREFEFA, {EZ—/X KV transfer, Serving &4t
Wz workload profile AL, MARIERE—IER.

2. KV E B A EIIERIAHR

HEIERAZLLBER prefix KV BY worker BE& prefill, B3 worker AJRETRIC, IBIERAL SN worker iER
BIREEK, BEEH prefille dynamo. llm-d-router # aibrix H SRR EEBE SN P LS PIRES
HBAL

3. P/D 3 EEI NIAS R

Prefill 3a1tHBY KV A4 decode T = A Ilo XN FEH X2 RDMA/NIXL/Mooncake/Mori/Ascend &
transfer backend, ti#REMIRE: worker #FEHHFIFEREE AT, guided decoding/n>1 XFIRZEH]
=EAEH,

4. %4% KV offload BRFARSA, FEEE swap

8 KV M GPU 1 ZI CPU/NVMe/S3, RERLIE:

« R evict/promote,

AR IIATIEN router,

« Z worker B5HE,

+ hash B AIEE,

+ cache miss @& LLEH prefill B8,

src-dynamo-architecture B9 KVBM MR R {EREFBAM B M EIRINZITEE ; AFBRSHRBNIRIRZA
I0E, BEARSAITIEN kv-cache-offload,

5. GPU ZiRAEMERAEFBEXY

GPU sharing. MIG/vGPU. DRA/CDI. KV cache offload. P/D HB#AKE “— Pod EE /13K
GPU” W& E{Ri%. Servingcontrol plane FEEE GPU #hFh. NVLink. NUMA. Z7FEZ. KV cache
AE,

6. Bl WM AT S token. KV. FAFIFD GPU

i@ HTTP latency 8. T LLM serving E/LDEILN:

« TTFT/ITL/ output token latency,

17



- prefill/decode queue depth,

+ KV hit/miss. tier. transfer latency,
+ batch size. chunked prefill. CUDA graph hit,
+ GPU utilization. memory pressure. DCGM health,

+ autoscaler decision # provider capacity error,

gt

AN

local KV. batching. model execution. H1T75

connector

ZT = routing. KV offload. SLA autoscale. K8s

operator

725 EbER endpoint picking. engine fleet lifecycle 5%

BIARSS API BUIA R

% 7=/K8s/Slurm HJRiEE. failover. managed jobs/

serve

pakit] &
HIFES[EE vllm. sglang
EPORHIR dynamo
K8s serving/control  llm-d. aibrix.
plane kserve
BAEHIE SkyPilot
GPU HZRE K8s GPU stack
BRI
BR =)
B3 RLNERY serving Um / selan
v
baseline Vim/ Sgtang
R CHEIES | E SRR sglang
2% T =S SLA serving &
dynamo
iz
¥Rl Gateway/endpoint
. llm-d
picking
E12 engine fleet 5 adapter o
aibrix
S anEHA
= [BEEEEEEIE Al workload  SkyPilot

B4 GPU Kubernetes JEEEE

18

device plugin. DRA. GPU sharing. observability

TEXER

FMEAMER, B, TTFT/ITL, BLERHIITH
i3

RadixAttention. Scheduler. spec decoding.
P/D transfer

KV-aware routing. KVBM. Planner. K8s
operator

Proxy/EPP. InferencePool. KV {5 &gl
YRS

Gateway plugins. controllers. Al Runtime.

KV/ B &tk

optimizer, failover. managed jobs. serve



BT i TREXER

k8s-gpu-device-  device plugin. GPU Operator. DRA/CDI\
stack DCGM/GPUd

bRk

J# 70 llm-d-kubernetes-sigs-candidate-map., BH&H Entity/Source AFEFIAFHINE; FT—FSBERHK
Loana: iz =l

« A llm-d-benchmark. inference-perf #1 lim-d-inference-sim ¥33&48E workload, tLiRERHIEE
B&. KV &HES5 TTFT/ITL, MmIERbEM,
« %5 llm-d &1 EPP/KEDA/HPA B2 5 E WVA BERZI85, MIARTA release. LB ES%E

variant 75,

+ BX& kueue. karpenter. lws. jobset MiFRERE. IR B5N5 worker group readiness BIBY
EIE5

* ¥t37 D5 {8 Gateway/EPP. P/D worker. KV@EHBIEEFN, BRI ERAME. BUBEEARIVE
HIE X,

HBTANIR R

- EEOEIEE. RIS, B SLO MEMBE XN, HeitERRIRER, FaeiBltEES HIEHR,

+ KVeventschema. 517/HRERAMENRIBUEHERERE engine/connector BIE2LYXIER;  “BIHEN”
FEFERASTHEKY,

- P/D MPEFE AR, Bl token MREERESHEME R —F, HERIZ backend 73 EHVIEE.

« ZIR KV FfiE. GPU sharing S#HRIMAEIR R MR H/T 48RE, NHEUNESEFINS .

EE Sl

* llm-inference
* vilm

+ sglang

+ llm-serving-engine-selection-map

+ inference-routing

+ model-serving-operator

« paged-attention

+ radix-attention

- disaggregated-serving

+ kv-cache-offload

19



« kubernetes
+ llm-d-kubernetes-sigs-candidate-map

20



LLM Inference

LLM #32 (inference / serving) 151BIISRFHIRIESREERBRTEAMRSS, MWIMEM token £/ APl %
OBkEL: BEM. [{ER. K context. ZH %K. A,

M4 i\

+ %& llm-inference-serving-project-map: ¥2fi# engine. routing. distributed runtime.

Kubernetes control plane 1 GPU infrastructure BYERZRIA5R
- BE llm-serving-engine-selection-map: JoiARHREANZENE, BERIMBSNAS,
o EEREEFHEAN vilm. sglang. dynamo. lim-d. aibrix XXtz Source TiH,

REDE

B4 RERIE FKiER

KV cache B2, batching.

E51%  vllm, sgl i
#IE5(ZE  vlm, sglang scheduler. kernel. &8N0

RES|IEZIEKVIEX, LIGPUVMM

?g?: g kvcached, elastic-kv-cache itphysical KV pagesi%d® S R/
’ W, SHFEESSpEE
P/D 3 &. KV transfer/offload.
AEHO router. planner. operator; &
YmHE dynamo engine TRYAIY 48, PIETSRIEREE
AR5
K8s MARAEREE API. runtime/
serving llm-d, aibrix, kserve, kubeai, ome, gpustack, rbg, operator. LLM E&H. P/D
kthena workload % GPU/MaaS HIAR[EE
stack
I E
B /M llm-d-router, semantic-router, routellm, gateway- #R&%#¥. endpoint picking. A
x api-inference-extension, ai-gateway /= /1B X /KV-aware routing
KV
locality / KV block index. cache-hit
llm-d-kv-cache, dynamo, kv-cache-offload ) )
cache scoring. KV transfer/offload tiers
signal

21



B4k

Be /K
W/hE
VN

BEHFRIR
)%

R&RIE

[lm-d-batch-gateway, llm-d-benchmark, llm-d-

KiER

batch job. benchmark. 7 GPU

inference-sim, llm-d-workload-variant-autoscaler

simulator, MR HEER/1&iTE

(deprecated / FF5E1%it)

hami, gpu-operator, k8s-device-plugin, dra-

#Zp9 variant autoscaling ISR A Z

GPU discovery. device plugin.

driver-nvidia-gpu

K8s serving stack ¥ BLLER

X\ T EARR—EHNER, BIRBREDE:

2% LLM

serving

GenAl £t}
B

BARE
a

22 Al
operator

Runtime/
operator

£

GPU/MaaSs

7L
[

Workload

—{&1E LLM

serving

=

ome

EAVSSE YN

Gateway/EPP.
InferencePool. model
server

Gateway. CRD. Unified Al
Runtime. KV/LoRA ZE14

InferenceService.
LLMInferenceService.
InferenceGraph

Model CRD. model proxy.
loader. autoscaler

model agent. runtime
selector. accelerator
config

server. worker.
scheduler. gateway.
model service

RoleBasedGroup. Role.
Rolelnstance.
CoordinatedPolicy

ModelBooster.
ModelServing.
ModelServer. ModelRoute

22

DRA/CDI. sharing/vGPU/MIG

FERRAYIR)ER

K8s trHENO TR endpoint picking. KV/P/D #I
DT

VLLM fleet BYE&EH. adapter. KV.
autoscaling. BN FIIRA ML

F4:— APl/operator &% predictive +
generative Al, F3z#F canary. &7, KV
offload 5 scale-to-zero

R LLM/VLM/embedding/speech &Y Z5pf
OpenAl-compatible API

LR R A E ER. IR runtime FNNESSECE R
b

FEAH/K8s/ =B IE GPU, FIRHEZIEER! AP it
2. JANEFIELE

FIX gateway/router/prefill/decode ZHEHIK
BIRS, FIEHIMIERBERETIRE

£ K8s/Volcano RE&EH. P/D. BRI,
canary. ¥ 4&. ##M0 gangscheduling



EREAERE W RE

+ & Gateway API + InferencePool #RE : L5 llm-d / kserve,

« BVLLM &M LoRA. KV, IR AR albnxo

- B RIERFEBEEFZEERN OpenAl APl 3R kubeais,

« E &R runtime/accelerator £& AR . % omes

- B GPU &8, £=. MaaS. token/APIit=: % gpustack.

- EZRHE. BIRE. P/Dworkload EFHE/Y %8: AR rbg.

- EK8s[F4EEE LLM serving, HIRELES Volcano $hfh/gang: #5 kthena,

STEEAY README/SCHYIRTAFTEL . REFIREREFERYRAZ I src-k8s-serving-stack-comparisono

,L,\TZF 1"7'51% /)IL*E

Client / Application
| OpenAI / Anthropic / gRPC
v
Gateway / Semantic Router
| auth - quota - model + KV locality
v
InferencePool / Endpoint Picker
| queue - health - topology

v
Serving Runtime
|
Prefill Worker KV Transfer Decode Worker |
tokenizer — scheduler » scheduler = stream |

L———— attention / kernel / TP-PP-EP-DP

v
GPU / CPU / NVMe KV tiers

|
v
Metrics — Autoscaling — Recovery

BEXRHEN — JAE/FRA — KV-aware endpoint
— Prefill — Decode — Sampling — Streaming

23



— 5ER: B KV - RELER
— WfE: B2 / 3%/ ENtE

BORRED
REBEAD

IRBMKLIM ARSI, ERCAMFR IR

VLLM:

EngineCore.step
— Scheduler.schedule
— KVCacheManager.allocate_slots
— GPUMode LRunner.execute_model
— Attention selector/backend
—

update_from_output

SGLang:

run_event_loop

get_next_batch_to_run

ScheduleBatch
UnifiedRadixCache.match_prefix + allocation
Mode LRunner / ForwardMode backend

N A

process_batch_result

FANHERRRR. REEIR. REWNKRMHmEZERN src-vllm-architecture 5 src-sglang-architecture,

Prefill vs Decode

Prefill $a35$8 prompt/context —XME4RIZEL KV cache, BHEE. FHLHUE; Decode FEM—
token, FEIREBURK. IRESHEAYIEK, disaggregated-serving IBMEFEIFRRE GPU A D3I 48, =B
dynamo. llim-d ERFEIEL.

Batching

Continuous batching / inflight batching it REEKTE token step ZiBIEhZS# H batch, B FRES fixed
batch BIEERREE, ©=2 vllm / sglang X2 engine FIEMEHH,

24



KV cache

K ETFXFZH3HELL KV cache liA—%F &R, paged-attention A% T1BAERRKIER , radix-attention
FH radix tree I3 prefix 8, kv-cache-offload 8 KV £ GPU/CPU/SSD/iix 2z [8)F#%. EIT dynamo/
Um-d, KV cache ®&/kidFRFMEEMAFIFE: Ilm-d-kv-cache 8 KV events IR, locality index, llm-d-
router B3 cache-hit score f1fa . profile FES5—iCH N endpoint picking.

Chunked Prefill

Chunked prefill 1 prompt B prefill IR, 5 decode IERIZREHIT, B prompt FHEFEIERK. ©
&0 prefix cache. P/D 53E. batch scheduler —i2H I,

Speculative Decoding

Speculative decoding F/\MEEY S, draft head 5¢35 token, BHEAERIIE, BEREMREEE MR token
HABERE AR TEANEHE. B7F. acceptrate IERRAMTES,

LoRA / Adapter Serving

LoRA serving i.t— base model FIEYARSS £ M2 2 adapter, XRin@EE adapter iE. batch A
adapter JBHE. cache FREM SR, aibrix ZF K8s serving B =B R EIRE & a5 F HAF0 gateway
E_E%EEO

Multi-modal Serving

VLM / speech / embedding / rerank SFESIBMATIIE. processor. tokenizer. #&2Y runtime A%
AL/ EEZR, kubeai X3 operator &3 LLM/VLM/embedding/speech 44 A[Fl— Model CRD,

Quantization

FP8/INT4 / AWQ / GPTQ ZBUBLMERENHEES, BRI kernel 5. HE. FIHA serving
A, BUNEE engine EAREZHETRUER, LUk GPU BT,

Batch Inference

batch-inference IBAZIERIEANZD job 1T, FEXH. BAFI K&, Fid. BUE. WL,
A8 MERM streaming latency, llm-d-batch-gateway %88 batch = LAE B i llm-d Router/
model endpoint, BZERIMS|N PostgreSQL. Redis/Valkey #1 object store RFEIZFKETIRES

Benchmark / Simulator

WIBARGOARIRERBRME, TEREEMELL, [Im-d-benchmark # stack standup. scenario ;.
harness IZ{THIZE RURE ML workspace; lm-d-inference-sim NIAFE GPU B9 vLLM 1T 1R 28 303E

25



router. autoscaling. KV event #1 benchmark 7 2. Z“E#RRE “WNEDN” 1 “GNEMERAE IS
T o

Variant Autoscaling

3@ HPA/KEDA HE B8 workload 3@ event source; LLM serving N P/D 998, % GPU B!S. %}
THZE, WARE—IEEEIZ serving variant £ /3 allocation B—1MNEEFRE AL, llm-d-
workload-variant-autoscaler &3 InferencePool. Prometheus. GPU inventory. capacity model
HPA/KEDA &2k, {BMEREN deprecated B EIZITIRBRE. HEl llm-d dev I5R A EPERE
EPP metrics = KEDA Prometheus scaler = HPA; WVA B HZSIRS 55315 /3& 1 H £ lm-d-workload-
variant-autoscaler,

AR ANO

- ALENET: fL5%E vllm / sglang,

- FEEP/DHE. KVtransfer. #IEROLKZHE: & dynamo / llm-d,

+ = Z Kubernetes model serving API: & kserve / kubeai / ome,

- FELZHFPFEEM GPU KEEIE: F aibrix / gpustack,

- FERMER D endpoint: & inference-routing. llm-d-router. semantic-router. gateway-api-
inference-extension,

- EEEAHAE, ENEFE: & llm-d-batch-gateway / llm-d-benchmark / lm-d-inference-
simo

- EENFI Ilm-d autoscaling: A EPP metrics — KEDA Prometheus scaler = HPA B&1%, H4&E&
model-serving-operator B4 a5 EHAIASR ; |lm-d-workload-variant-autoscaler (R{EfEF%/1&1tS
=,
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https://llm-d.ai/docs/dev/architecture/advanced/autoscaling

PagedAttention

vlim i3 (Kwon et al., SOSP 2023) 1289 block £k KV EEEIENIH]; HETE SR block table.
attention backend 5 prefix caching H&# B, BB OS EFHTIBE (IRTIHE + TIRMREST) #EILLM
KV cache: E—MHAENEEN, KVIZRETEA/NIZE/MIE block EIE, S 15KHA block table i
R"BEFHINME — ¥IE block"MEY, B block X/NEURFECE. attention backend FIARZS,

ZO B8

€45 (HF transformers):
& max_seq_Llen R EZ KV REETE

[req0 wused ][ unused ]
[reql used][ unused ]

PagedAttention:
¥ block #%FHEC (block size = B)
Block 0: [N complete (B/B tokens)
Block 1: [HNEEEE ] partial tail (k/B tokens, 0 < k < B)
Block 2: [N\\N\W\U\(\(\2X\] free (B slots)

Block Table per req:
req0: [BO, B1]
reql: [BO, B2] <« #Z= system prompt 7E£ BO

R H]

- Block table: & MERE— int32 list[blocks], attention kernel BE1E"B48E token Z=3|"&}
R YR KV (I E"

* Block K/ NEIEF HIERE : iZ48/¥2E block EHRE— block size B; B{&B{KEZE. attention
backend FARZSTIE

- Prefix sharing: f&4:/2kiA full-block APC 8812#% block 1R = system prompt, partial tail £/
FY 522 block BIARRIE A, Z#i vLLM al3@id cache_partial_block SaIEZERY prefix_match_unit
BEEANER partial entry, BIIZEE. backend. hxaKzEER/match-unit 4958, Block table
HNEZEASIBITHEE, BB RE ref=0 AU, ¥ Prefix Caching 5 BlockPool API

- Copy-on-write: beam search Fi7 = fork [E—* block table, B NEH#EN

+ Swap to CPU: HTELKEHEFREEX block swap | CPU pinned memory

27


https://docs.vllm.ai/en/latest/design/prefix_caching/
https://docs.vllm.ai/en/latest/api/vllm/v1/core/block_pool/

T2

- EHelM: 2023 EHF—MEBEEFEH TSI LLM serving, HuggingFace TGl / Ray Serve / Anyscale /
Together Al FEF L HZ B A

- Bit=: #A 2-4X over HF transformers

- [E$AIE: blocktable 2%4H, THH, HAETEERE

EEEHERY)IE KV BURAE

1EK token fiIE i — 3Z%E block = i // block_size
— block table[logical block]

#1382 GPU KV block

attention kernel gather K/V

S N# token block Sifitky &

I Ll

BPR5S radix-attention BIXTEL

* Block JARNIME: FIZHEZIZYAET block size B 3175, FHBETE block RIEESX

- FRIA full-block APC B partial tail [R#l: TEES/FRIARRIEH, KEFRHH block ZEAZALTEEE block
FITC AR E A ; B cache_partial_block HECE prefix_match_unit [Fr] L B 4K EILES, 52
PR REBC B /backend /iR 5 ZEBRLI R E

- REPEFIRAEHME: BEBURT block size. BEBRKENDHSLINEE

radix-attention (sglang #24) &d token £k radix # + flat KV pool X LR,

4k

Kwon et al., "Efficient Memory Management for Large Language Model Serving with PagedAttention",
SOSP 2023,

EESAliE

o TFESLI: vilm
- MOHEE: radix-attention (sglang 12H)
- AL sglang Z2#9i¥#R — src-sglang-architecture

28



RadixAttention

sglang 183X (Zheng et al., NeurlPS 2024) #EHAY token £k KV REFEERANEl, EFA radix i + FLK KV
pool S "EE token 5RAREE split & share"; vllm B9 paged-attention NEMEBEARBETE A/ #
block ;1R E FAZIE/MIE block, BEX/NEURFEIE. attention backend fhRZs, HEIEXRER
LLaMA-7B tree-of-thought / few-shot FT{Efa & LIRS 1.6-6.4 X over vLLM, FAE2HriBATMLEL,

WZIDEIREE T

TreeNode

BN REE:

-key: RadixKey — T token FF%!l (3z#F bigram #3045 EAGLE FB)
-value: torch.Tensor —— #&M@ TokenToKVPool B9 KV ZE5|iK=
-children: dict[int, TreeNode] — & token EIF5 S AYRRET

- lock_ref: int — S|Ait#L, >0BIZELE evict (fRHF in-flight iE3K)
-evicted: bool — B evict 95l (RIFEEME)

M2k KV pool
— ReqToTokenPool —— —— TokenToKVPool ———
| shape: [N_req, ctx_max] | | flat token-indexed |
| row i — Llist of token | > | [kv_0, kv_1, ..., kv_M] |
| indices for | | #732 GPU K, V tensors |
| req i | | MHA / MLA / NSA & |
| |
| |
A A

L— radix M value ———

gM KV pool ZE3|X|d]

WBkA9EFAL : radix M E1ZIEM KV pool ilE; attention kernel B device-resident req_to_token K=
fii—x gather — BEfRHE token RHIE, XEELL kernel BXHTF.
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ZIOEE
match_prefix(input_ids)

walk from root:
for each level:
find child whose key shares prefix with remaining input_ids
if full match — descend
if partial match — SPLIT child:
[FT S E I LA E
Flx token BEIFFHR ((RBR value HIXINZXIE])
if no match — stop
return (device_indices, last_node)
device_indices = BfPFAET S value MIHHE (EIEME attention kernel)
last_node = LECHERE (LAfE4E insert F)

insert(req)

IERSERET IR

1. 7£ req. last_node F¥EHTIm, key = req.fill_ids[len(prefix):]
2.value = req.out_cache_loc (X% forward 15 N\BI KV #&1i1)

3. R lock_ref i@ — SERE R4 evict

Eviction

52RE&: LRU /LFU/FIFO /SLRU / Prioritys
evict B pop evictable_leaves #i — free %75 = value $5mAY KV #&1iL — #!Y3m_E unlock.
lock_ref > 0 9T Bk (fR3#F in-flight i53K)

RIZRan 5 70 XAtz

HIN token prefix — Radix root — longest-prefix match
[

[
| SEEEmth | Eoenrh/Ren
| EHBE KV A | split node / ¥7# suffix
: [
4
Oxfkasd suffix $1T prefill
A

insert token — KV pool — radix tree
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vs paged-attention XHES

\

eviction MBIEIYH TS =R

HRE RadixAttention
S AN
. B token & (WHSZK)

Q:I:
=51 Radix # + FiZk pool
|
FE2H
X = BT S EDAS split
split
ey XeEL:
7 \E
system  Radix W3z #ER token 15}
promp HIEIRDX
t
SWME e (FFEE + lock_ref +
ZE evict)

LLaMA-7B tree-of-thought
i ought/
few-shot T IR
XTIk .
Ja 1.6-6.4X overvLLM, JEX
-~ HE AL
TEER

PagedAttention

Ao EAREE AN block (K/IMKEZE /backend/kiZs)

Block table (¥44H)

ZRA full-block APC 3% block IR 355, s EHMARIELE
match unit
partial block ]k F1E, #2EK block size 5HEME

FRIA full-block APC B8R HEFRFTE block; HFivLLM A&
1T cache_partial_block / FJECE prefix_match_unit ERAE
4R partial entry, ZHECE/backend/kRZAx5 match-unit £y
R

1K (block table &%)

LY BRI FRSEIN

- radix #1Z lock-free B9: & Scheduler i##2ih 5, FEEHI

« device_indices 2 device-resident ik&: EIEME attention kernel, &% CPU<GPU $#I1

- bigram #23: 44 EAGLE $&H##F3A —— key =& (token_i, token_i+1) XIfi3iEEE token, [ILAC draft
tree 514

« 5TAHTE (2026-09-14 S HTIRER)

. radix_cache.py (vanilla) /hiradix_cache.py (98) /

mamba_radix_cache.py (Mamba) /swa_radix_cache.py (Sliding Window Attention) /
radix_cache_cpp.py (C++/NiKAR) , 3% attention LEEVEBEIIISIE; AT release EEFHIZINIZ
inventory
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Ak

Zheng et al., "SGLang: Efficient Execution of Structured Language Model Programs", NeurlPS 2024,

Pl

- T2 sglang — mem_cache/radix_cache.py
- WWEBEE: paged-attention (vlm B KV BIE)
- ZE¥Ii¥fR: src-sglang-architecture
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Al Infra B XXEITMEME

XTIE AL Infra Learning (FXX) star list BIEREILPRFE S BRZ, TRERNABRE “HBIrMNERA
e MEBIRESHHEIEAZ Al Infra/ LLM T2 / Agent T2, MiZIRHAIfF%R. WLERE J1ER5]. B
e ESRESRITRE,

WEFIEL

1. ERBIA RFieR

i Infrasys-AI/AISystem. Infrasys-AI/AIInfra. cr7258/ai-infra-learning.

X=EMEERREE “Allnfra BIREEWLER” @ TH/MNESS. BE. HiF\. JISESRE. HESIZE. R
5S4k, LLMOps. Kubernetes HIREIR, FIBITERBEILSEHE, F2EBNEMERD AP,

2. #b LLM EREFAFRIER R

352 datawhalechina/happy- Llm. datawhalechina/self-Llm. AiHubCN/Awesome-Chinese-LLM.
Hannibal046/Awesome-LLM,

happy- L fRERIENIT], self-Uin RAFIRENIE/BBLE, M MAGERRERSE “RERHA” M “&
LTEARH /RSB EMEE” . Awesome list EESEER, TEAMKIE,

3.1 GPU / CUDA / kernel

lIfiFF#2iY : HeKun-NVIDIA/CUDA-Programming-Guide-in-Chinese — Tony-Tan/CUDA_Freshman — xlite-dev/
LeetCUDA — a-hamdi /GPU,

X—EEM “SHIEE Er “IBAHHEIRNEE” X, LeetCUDA REIRIILME, RANEESS 200+
CUDA kernels. Tensor Cores. HGEMM. FlashAttention 8% MMA 4:3); i&&#0 paged-attention.
radix-attention. kv-cache-offload HYIEiET1—#CiE,

4. FHIRM LA serving i /RE3Z5]

ZONOZE xLite-dev/Awesome-LLM-Inference, B[EIE|Zs wiki B9 llm-serving-engine-selection-map,

X—REXF FlashAttention. PagedAttention. Eft. F17. KV cache. speculative decoding. prefill/
decode disaggregation, AR ZE awesome list 2258, MEESKRATILIEX: &t ER. B
7. K ETX. router. KV offloads

5. T EWA LLMOps tamiEH#

3% Liguodongiot/Llm-action. InftyAI/Awesome-LLMOps. CalvinXKY/InfraTech,
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Lm-action EEEIL TI2LAINME; Awesome-LLMOps EEETAZER; InfraTech BE&EIFM PyTorch/
VLLM/SGLang #EZR NI JHIMERENDE SR S0 XM EL R AFFR[EIE dynamo. vilm. sglang. SkyPilot.
K8s Al Serving 18X T,

6. ¥\ Agent / Skills / RZFHE

3% datawhalechina/hello-agents. panaversity/learn-agentic-ai. luzhengian/ai-coding-lab.
Libukai/awesome-agent-ski Lls,

hello-agents & Agent Ni'JE%k; learn-agentic-ai 8 OpenAl Agents SDK. Memory. MCP. A2A.
Knowledge Graph. Dapr. Kubernetes &£k, E&&i&EREZ wiki B mcp. agent-memory. agent-
skills-plugin-system-map; ai-coding- lab & Al RT2SC4k; awesome-agent-skills =2 Skills £&8F5I,

7. &ERAEEHMEERANR

3% WeThinkIn/AIGC-Interview-Book. wdndev/Llm_interview_note. bcefghj/ai-agent-interview-
guide,

XEMBRESEEBF T4, RABRZEESHAL. EEETRTA/NERE, ARMR: RER
Biti. HEIEMLIL. RAG. Agent. BIERiA. fal[AF0 STAR EiisE.

MBS

it e R
LI o osa g
+ AISystem. AIInfra. happy-Lllm. self-Llm. hello-agents MKIE, BiEF
THE% BTN, EEIE
= InfraTech. LeetCUDA. CUDA_Freshman. GPU. ai-coding-lab ®0 BRI
> (¥ M
ERZE  Awesome-LLM-Inference. Awesome-Chinese-LLM. Awesome-LLM. R, &)
3] Awesome-LLMOps. awesome-agent-skills T
BRAk/  AIGC-Interview-Book. Llm_interview_note. ai-agent-interview- L .
i £ AT ERiES
iz guide
w1 academicpages. ai-briefing. Java Al =ffl. BhZ%/world 5 Al Infra E4%5548
= model &8 %, BRRE

REFEE2IMBANNINE
1. Infrasys-AI/AISystem: Al RASFAIRAR, EEFEH—F ‘A RADE" BT

2. Infrasys-AI/AIInfra: AllInfra AXMEHZOAND, EEHFE SR,
3. CalvinXKY/InfraTech: ®%& PyTorch/vLLM/SGLang/48ENNERES], EAMITIZSLERME,
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4. xlite-dev/LeetCUDA: CUDA kernel SEiiMES, &&# GPU kernel F3JE&4%,

5. xLlite-dev/Awesome-LLM-Inference: AJ#0 llm-inference. llm-serving-engine-selection-map Bx
o), EIBHIBMIIL &L,

6. datawhalechina/self-Llm: FPXFRIERGLIA/BIEILY, EEMERIIBENI

7. datawhalechina/hello-agents: Agent ##2E%4%, ®J# ai-agent-frameworks-map. agent-

framework-programming-model-map 3§55,
8. nanocoai/nanoclaw: &28£ A Agent, # OpenClaw / OpenCowork / nanobot / OpenShell &
ZRFgXFEL B

XFEREAMILAE wiki BVEER

« llm-inference. paged-attention. radix-attention. kv-cache-offload: HAIZHIZEMLILIEIL,

+ llm-serving-engine-selection-map: 7##% vLLM/SGLang/Dynamo/SkyPilot/llm-d & TFZi%8,
- ai-agent-frameworks-map. agent-framework-programming-model-map: 3% Agent N Z.
- agent-skills-plugin-system-map: &% Agent Skills F 1%,

- github-stars-ingest-candidates: FiZELIME RN backlog.
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GitHub Stars PO-P2 LI 1E

X8 github-stars-ingest-candidates M “BRNEIRFE” KEEANIEXNSITHE: PO-P2 RERZERFD,
MW RBOE H a0 wiki FERIEME, RSN NE R ZINAER. MEBMBEEEWE. EENREHH
ingest RZiZ &+ %o

GitHub HETIRA I src-github-stars-backlog-current-state,

BEDE

Coding agent / personal agent product

)

agent runtime / sandbox / substrate
J

memory / skills / observability / IM bridge
\J

tool gateway / AI gateway / model router
)

LLM serving control plane / inference operator
J

GPU operator / device plugin / DRA / GPU sharing
)

code graph / repo wiki / code intelligence

X#t backlog MBMZODMERE “BZ/LNARMEB” , MEEEHE wiki B/LZFEL4MTE: Agent M
CLI &M managed teammate # runtime substrate ¥ F&; LLM serving M vLLM/SGLang/Dynamo [a]
K8s control plane. router 1 KV cache library #"f&; Code RAG MEZEIEHRTIIER repo wiki I E;

GPU %M star list N serving ER W EBIGHEE

PO: IETUH NIER F 4%

F4 M MEes wikinER

Agent  agent-substrate/ IIE agent-runtime-sandbox-selection-map FE&EE sandbox
Runti substrate, primitive. OpenShell runtime. AgentScope framework.

me / agentscope-ai/ agentgateway, Substrate ¥+ “HZE stateful agent workload
Substr  agentscope- substrate” , AgentScope Runtime % “framework app EI4=
ate runtime runtime / Agent-as-a-Service” BIFIE]E,
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F

MNTE

MEB wiki WER

Agent  mem0ai/memo, A agent-memory-selection-matrix f& Claude/Coding agent {4
Memor agentscope-ai/ Markdown truth. OceanBase memory, mem0 &R NA memory
y ReMe layer, ReMe & AgentScope £ZME memory kito
Codi openai/codex, A coding-agent-selection-map LA Claude Code/OpenCode/
odin
A tg earendi Ll-works/ NemoClaw/nanobot A&%2, Codex @B/ Rust terminal agent; Pi
en
g/_ pi, can1357/oh- =& toolkit + TUI + coding CLI; oh-my-pi £ hash-anchored edits.
HATE ,
my-pi LSP. browser. subagents B tool harness.
Manag . .
d/ multica-ai/
e
Deskto | ™ ltica, ENRRZKE framework, & coding agent €2/ teammate 3%
eskto . -
OpenCoworkAI/ desktop app, #1 nanobot M A ZEEBRILAZKT mEXT R,
P open-cowork
Agent
LLM vllm-project/
Servi aibrix, Llm-d/ A llm-serving-engine-selection-map FE# vLLM/SGLang/
ervin
Llm-d, LLm-d/Llm-  Dynamo/SkyPilot, AIBrix # llm-d $BZ& i # %! K8s inference control
on
i8 d-router, Llm-d/  plane. Gateway API. router #193#5={ KV cache,
s
LLm-d-kv-cache
Runtime / Sandbox #MNE
B I = SR KIBERM R
agent- agent-runtime- actor/worker multiplexing. suspend/resume.
substrate/ sandbox-selection-map = snapshot. traffic routing. gVisor ifAItAEREZE
substrate 89 substrate B agent workload &P,

agentscope-ai/

Agent framework %

secure tool sandboxing. Agent-as-a-Service API.

agentscope- observability. K8s/serverless ZBZE N1l i
& . P runtime BIARS LB TRty fsery PR
runtime AgentScope app.
ti y dt to 7= coding agent task assignment. progress tracking.

multica-ai managed teammate

. & compound skills #Nfal= gk, FE sandbox
multica mf= N

primitive,

OpenCoworkAI/ desktop Agent 0OS / Claude Code. MCP tools. skills. sandbox. IM &%
open-cowork agent host FEREmIEFZRAFR Ao
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RN WRAIFE “Agent HIZEARL/GEEIRIT , & agent-substrate/substrate
OpenShell; SNRAIFZE “Agent app EARRS L , & agentscope-runtime; WREIFZ “FF a4
agent HRIZEMA” , &multica/open-coworko

Memory *N&E
= SRR

KEER

memOai/ powermem, agentmemory, BEREANE memory layer, stars MAESESR, &

mem0 memsearch

& FRIMANBRIET NERTREL,

agentscope AgentScope, agent-memory-  framework AZF memory kit, ERFE@BARS, M

-ai/ReMe selection-matrix

=0 AgentScope agent/tool/workflow £S5 E.

XN E R E# agent-memory-selection-matrix 95325 mem0 # N “@F memory layer” , ReMe i
A “framework memory kit” . E{1#1 memsearch B9 Markdown truth B4k, ##0 tencentdb-
agent-memory B9 LO-L3 EEXEFERE,

Coding Agent FITE S & SEE

2

Terminal
coding agent

Agent toolkit /
TUI

Tool harness

Delegation
plugin

Trace viewer

IM bridge

Token cost

=

openai/codex

earendi Ll-works/
pi
canl357/oh-my-
pi
openai/codex-

plugin-cc

Liaohch3/
claude-tap

chenhg5/cc-
connect

junhoyeo/
tokscale

e

B AR E terminal coding agent, Rust S2¥, # claude-
code. OpenCode [AEF.

unified LLM API + agent loop + TUIl + coding agent CLI, E&%&
agent runtime/tool loop 3%,

hash-anchored edits. LSP. browser. subagents, &&1k
“PIEERAAD” RUBRATES

Claude Code jA Codex, J&F cross-agent delegations

EHHES coding agent API traffic, BFaIXME,

{BZH coding agent ##E Feishu/Lark/Slack/Telegram & IM,
BFEEANOR.

% agent token usage tracker, BF 4/ BEWNE.

R A EEXERER “coding agent” . Codex / Pi/oh-my-pi @17 loop; codex-plugin-cc.
claude-tap. cc-connect. tokscale BE%H 1T loop A delegation. trace. IM #l cost Fo
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LLM Serving / Al Gateway / GPU E [

Fi5 =

Serving
control  vllm-project/aibrix, Lm-d/Llm-d

plane
Inferen )
Ltm-d/Llm-d-router, vlIm-project/
ce
semantic-router, Lm-sys/RoutelLLM
router
KV
cache Llm-d/Llm-d-kv-cache
library

Gatewa = kubernetes-sigs/gateway-api-

y APl / inference-extension, envoyproxy/ai-
Al gateway, kgateway-dev/kgateway,
Gatewa  higress-group/higress, katanemo/

y plano

Model .
gpustack/gpustack, ome-projects/ome,

serving . .
kserve/kserve, kubeai-project/
operato .
kubeai
.
GPU/ . . . .
DRA/ Project-HAMi /HAMi, kubernetes-sigs/
i dra-driver-nvidia-gpu, NVIDIA/gpu-
device ) ]
. operator, NVIDIA/k8s-device-plugin
plugin

RAHEFHIE X

4 llm-serving-engine-selection-map #1 “B25 |28
Z4HN B9 K8s GenAl infrastructure,

HiE {R K8s/Gateway APl &R N[0, semantic-
router fR mixture-of-models ZZERH,

RouteLLM R &/ FRERBEEER L,

it kv-cache-offload M Dynamo £5it# BZ| lim-
d £3589 KV cache scheduling/
offloading,

XL B8 mcp-gateway-tooling-map #
agentgateway fY gateway i1ig# BE| GenAl
access control. model routing 1 Gateway API

R

Ef1RRZ vLLM/SGLang &fldm, METE K8s L4
HiE8Y, GPU. autoscaling. OpenAl-
compatible endpoint,

8 src-k8s-gpu-device-plugins-stars BRYEAIS
FEI B FH& A serving ERLN BN ERE.

XEENE . vLLM/SGLang 2 engine; Dynamo/AlIBrix/llm-d & serving system; Gateway API Inference
Extension/Envoy Al Gateway/kgateway/Higress/Plano  AAFI/AIE; GPU Operator/device plugin/

DRA/HAMi &S5 HIRDECE.
Kubernetes Al Assistant / Al Ops

= ) aPNE

Cloud-native agentic

kagent-dev/kagent
agent-dev/kagen AL/ MCP

kubectl CLI
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YN{aI4E K8s/DevOps TIEEI4ERK agentic 121F
RZ5,

WATES 1T R M K8s assistant,



mHE BRPAO EEEIERER

GoogleCloudPlatform/
kubectl-ai
IEIE{RE N . MCP. BEN&i#iz
weibaohui/k8m Mini K8s Al dashboard iﬁ? SIRE UK SRS
= dashboard,
ubeual L/kubeual L Single-binary Y{ATHE Al integration f8U# K8s dashboard &
ubew ubewa
; dashboard BT,

XA NIZ#EN ai-ops / K8s assistant T, MAZHEA Agent framework JB. ENINXEES
EAO: CLI. dashboard. agentic workflow. MCP/#XfRIEHY,

Code Graph / Repo Wiki / Code Intelligence

= iz¥57 # code-semantic-search-rag-map %%
tirth8205/code- local-first code intelligence M vector search i  BEFANRBE, BirEik
review-graph graph for MCP/CLI coding tools RiFEtEx £ T3
abhigyanpatwari/ = browser-side knowledge TRRSSEE. W BESUR repo EiE, EEWERZAH
GitNexus graph + Graph RAG e /Bafh /R B IR,

AsyncFuncAI/ Al-powered repo wiki M lm-wiki B TERBHRGNE: BMIELE
deepwiki-open generator repo, LA wikio

X%%4%15BH Code RAG RRE search MCP, BEIEEZM=3: KIBEER. KBEE. Bzhrepo wiki. &
£R 0 ingest BYRE 52 & incremental graph. truth source. line-level evidence. repo scale #14EREA
AR,

B85 ingest (R4

SNIRARE MXHET B P ISTEIRIDZRMITT, AR AEE !

.agent-substrate/substrate: #b runtime substrate f&[,

.openai/codex: #E75 terminal coding agent $11T loop.

.mem0ai/mem0: #NEF memory layer FFHE L,

.vllm-project/aibrix 2% Llm-d/Llm-d: %} K8s GenAl inference control plane,

. kubernetes-sigs/gateway-api-inference-extension: #%binference routing fREMH AL,

. tirth8205/code-review-graph 2% AsyncFuncAI/deepwiki-open: % Code Graph / Repo Wiki SEEREE
%o

o b~ W N

HRIE BEERTUHNERNMLEN; B8 ingest BUATIR F—F EREZEMPHR L.
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Kubernetes DRA Design Deep Dive

L B (2026-09-27)

ANXDEHEBEHIEES TX 2026-07 B9 KEP 1&1H/4REZEIE; src-dra-driver-nvidia-gpu-architecture &
2026-06 B raw-backed Source 1RER, REBHEHAEEEE/HEAD #1 ASCII B, HBI#AiA3 sz commit AR
release, Efiti DRA RREWMFRETFIE Kubernetes # B NVIDIA driver THEEER B2 E. TEIGHEIXIARF

0 k8s-gpu-device-stacko

A EET) |
commit
6clc770

kubernetes
2cf20

dra-driver- 495bf4c
nvidia-gpu 59b94

BE7] / feature gate

it DRA/
DynamicResourceAlloca
tion

Device binding
conditions /
DRADeviceBindingCondi
tions

Consumable capacity /
DRAConsumab LleCapacity

Partitionable devices /
DRAPartitionableDevic
es

Prioritized list /
DRAPrioritizedList

Device taints /
DRADeviceTaints

HANEEAR

Kubernetes DRA API. scheduler allocation 5 kubelet Prepare/
Unprepare; Z¥ BMEGZE B XH&iZ commit B feature & X B IHIZI0

NVIDIA GPU/ComputeDomain JXzhSEIR; @i NVIDIA EEANOE

PP R

IEFSEEEEE, AL Kubernetes B9 feature stage B B2 1555 FF

FORIZBRIF R S RS

Stable, B Kubernetes
v1.35

Beta, B v1.36, Bi\B
==

Beta, B v1.36, TR\
H

Beta, Hv1.36, RIAB
H

GA, Bvl1.36; v1.37 %t
=)=

SRR v1.37 R EFIE
GA. FAINBA; v1.38%
BiERA
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DRA #E%;
SIFREY B

Bt Claim/ig& DR EAREE T

FER Pod binding IS FIMME S AR ; LAl
feature EX; {HFEXIN driver/status 45

% Claim JE#[E—I18 &A=, DRA Features

BEHZITHBREEERERFES; DRA

Features

RILFLERIRFEFRIEE; HE] feature EX

&% taint/toleration BB ERAR[EFHE XK HnFRL
M, L] feature X, MRAKEBZERER
K release B & fmAYILRA



https://github.com/kubernetes/kubernetes/commit/6c1c7702cf2052245ef10e699d45f071af306f59
https://github.com/kubernetes/kubernetes/commit/6c1c7702cf2052245ef10e699d45f071af306f59
https://github.com/kubernetes/kubernetes/commit/6c1c7702cf2052245ef10e699d45f071af306f59
https://github.com/kubernetes/kubernetes/commit/6c1c7702cf2052245ef10e699d45f071af306f59
https://github.com/kubernetes-sigs/dra-driver-nvidia-gpu/commit/495bf4c59b9423080aa1fe2163955f44a495012c
https://github.com/kubernetes-sigs/dra-driver-nvidia-gpu/commit/495bf4c59b9423080aa1fe2163955f44a495012c
https://github.com/kubernetes-sigs/dra-driver-nvidia-gpu/commit/495bf4c59b9423080aa1fe2163955f44a495012c
https://github.com/kubernetes-sigs/dra-driver-nvidia-gpu/commit/495bf4c59b9423080aa1fe2163955f44a495012c
https://kubernetes.io/docs/concepts/resource-management/dynamic-resource-allocation/
https://github.com/kubernetes/kubernetes/blob/6c1c7702cf2052245ef10e699d45f071af306f59/pkg/features/kube_features.go#L1413
https://github.com/kubernetes/kubernetes/blob/6c1c7702cf2052245ef10e699d45f071af306f59/pkg/features/kube_features.go#L1413
https://kubernetes.io/docs/concepts/resource-management/dynamic-resource-allocation/dra-features/#consumable-capacity
https://kubernetes.io/docs/concepts/resource-management/dynamic-resource-allocation/dra-features/#partitionable-devices
https://kubernetes.io/docs/concepts/resource-management/dynamic-resource-allocation/dra-features/#partitionable-devices
https://github.com/kubernetes/kubernetes/blob/6c1c7702cf2052245ef10e699d45f071af306f59/pkg/features/kube_features.go#L1468
https://github.com/kubernetes/kubernetes/blob/6c1c7702cf2052245ef10e699d45f071af306f59/pkg/features/kube_features.go#L1429

BES / feature gate AORIZIE BN ER S kiR 7 ATEXRILR | B HHKIE
g

Optional nod
prionathode driver JAREABKTASTE node-local 81, &k

operations / Alpha, BVv1.37, 2IA .
W AFRE GPU #8E%E Prepare; DRA
DRAOptionalNodeOperat = %7 ™ Frep
) Features
ions

ZRAFIATIHEX BEZRMEES, FE5THE feature /BH, API 3FRiEX M DRA API Objects, NVIDIA
M5 R%Z3t $#E driver README #1 GPU Operator 26.7 EI2E&{Z: I G GPU plugin B9Z#FiRES
Operator EIRIRAMBIABAAXREERA. TX KEP RERETFHLEHIZR, FEEATHEHFIME
Z5.

M5-C FRRVER ST SR

k8s-gpu-device-stack i&&E1&NO, ASTAERE kubernetes-dra B9 Claim. AEDE. T rARSEIU,
Kubernetes $#21% DRA API #1 scheduler allocation; driver &% ResourceSlice FEfFMIGFAR, BB
AACE HSEMABN . DeviceClass AJHEIER DK driver T2 MTER M, node-feature-discovery B95
RIREREEB R E X ResourceSlice,

kubelet JXEhT5 2l Prepare/Unprepare, dra-driver-nvidia-gpu FHiEfHEEEAEIZE, di BEBERRE
RLAFA runtime 7F N, gpu-operator EIRZEAUIEMAL, karpenter EETRBE; MEHLLZ
B8R DRA Claim BB 7 cgs. RS ZIFSEY BINLITIH feature-stage FRHM B4R driver/release A,

XBRESFIEAEME,

DRA Allocation / Binding Lifecycle

Admin / driver installation —— create selectors + config > DeviceClass

DRA driver - - publish inventory / attributes / capacities - -> ResourceSlice

> ResourceClaim
> API
Pod/template - - watch / reconcile - -> resourceclaim controller

User / workload controller —— create directly

User —— create ResourceClaimTemplate + referencing Pod

resourceclaim controller —— create owned Claim / record Pod claim reference > API

Pod + Claim + DeviceClass + ResourceSlice - - watch / scheduling input - -> scheduler

PreFilter / Filter —— evaluate feasible Node + devices > select compatible Node
Reserve —— retain candidate allocation in memory > PreBind
PreBind —— API write > Claim.status.allocation + reservedFor

——— no binding conditions

L—— binding conditions enabled + present

> continue binding

> wait in PreBind
Claim allocation - - observed by external driver controller - -> device preparation

driver controller —— write device conditions > Claim.status.devices
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https://kubernetes.io/docs/concepts/resource-management/dynamic-resource-allocation/dra-features/#optional-node-operations
https://kubernetes.io/docs/concepts/resource-management/dynamic-resource-allocation/dra-features/#optional-node-operations
https://kubernetes.io/docs/concepts/resource-management/dynamic-resource-allocation/dra-api/
https://github.com/kubernetes-sigs/dra-driver-nvidia-gpu/blob/495bf4c59b9423080aa1fe2163955f44a495012c/README.md
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/26.7/dra-intro-install.html

device conditions - - observed ready / failed / timeout - -> PreBind result
PreBind success > Bind Pod to compatible Node
> Unreserve / cleanup this attempt - - retry feedback - -> queue

PreBind failure

Bl 324 —— label >RTEFER. APl BN T =EIE, B4 - - label - ->RRAR.
watch, RIRS5ER, E#%5|H Claim BIZi@ Pod EEEH: BESEH Claim SEREMER, FaEl
B—REPIEMRE S allocation; EWIREZEHR resourceclaim controller £k, R=2 scheduler EiZi0iE
RYEEFEEN Claim. API EAEHHFF: scheduler AmadR DB S EERE reservation, YMB driver/
controller &Y E#H &% conditions, resourceclaim controller EIEk4E Claim S5iEZEE LA

FHEARZABY DynamicResources 1 7£ Reserve iIBR{&i%E, 7£ PreBind B9 bindClaim 5[] allocation/
reservation, AEERBRANYT BS5I1&&BEPER binding conditions. &BZF AN EZME: binding;
HIT failure condition SR NIZAR S ELRM, fRLE Filter/PostFilter AJ3% Claim B EZRERFIRER TS
BRI allocation, FREEID Unreserve ERIFTERMHBEZFREHE Claim,

binding conditions R FIMNBER L LTE Pod binding #i; ©ARET =M NodePrepareResources BJ5—7#
BF. EEIBEE Pod E4E. kubelet EERZZIN AL, Claim HEIRRIN. MBI, Pod 48ERK
. TRAFRDNBSRETERANARER. WRIBXSERIZHEIESS 510 DRA API Objects
resourceclaim controller,

kubelet Prepare / CDI / Release

Bound Pod + allocated/reserved Claim - - observed state - -> kubelet DRA manager
kubelet —— track Pod/Claim reference + checkpoint > node- local state

kubelet —— NodePrepareResources > vendor DRA plugin

plugin —— validate allocation / configure device / recover own state > device +
checkpoint

plugin — prepare CDI spec + return CDI device IDs > kubelet

kubelet —— checkpoint prepared result / CRI device configuration > runtime
runtime —— resolve CDI spec / inject devices / start container > running workload
Pod termination - - node reconciliation - -> kubelet drops this Pod reference

—— other local Pods still use Claim
L—— no local users

> retain shared prepared state

> NodeUnprepareResources > plugin cleanup

— successful result > kubelet updates cache / checkpoint

Pod completion / deletion - - API watch - -> resourceclaim controller

controller —— remove completed consumer reservation > Claim status

last consumer released —— eligible deallocation / finalizer cleanup > reusable Claim

owned Claim deletion —— owner / GC Llifecycle > Claim removed when cleanup permits
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https://github.com/kubernetes/kubernetes/blob/6c1c7702cf2052245ef10e699d45f071af306f59/pkg/scheduler/framework/plugins/dynamicresources/dynamicresources.go
https://kubernetes.io/docs/concepts/resource-management/dynamic-resource-allocation/dra-api/
https://github.com/kubernetes/kubernetes/blob/6c1c7702cf2052245ef10e699d45f071af306f59/pkg/controller/resourceclaim/controller.go

REFRIE DT D HIIET FORESH API RS, AEREAHES, B RARIERIRESRXFIRFTER. Sl
kubelet DRA manager 7t RPC #i/5i2%® Claim/Pod 5/&&4& R ; Hithzith Pod {35 FE— Claim BIZER
Unprepare, kubelet checkpoint 5 vendor plugin B 28 checkpoint/config RFRRRE: ERMEE
FIEXTER AP, TRIERMESLEYE, FaEiBRrME—IERIEFETHILERER.

2510 resourceclaim controller E&REEZEEMN “NER" ¥A “FEMER B, BlEFRMEL allocation
RHFEM finalizer, BREM Claim LUEEFHEC. BIRIKE Claim B owner £ EHAERIN; AFREE
BIEEMIFFA Claim WRETLURE, ERBUMZARKEKAGRER—1&FE. LEREGISFERELP—
Pod ;BHFET £8P reservation SiFIEEEHEEZ RS

El9 Prepare/Unprepare @& node-local #&1£, D1& DRAOptionalNodeOperations {/5793R3Z Alpha ¥~
B: REREAZEEE allocation #H &7 skip AR, kubelet 7 BLII5E T = 1R1E; XF2EFE GPU
BRINTH. CDI ARAEIN, FRIEFEHES. BENEEREAS Ef. EX RPC BMANEH
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KEPi&it5:&E# ([AEL%£12)

LU FREE Kubernetes Dynamic Resource Allocation B9 £ i&i1EkE8. %10\ sig-node/4381-dra-
structured-parameters, ©EEHE 3063-dynamic-resource-allocation B9 opaque driver LR iE N
F&: RESBINERREEL scheduler 1 autoscaler, Kubernetes 78R R IAEN A EHIE,
ZE KEP B Alpha/Beta/GA. =& SLIA feature gate Il kubernetes-keps-implementation-matrix; %
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€ README 1X 9% 758 ComputeDomain SRIERXZHF. FIAXFABIMIL GPU plugin, FEERE
#TE Operator 26.7 FREIE driver BUABEIRRIAE. BB FIBTNLGEE BIE release. Helm ECEF feature
gates, FEER A device-plugin. kubernetes-dra. cdi 3 gpu-sharing &#F.

X D3 src-k8s-gpu-device-plugins-stars M star list ZI2p{ Kubernetes GPU /| RIS ERBEEME, %
DEEIL: LLM serving B9 GPU [REEEE AR Z “f8 /dev/nvidia0 #E# Pod” , TS driver/operator.
container runtime. device discovery. DRA/CDI. sharing. scheduler. observability. diagnostics #1
fake device MIAIFIRAIHE S,

D1 « GPU Device Stack

DISCOVERY / CAPABILITY
NFD: NodeFeature / NodeFeatureRule / labels / NodeResourceTopology
- - published capability: informs placement / operator policy - ->
NODE SOFTWARE LIFECYCLE
GPU Operator: reconcile selected policy and managed components
Driver / runtime prerequisites must match the chosen installation path
—— configure Path A
| extended resource / kubelet Allocate

> ClusterPolicy / Device Plugin

| —— env / mounts / optional CDI > runtime
L—— configure Path B > GPUCLluster / DRA driver

DeviceClass + ResourceSlice / ResourceClaim

scheduler allocation / kubelet NodePrepareResources
—— (DI device handoff

> runtime

Path A OR Path B: alternative GPU Operator management modes
Telemetry / health - - observed state - -> operators / node recovery

Efl: 54k —— label > RNBFIEFIEE. APHABRSTRRE, B4k - - label - >RRAIA
7. reconcile. watch/health Rin&ER. FERIMESHITHIZERE, FRASXOEEHRET ERH
NFD, node-feature-discovery &¥lgES], gpu-operator EXRA M4 ER/EEA; device-plugin/
kubernetes-dra &I & ERY allocation B2, cdi {UFI&EFFENF runtime L, FEFE=F
scheduler g allocator,

B o X RRIERE, FRTIEFME GPU EIERERIBYREE, % GPU Operator 26.7 X1, ClusterPolicy
5 GPUCluster FRETERI—EEE H1E, tBASZIFM ClusterPolicy/f83Z DRA Helm REBIZRMTEE
GPUCluster, GPUCluster &2 GPU driver, #FJ43Z NVIDIADriver S(Fis% driver, HZHE5/E& CDI-
compatible runtime; ARBEIE ClusterPolicy B driver/toolkit EIRBINED S —K KR, BMERE
Operator FopEfE, WA ARE—YIRRENRZFRAEBHOEREN, &Rt ARE allocator EESH
fico
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D2 - Device Plugin Allocation

> kubelet
Device plugin - - ListAndWatch: devices / health - -> kubelet device manager
kubelet - - Node status publication - -> API: capacity / allocatable

Device plugin —— register endpoint / resource name

Pod extended-resource request + observed Node allocatable
—— scheduler Node fit / bind
- - Pod watch - -> kubelet

> Pod assigned to Node

kubelet —— select device IDs / Allocate RPC > device plugin
device plugin —— Allocate response: env / mounts / device specs / CDI IDs > kubelet
kubelet —— CRI container configuration > container runtime

runtime —— apply configured device injection / start > work Load

Device health change - - ListAndWatch update - -> allocatable update / future scheduling

X214 extended-resource B2 : scheduler g1 S B RMEF XML Node, T=1l kubelet/device
plugin TERAAIEE DAL SEECE. NVIDIA B9 device-list strategy JRTE envvar. volume-mounts.
CDl annotation 3 CDI CRI X#&EH T ; FEFIERELE CDI, BEIREZ A unhealthy B, kubelet &/
#8K allocatable, capacity (RiFRE; XAETFEIIBHEECFERHEIRENELE. BN
Kubernetes Device Plugins #1 NVIDIA plugin fid &,

D3 - Discovery / Operator Control Loops

NFD worker —— scan hardware / 0S / local feature sources > feature set
feature set - - publish NodeFeature - -> Kubernetes API

NodeFeature / NodeFeatureRule - - watch / evaluate rules - -> NFD master

NFD master —— update labels / configured annotations or resources > Node
NFD topology-updater - - publish topology - -> NodeResourceTopology

NFD GC - - observe stale / removed nodes - -> cleanup obsolete NFD objects

Node capability / topology - - consumed state - -> scheduler / operator / policy

Admin —— apply ClusterPolicy OR GPUCluster > Kubernetes API
desired policy / operand changes - - watch / enqueue - -> GPU Operator reconcile
GPU Operator —— create / update managed operands

> DaemonSets / Deployments / config
operand readiness / errors - - observed feedback - -> GPU Operator

GPU Operator —— write conditions / status > policy object

retryable error / further change - - requeue - -> GPU Operator reconcile
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NFD 9 labels. feature 5 topology #iEREMMNRZ, FIEEZIIEERA. API/watch ZEIRS worker #

S0, NFD GC BRI RAETFTEHKIEIRE. Operator By Ready HERFIEIRAMHKRES, F&RIES
N Pod B9 GPU i&KREFBEHRB. HECHIRIGE. Prepare EEMIIUNARARBESETEN, NEFEEK
2. NFD AAHfS#IEXMR I &l Introductions,

D4 - DRA Resource £ #n[E A

BT ER

e
545

b o o

TR

HEE

Runti
me 3%
=
Jl
5[]
1

MR [ RESHEA

EIEFEY driver ZEEMIZ1E 1 DeviceClass; DRA
driver %75 ResourceSlice 1% EZ. BEMAE

F P 3k workload controller 8% ResourceClaim;
713853 ResourceClaimTemplate /3 Pod Jk4E
Claim

scheduler 18#E Claim. class. slice 5 Node £9%k3%
BiGEHTE allocation/reservation; ERAMEXY ERF
1% binding conditions, B4 Pod

kubelet 7 H DRA plugin B9
NodePrepareResources; driver BeE & &H4EIPT
RMPRE, &[E CDIG&EES

kubelet £ CRI 8 CDI device IDs 33453 A runtime,
3 runtime 3% CDI spec N A& & &

kubelet E T R ABEEZ Claim Bf#A1T
NodeUnprepareResources; Z=HIEE Claim/;EZEE&
4 inAHALEE reservation. fHIBR% allocation [E]UR

WK 73 HIIRTS

DeviceClass &i&tF/ECEFN,
ResourceSlice &F7F; NFD labels
TeEBIREEE

BREFEFFTEDR, RIRESF

=—/K allocation

B9, B4E. IENRBMERT
FEIRE; FHFFARIBAMER feature
# driver

Claim status pXTHAIERA TS BB f4EC
&/CDI B5EhL; Flifk node
operations BRI EZ PR

CDI @FNEO, FRE Claim 2
HHEEE

Tim unprepare REFBEHEEED
IBHEFEA Claim BRI, FEERE—
1 Pod BERMERHZRE

SEERASFIEM. binding conditions. Prepare/checkpoint/CDI 5E[U4RT I kubernetes-dra-design-
deep-dive; B AEM How DRA Works, E#iti DRA B v1.35 stable, &# B & driver BISZIFMERD
Ziibapill LN

Sharing / Isolation Overlay

hami FUZBERZEIEBIAE. DEIEMABREE: scheduler/extender HRIET HIZEMEITE memory/
core/count 51& % reservation, BE Pod allocation annotations; device-plugin 7 kubelet Allocate
BIREUX LS EHIREIE. ESEHEE; HAMi-core ER2IAMITHER. CUDA BB = EFRH,
hami . io/vgpu-devices-to-allocate 5 hami.io/bind-phase @ D EC#HEWY, F2I 55 Ready #5E,
ARAHBAFRFIHE. &0 HAMI Protocol,
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E—T = A 8ELL HAMi 5 NVIDIA B 75 device plugin [EBY% M nvidia.com/gpu; GPU Operator AJfasRE
iR EAY, (BERBITRZSXHHRA allocation operand, HAMi-core BFYER{FH=E. MIG HEBEHEH DX
UK time-slicing Y ZHREE I AEMAFNIRBRIE, FRIELFRARRKE. BEFEHFIFELER, HAMI
FAQ IRPR T il R R4 IR 5. HAMI-DRA BXZHIZE Claim/IRE D ECERE, A fERAR— HAMI-

core fREBE,; YIRS ER API A= EIARIRERE,
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Operator operand 7t
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Device Plugin 7.
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W BFHK/BELE
=k

ResourceSlice / Claim 4K
DE%: EEFEIH. 8&F
FITEEEy allocation A—
o

Binding conditions &1F
HBEY: && B8 Pod
RYPE

NodePrepare / CDI /
checkpoint f&i%: Pod
ENEEREREHEEE

MIG / VFIO /
ComputeDomain 243 %%
BE: API 5T1/IMEX 1K
SER—H

API. ¥5558{ Operator HEfkE
LR

worker RS 3#. master B
5 GC BB EFHINEN; HEESE
EFFT

reconcile AJEE N EMPAEIERT
KHIFLEIRE conditions

plugin #ZSLIE AR, kubelet
EHEEEM allocatable, HEi
R B EhER R

driver % f#iETE. scheduler/
controller |5 & A T M EE Y
REF

scheduler k& 4 FEBETERIZLER
xER. BEENREREH
=i

kubelet/plugin XA EIXFHIRE
i, driver #%#B5 checkpoint /x
ST HIRE; Operator AIES
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EE5EMERRFESR,; APIERXES
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scheduler/device-plugin &Y
B pending allocation 5525

56

FEAIHIA/EZERIER

& worker AR, feature source.

MM TS RSSPREEM ; IEEARERIR,
TREARERE
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12 socket/API krZs. NVML/driver.
HIBEZ S A Allocate $#1%; B17H
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Claim status
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#%3F CDI runtime/spec. checkpoint
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L
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API. T5s8{ Operator BnhiliE

5 / BT g i
8 L

FEAIHIA/ZERRR

SERRZAS. RS, BIiRT R, 3i/8E7EF
MGEIRTE; FEEIHIE success INE
iR UEE D ED

HAMi annotation 3Zi&5%
T4: reservation 5
Allocate IHEFR—

RE, AIEIRAY AP $EIRIRE I
me

I9UF HAMi-core JEN. ARSI,
HEERS5HIME; ZRSEINAE
ALE IR EIE

R SR E R AR A
SR, RERRNE
HRETRE

FRESE overcommit R&F
FiHA: OOM. 5Tk
ol BIERE L

KIKAE [ BIRER R AN HIREIA R, NAERESRNEATBIE. SHIBRIEETE APl iElK. B8
&, AHEGAPLEREERE, BXE D2-D4 F1E{K driver BY conditions. events. HESIR&ERS.

—HESE

= HFRIME EfRRRY 0]
hBE IR, FIMZERE =5, &
TaAD node-feature-discovery RN, AMNERSEIMES, |
placement/operator &8
IS5 T mEX  gpu-operator, NVIDIA container toolkit, =, s
s WEERRE, FHENRE GPU R
a5 DCGM
. k8s-device-plugin, Intel device plugins, . .
RERE . . PUEINS: | ibelet MAAMH#HTREMEE
host device plugin
BERXIEED . . Pod AR 8 2¢H 1L & T KM 5 Boss
kubernetes-dra, dra-driver-nvidia-gpu
fic e
Runtime 3 & 1R EEH i REB
untime 3 cdi. NVIDIA container toolkit HINEPEIEER runtime BEBERA S
A #55|%
GPU hami, Volcano vGPU share
i, vGPU, gpu , VEpU- . o
sharing / &b &P ZHEFNEYS. AEMES GPU
scheduler
vGPU
BESRAY kueue, scheduler-plugins, autoscaler GPU batch / Al workload #n{aiHEBAFDY 45

M 512k

DCGM exporter, GPUd, fake-gpu
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ZOIn B A 57
node-feature-discovery

NFD #21# worker/master. topology-updater 5 GC, &#iEH/R4%ae. MUIRERZFEHIc. ©HEEY
scheduler #1 Operator IRFITI R, FLEIFE Pod BYIEE allocation, tARE Device Plugin 5% DRA
driver,

k8s-device-plugin

NVIDIA E75 GPU device plugin AR FMEL: @53 NVML/CUDA discovery [A kubelet gRPC 33
nvidia.com/gpu &R, FH71E Allocate FYERA env. volume. CDIEARRIERERE, CHiRHERES
59 MIG/time-slicing/MPS FRRE, BARME driver £5EH. B ZHEFAEIER serving,

gpu-operator

GPU Operator R4 M8 ND: 545 ClusterPolicy /NVIDIADriver BR{ZEIE driver. container
toolkit. device plugin. DCGM. MIG manager. validator E4R4; ZaiGPUCLuster IRE5—% DRAE
HRRIZ, BRI driver/runtime &, ER “Tm GPU R ESRHEIER" , TRESRRX Pod 3R
1FIRIZ

hami

HAMi 2 GPU sharing / vGPU AR EEZ, Ei&I webhook. scheduler extender. device plugin
M2/ device abstraction, B GPU 277, B/, 10 FAERRKE K8s FHRIER=N, ERR “%
> workload WAl H= GPU” , BHHERAE. RE. WIHZRSENERE,

dra-driver-nvidia-gpu

NVIDIA DRA driver IR & FEF ST U EE N ResourceClaim / ResourceSlice 2EZHERY, GPU 5
ComputeDomain BRREEEZBEmER, &t DRABRE, Em&IRE. sharing. VFIO FaEHMER
Kubernetes 3 BH1 & release 35I3F(d, FEELFMHERILEA device plugin &,

1 LLM serving B9x %
llm-inference &8 GPU JRIRE#H—F ALHZRIFIZIT

- Prefill/Decode B BEEKRRIE GPU t#EEBRRE A EH,

+ KV cache offload 1L 27F. CPU W7E. NVMe FIMLEERRL /& R,

* LoRA/ adapter serving EEEMNNEF SR ZEIR,

« GPU sharing 2% tail latency, FEERBFHFIAE,

- DRA/CDI 2% serving operator $0{ali8 “IG& D ECLER” 344 runtime,
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FRLL GPU stack A RERzHELE =, MM lIm-d. aibrix. kserve. gpustack. kubeai. kueue.
node-feature-discovery FIMBE 7 ELLIR, X5 model serving. EASTREZMR,

R R

+ 47 NVIDIA GPU &85 EHititk: 5tF& gpu-operator + k8s-device-plugin.

« ZIPHZEM VGPU: & hami, B XFREMIMEERIER,

« F—1i1&& API. & kubernetes-dra + dra-driver-nvidia-gpu + cdio

- LLM serving ¥&: GPU t2RE/KEE, EFFE llm-inference. inference-routing. model-serving-
operator FEIMLMEE T,
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KVCacheD X SGLang X VLLM JRIZRZE

AREIEZE “REAKREAR . XRASHEE5%IE kvcached-sglang-vlim-knowledge-system; SE¥&R
OS5I FEDN src-kvcached-architecture, ZNTIFFERRETF LU TANHIRER

EEINFARMERIKIRIE. ROFFRIGIER, 4445%)3% kvcached-integration-implementation-
guide,

BE

HEAD

/Users/zhenyu. jiang/kvcached 884108704144

/Users/zhenyu. jiang/sglang 44ef8fecfe69

/Users/zhenyu. jiang/vllm dc36fcce9d02a

IR 1A

2]
GPU VMM, Z4ET1EE. engine patches
token/radix-oriented inference engine

block-oriented inference engine

Engine source trees

SGLang
scheduler.py

mem_cache/al locator/*
mem_cache/memory_pool.py

VLLM

engine/core.py

mem_cache/radix_cache.py core/b

model_executor/*

core/kv_cache_manager .py

Lock_pool.py

|
|
core/kv_cache_coordinator.py |
|
|

worker/gpu_model_runner.py

| monkey-patched seams

kvcached/integration

patch_base.py -

version_utils.py + sglang/*

- vllm/* |
|

logical engine object <—— KVCacheManager block API <— tensor views |

| Python/C++ binding

kvcached core
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| kv_cache_manager.py -+ tp_ipc_util.py - vmm_ops.py \
| pool_registry.py + observability.py * mem_info_tracker.py \

| torch custom ops / pybind
v

| C++ VMM data plane |

| torch_bindings.cpp — allocator.cpp — ftensor.cpp \
| — page_allocator.cpp — gpu_vmm.hpp \
|

v
CUDA Driver API / HIP VMM
TRRSEIRET A EIE—FKIARE, FERRERRA=ZCMBERER, %0 seam REFH:

1. engine BY logical allocator: SGLang token/page allocator 3% vLLM BlockPool,
2. engine B9 physical KV tensor creation: SGLang memory pool buffer 8 vLLM GPUModelRunner
KV tensors,

2. BaEN: #NT UNMEITE engine import Bi4ERK

2.1 REHA

ANBfF:

+ kvcached/setup.py
+ kvcached/kvcached_autopatch.pth
+ kvcached/kvcached/autopatch.py

setup.py ARHEENE:

1. A PyTorch C++ stable ABI #9% kvcached. _C, CUDA build $5#% Libcuda LA3R1E cuMem®; HIP build
fEEF8 CppExtension + amdhip64, %% torch hipify ¥R E BRI backend abstraction,

2. 38 kvcached_autopatch.pth JR7E site-packages tRER. Python BhBY site #&ERHTT .pth HEY
import, Etb#TEMEZEFERFER import vLLM/SGLang Z &io

2.2 BohitE

Python .pth/autopatch wrapt importer engine package PatchManager
| | | | |

| interpreter start | | | |
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| ~ |

| | import autopatch | |
| ; ~ | register hooks

| user imports vllm/sglang | | |

| | | -

load package \

| | | hook fires |
|

; -
| | | | detect version |
| | | | import targets |
| | | | apply patches |
|

| = I
| engine import completes with patched aliases/classes results log |

kvcached/autopatch.py:6-19 22 import #4 engine-specific autopatch module; SEHEFIEENT R
ZEE engine IREMSE—1, BEIEERABAMR engine autopatch HEY KVCACHED_AUTOPATCH 122 R
Eo

2.3 PatchManager B9 {TIREY

integration/patch_base.py EX:

- BasePatch: BB Library. target_module. target_class. patch_name, FiefH patch marker &
EHE,

- PatchManager.register_patch: fR7Z patch 5 version range.

- apply_all_patches: # engine version. 3% range BlidR3&ZA patch. #HZ import
target_module. 1A apply()o

- VersionManager/VersionRange: PREEHRAZZMERUEESR.

Patch marker @&/, [F import hook. X reload 2% % 5| A A EEEMA; REREFINCS
&% wrapper & wrapper. EE£ listener 5 alias E#.
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3. Python/C++ API A5}

3.1 Python &R VMM &1

kvcached/vmm_ops.py 8 C++ #2053 B

Python & 7R SKIEE
init_kvcached torch.ops.kvcached
create_kv_tensors torch.ops.kvcached
kv_tensors_created torch.ops.kvcached
map_to_kv_tensors torch.ops.kvcached
unmap_from_kv_tensors torch.ops.kvcached
transactional map/unmap pybind _C

PageAllocator/InternalPage pybind _C

AR custom ops 5 pybind: tensor 2%k#] stable ABI 21E&E & FME! torch.ops; ¥ tensor.

FEiR[E] C++ class/E Z transaction £ RAYIEOREE pybind,

3.2 Tensor B ARE

engine adapter alloc_kv_cache(...)
— kvcached.vmm_ops.create_kv_tensors
— torch binding create_kv_tensors
— FTensorAllocator::create_kv_tensors
I align requested bytes to kPageSize
I choose per-layer or contiguous layout
[ construct zero page / compound zero page
L— FTensor(name, size, dtype, device)
— alloc_virtual_mem(device, size)
F— init_with_zero_()

EF

¥ta1k 2B FTensorAllocator

reserve VA 3iR[g] torch tensor
manager e 8¥1iaKES

BRSY logical offsets

B AE E AR PRAR G

RO offseta A transaction state

Python managerBEI2/EC+H+IR

L— torch::stable::from_blob(vaddr, sizes, strides, device, dtype)

— raw flat tensor(s)
— adapter uses view/as_strided/permute
— engine receives native expected KV shape

==
L)

FTensor @3LIAIZD. from_blob R EZEE 19 storage; ©IBFMEERY GPU virtual address H{E tensor
storage, tensor BYRIFHUSEEAR, ARARMEREKR/NG VRAM ESHE.
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4. C++ VMM FUELE M

4.1 FTensorAllocator

X4 csrc/allocator.cpp. csrc/inc/allocator.hppo
FERS:

- staticg_allocators_: % group_id {#7F allocator; group 0 7€ init €%, E hybrid group fifiel
=

- ftensors_: non-contiguous layout F&E— FTensor,

- contiguous_kv_tensor_: contiguous layout FE—X FTensor,

- zero_page_: [HkbackinggXfi#bkbacking/GMIR £,

« pending_unmap_. finalized_unmap_transactions_: % unmapBHERS.

create_kv_tensors 89 layout 533% :

non-contiguous
layer0 FTensor: [K region | V region]
layerl FTensor: [K region | V region]

one logical page offset maps one page in every layer and K/V target

contiguous
one FTensor: [block/page major][Llayer][K/V][payload]
one compound physical mapping covers num_layers X num_kv_buffers

4.2 FTensor

X% csrc/ftensor.cpp. csrc/inc/ftensor.hpp
— FTensor 1®7%:

- vaddr_: #7E virtual base address.

*+ size_. page_size_. dtype/device,

+ tensor_: from_blob RIZEMIFZE view,

« mapping_: page_id — physical Page handle,

- failed_pages_: rollback/BHRAHENRZhandle, BREIZE M,

4.3 map K&Kk

FTensor: :map(offset)
— validate offset alignment/range
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reject if mapping_ already owns page_id
GPU: unmap zero page at target VA

I
—
— make_unique_page(device, page_id, page_size)
— physical Page::map(target VA)

—

mapping_[page_id] = handle

failure:
if physical map happened — unmap it
remap zero page
release physical handle
any rollback failure — retain failed handle + state consistency error

4.4 unmap REFE

FTensor: :unmap_retain_(offset)
— validate currently mapped
— cuMemUnmap physical mapping
— map zero page back to same VA
— move physical handle out of mapping_

— caller decides:

direct unmap: handle.release()

transaction prepare: keep handle in PendingUnmapTransaction
abort: map retained handle back

commit: release retained handle
“SCEFPR zero page, BRI handle” MIIRFFEESE VA B TRRESHE, Wit rollback BERHMRE Mo
5. PageAllocator 5 KVCacheManager

5.1 C++ PageAllocator K&

X4 : csrc/page_allocator.cpps

free_page_Llist
logical page IDs with no physical backing
| alloc slow path + map
v
in-use page
| all blocks free
I reserve pool below max — reserved_page_list (still mapped)
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| | alloc fast path

| ' = in-use
— reserve pool full » unmap — free_page_list
map rollback uncertain » quarantined_pages
state consistency unknown » transaction_failed (pool rejects work)

constructor &3E mem_size_per_layer / page_size & logical page id =ia], F6I3& MemInfoTracker,
alloc_page() fL5EM reserved_page_List_BY, #&map latency; slow pathMfree listEX/Z1EA
map_pages(). free_pages()fREB—&fs mapped reserve, EHRHtEunmap,

5.2 Python KVCacheManager k7S

X1 kvcached/kv_cache_manager .pys.

avai l_pages Emapped. Bfree blocks#InternalPage

full_pages Emapped. &&free blockfInternalPage

num_avai L_blocks {R%5itavail_pagesHifree block

reserved_blocks resize/reserveiZIHEHE A S5 E@allocationBblock
null_block SGLang/vLLM padding/null contractZR R & fblock 0
retired_pages logical freefBZ4%GPU batch fenceZ BEunmap#ypage
memory-limit fields limit revision. effective bytes. shrink target

5.3 alloc JFHRFE

KVCacheManager.alloc(need_size)
— _wait_post_init(): tensor@nEfEworkerflzE
— observe PageAllocator resize target
— available_size() >= need_size ?
— no — return None
L— vyes
— first consume reserved_blocks
— while remaining > 0
I avail_pages non-empty
| — _pick_avail_page(remaining)
| exact/best fit first; otherwiselargest partial page
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— no avail page
— PageAllocator.alloc_page()
— InternalPage.init(block_mem_size)
— map physical page if slow path
— InternalPage.alloc(k)
— move page to full_pages or avail_pages
— return exactly need_size block IDs

alloc_page failure after partial work
— page-derived IDs go through free()
— reserved-derived IDs prepend back to reserved ledger
— return None
_pick_avail_page Epage-affinexi#: BERMTEremaining runBhER/\GiEpage, TRERTHEfreefiz%
Hpage. BiEIL—requestBblocks&EH, Ei/prefix cache pinf¥Z BIRIEE,

5.4 free *4HRTE

KVCacheManager . free(block_ids)
— group block IDs by physical page
— locate page in full_pages/avail_pages
— InternalPage.free_batch(ids)
— page still occupied
— keep in avail_pages
—> page empty
I defer_physical_release
| L— append (epoch, page_ids) to retired_pages
— immediate
L— PageAl locator.free_pages
— retain mapped reserve pages
— transactional/direct unmap remainder

Fiafree 5¥iErelease@ 7 Y, BMErequestEM T block, pageRHEErequest/prefix{irIgeSF; Bl
FEMTT, reserve poolzdkasync fenceth I BEE BTRE physical mapping,
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6. SGLang JRIBIEN

6.1 REXNR

ES: M b3 G N

+ sglang/python/sglang/srt/managers/scheduler.py

+ sglang/python/sglang/srt/mem_cache/allocator/base.py

+ .../allocator/token.py

+ .../allocator/paged.py

+ sglang/python/sglang/srt/mem_cache/memory_pool.py

+ sglang/python/sglang/srt/mem_cache/radix_cache.py

+ sglang/python/sglang/srt/mem_cache/kv_cache_configurator.py

FEEIRARXAE:

Scheduler.run_event_loop
— get_next_batch_to_run
— RadixCache.match_prefix
— allocation helpers
— TokenToKVPoolAlLlocator.alloc
or PagedTokenToKVPoolAllocator.alloc_extend/alloc_decode
— ScheduleBatch
— run_batch / ModelRunner
— process_batch_result
o

RadixCache.cache_finished_req or allocator.free

6.2 patch JEAEE
integration/sglang/autopatch.py ¥R 2H1E XA :

.ElasticAllocatorPatch
.ElasticSWAALLlocatorPatch

. ElasticMemoryPooPatch

. ElasticMLAMemoryPoo LPatch

. ElasticMambaPooPatch

. ElasticHybridLinearKVPoolPatch

. legacy/current virtual capacity patch
. Scheduler memory leak patch

O© 0o N O U b~ W N -

. RadixCache limit patch
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allocatorflpool alias 7% FiEkiX teclass aliasfcapacity ownert&EiR; BN BIFERIEimportBT B4
BE4%cclassfR7EEImodule global, E4:R4package aliasFTiZE Ko

6.3 SGLang #JiaLBYF
SGLang import KVCacheD hook allocator module memory_pool module worker
rank
| | |
|
I - |
|
| | = | inject Elastic
classes | |

| | = | alias public names

inject pool classes |

| = |

alias pool names |
| | |
|

| Scheduler/model pool construction

init_kvcached |
| | | | alloc virtual
tensor
| | | | create local
manager
| |
|

| - | attach allocator |
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6.4 Elastic token allocator

ElasticTokenToKVPoolALLocator 4%/ BaseTokenToKVPoolALLocator, {BR4EIFR A4 free tensor:

+ available_size() = min(manager.available_size(), self.size)o

- alloc(n) = manageriR[E]Python block/token IDs, B%%GPU int64 tensor,
- free(indices) — 1R#ESGLang free-groupid X i Blfreezt iR Fgroup end,
+ clear() = manager.clearFEEfree group.

page_size > 1 BY, ElasticPaged allocatoriBmanager block idflfESGLang page id:

manager block IDs [4, 9], SGLang page_size = 4
— token indices [16,17,18,19, 36,37,38,39]

extend/decode locationit&{HEASGLang/E 4 kernel, KVCacheDR#tR#page ids.
6.5 Elastic MHA/MLA pool

R4 MHATokenToKVPoo L &8l &EE K/V torch buffer, elastic subclass BkidiXE&allocation, JEA:

sglang.interfaces. init_kvcached
— vmm_ops. init_kvcached(device, PAGE_SIZE, layout)

sglang. interfaces.alloc_kv_cache(shape, dtype, device, layers, page_size, type)
— compute bytes per engine block
— reserve virtual bytes per layer
— create_kv_tensors
— build K/V or MLA views

sglang. interfaces.get_kv_cache_manager(...)
— world_size=1 local manager
— reserve_null_block=True
— attach as pool.kvcached_allocator

wor ld_size=1 2ZIE %R : 1 SGLang TP workerfpool/tensorfzrankififs, Zittmap AL s
rank, AvLLM= coordinator fan-out.

6.6 Mamba super-cell

alloc_mamba_states $#B—slotByZFstatetn/F /I :
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slot cell

L

| conv state 0 | conv state 1 | temporal/SSM |
| |

1

Shhstatetzdtype itemsizext7F, A cellBpadFIPAGE_SIZEMR/NAJ BEE. REREInternalPage 23
SeEblock; FHcellFEEEPRpage, SHIMEETIblock#Bkid. managerfl#Znum_s lotsEEA =,

6.7 RadixCache bound

KVCacheD R&EFE match_prefix/insert/evict, RadixCachelimitPatch &%k cache_finished_req:

original cache_finished_req(req)
— radix tree owns finished token indices
— excess = evictable_size - MAX_CACHED_TOKENS
— if excess > 0: call native RadixCache.evict(excess)
— native allocator.free(indices)
— elastic allocator — KVCacheManager.free

7. VLLM JRRZ#EZ N

1.1 RENR

KRBt

+ vllm/vl/engine/core.py

+ vllm/vl/core/kv_cache_manager.py

+ vllm/vl/core/kv_cache_coordinator.py

« vllm/vl/core/single_type_kv_cache_manager.py
« vllm/vl/core/block_pool.py

+ vlim/vl/worker/gpu_worker.py

+ vllm/vl/worker/gpu_model_runner.py

FEIRARXAE:
EngineCore.step
— Scheduler.schedule

— KVCacheManager.allocate_slots
— KVCacheCoordinator / specialized managers
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=
-
N
-
-

BlockPool.get_new_blocks / touch / free_blocks
Schedu lerQutput

model_executor.execute_model

GPUMode LRunner . execute_mode L

attention backend using block table + KV tensors

7.2 patch BEM

integration/vllm/autopatch.py ;MBI XFEpatch:

+ ElasticBlockPoolPatch

+ EngineCorePatch. MPClientPatch. CoreEngineProcManagerPatch
* GPUMode lRunnerPatch, LX%20.28/0.29 MRV2% Fipatch

* GPUWorkerPatch

* HybridBlockSizeAlignPatch

+ KVCacheCoordinatorPatch 3%|HhR KVCacheManagerPatch

+ KVCacheManagerAllocateSlotsPatch

+ Mamba tail. Triton scale. NIXL compatibility patches

VLLM patch&%, R2ERNVMMHEIRRE, M scheduler-side block ownership 5 worker-side CUDA
mapping 98,

7.3 VLLM #1138 1b Bt

Engi
GPUM

neCore KVCache patch KV coordinator GPU worker

ode lRunner

| | | | |
| __init__(config) | | | |
|
[

= | init coordinator-side kvcached

| record TP/PP/async | |

| I » | native init

| | replace BlockPool | |
| | create manager | |

start executors/workers | | |
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init worker VMM |
start listener |
allocate VA KV |
bind views

| ready |

| install ordered-unmap worker collective barrier

7.4 ElasticBlockPool

J7E integration/vilm/patches.py:620-1121 hSTENX. EFEERELHalloc/free, EAVLLM EZE G
BlockPool#yBzz{contract:

Contract oI

block object identity FiEE KVCacheBlockClass (i) #12H, ##managen&[alidZ&5|

null block block 0 K AREH4R is_null

prefix lookup (block_hash, group_id) — blocks, Sz#Fduplicate materialization
active ownership ref_cnt, touchBtMevictable LRUFZBR

cached free full cached block ref=0/G1# N\evictable LRU, RIZBIFEH
uncached free partial/Zchash blockE&manager.free

cache cap cached blocksiBFRBfevictFHmanager.free

scheduler capacity physical manager free + evictable cached blocks

7.5 vLLM allocation B4 %

Scheduler KVCacheManager Coordinator ElasticBlockPool KVCacheD
manager
| allocate_slots(req,n) | \ |

| | = | group allocation
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| | | -

get_new_blocks(n) |

| | | avai lable snapshot

alloc(n)
| | |
| -
| | | map if
needed
| | |
| = I
| | | = |
KVCacheBlock list |
| | = | block tables

| = | SchedulerOutput |

race: another process consumes last physical page
KVCacheD alloc returns None
— ElasticBlockPool raises KVCachePoolExhausted
— patched allocate_slots rolls back partial group allocation
— returns None
— Scheduler treats as temporary miss/preempts/retries

SI3HFRKVCachePoo LExhausted, shape/layout/invariant ValueError{fi%Afatal, & IBESTbugfhiE fa &
EHo

7.6 GPUModelRunner tensor allocation

VLLM 0.9+ patch £5GPUModelRunnert€fil _allocate_kv_cache_from_kvcached:

1. I8IEE KV group B9 physical block geometry,
2. HBR cross-layer sharing B9borrower layer, R#itensor owner43fidstorage,
3. R MM attention group/spec/backend,
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4. BR§backend KV shape#lkernel block size,

5. 3tpacked KV. MLA. HYBRID_LINEAR. heterogeneous attentionff{Z[Jgeometryiez,
6.1 vlim. interfaces.alloc_kv_cache €llZZraw FTensor,

7. HR#Egroup/layertgiEper-layer view/as_strided/permute,

8. shared layer aliasZEowner tensor,

9. RIRE A bind_kv_cache JEAAEIattention modules,

XS YEbytestiFmsMiMlbackenditEALEY S —, tensor shape “BICKRIEH” T,
stride. K/V offset. kernel-block ratio. inline scale/padding#&B#&4ZmILAD,

7.7 Worker capacity profile

VLLMJE4: Worker .determine_avai Lable_memory FA#li5{kEI/Gwhole-device free-memory delta; HE#
t2tEprofileffia 7 o/ BRSWIF X MBRIZ. patcheA:

virtual_budget
- model_runner.model_memory_usage
- process-local torch activation peak
= available KV virtual bytes

3L kv_cache_memory_bytes #lupstream startup plan{ifiisc, S patchBE=RFERATIE. CUDA
graphBYwhole-device delta it NFTAKVIIE, {BEXFE{NEFLEupstream warmup contract,

7.8 APC 5physical page eviction
ElasticBlockPoolX Z3FfHeviction B 4R:

- allocation shortage: freefilogical slotZ FEM, &4ALRUBIA]; page-awareHFFA=ZERY)
B, RimeIseifEEERprefix.

+ FE&ficache cap/trim: BAx@JEVRAM, ik occupancy#Bitevictablefe &+ HIpage;
EIUET A Bphysicallfzs,

7.9 async/queued batch FFH

EngineCore step N submits worker batch reading page P

|
Scheduler logically frees P during/after later bookkeeping

KVCacheManager marks P retired with epoch E

EngineCore.step_with_batch_queue returns after submitting ordered work

75



capture marker E

mode l_executor.collective_rpc(_worker_physical_release_barrier)
| every worker synchronizes prior work
v

release_retired_pages_through(E)

transactional unmap P

&BXEbarrier, scheduler CPUIRZSRIREE & free block, 1EBGPUBA%H|Hbatch{BER S EEUER
page, ¥EFiunmap=r=4illegal memory accesssilent output corruptions

8. TP/PP IPC ¥
X% kvcached/tp_ipc_util.pyo

8.1 it 5FREMR

socket root: /tmp/kvcached-tp-<ipc-name>-<hash>,

PP=1:
root/w0.sock
root/wl.sock

PP>1:
root/w0.sock, root/wl.sock # pp0
root/ppl/w0.sock, root/ppl/wl.sock
root/pp2/w0.sock, root/pp2/wl.sock

pp_rank=-1 #R7~coordinator operationE&E &FE PP stage; KVCACHED_PP_SIZERTEstagefE &

8.2 map ¥

coordinator rank0 rankl rankN
MAP(offsets) | | |

| ~ | | |
|
|
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| Local map Local map Local map
| - success/new ——— |

| < success,/new

any failure:
coordinator sends rollback/unmap for offsets newly mapped by successful ranks
rollback uncertainty — StateConsistencyError / quarantine

8.3 unmap RN E& Y

Coordinator Workers
| PREPARE(tx, offsets) |

= | unmap physical, remap zero,

|
[
| | retain physical handles
|

— prepared ———— |

|

— if any prepare failed:
| ABORT (tx) » restore retained handles
|

L— if all prepared:
COMMIT(tx) = release handles
ambiguous result — retry COMMIT, never ABORT

transaction outcome®&bounded history, FEEcommit/abortmZF. preparekZiAEworkerfie/E
abortBY, ZworkertBig5RABORTED, PFhlbiEiRprepareZE=H#i¥TFFtransactions

8.4 listener shutdown

_WorkerListener.stop:

1. 1% Estop event, E4HtHconnection dispatch,

2. shutdown() Baccept sockets, MifiEblocked recv,
3. EmhiEEECS, MEEblocked accept,

4. join listener thread, FFIEEHITHIVMM call&R,
5. RBthreadfINBHG, Zunlink socketfIEE R.

E5FVATEdrain, REIFalseHREFBMEIR; Fae—ifthandleriAZEVMME, —if$HERallocators
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9. shared memory limit 5 resize

csrc/inc/mem_info_tracker.hpp Byshared recordfR77KV limit. used. preallocated®. kvctl&e&limit/
revisionfg:

kvctl Limit
— update /dev/shm record + revision
— PageAllocator resize_watcher observes change
— compute new per-layer target
— KVCacheManager next allocation observes resize target
— grow: extend logical page space
— shrink:
stop issuing blocks beyond target
move/free empty pages
wait until in-use tail blocks drain
trim reserve mappings

resize N ERFIIE G IETEIE Trequest; WERTRERM#HAY. LEscheduler/cache evictionRE ZIRFEK
live/cached blocks, KVCacheDFEEFLMownershipEiZunmap,

10. Prefix cache BYJRREFRE Y

vLLM

Request.block_hashes
— KVCacheManager/Coordinator finds cached full blocks
— ElasticBlockPool._cached_blocks[(hash, group)]
— touch increments ref_cnt
— free_blocks decrements ref_cnt
cached full block — _evictable_blocks LRU
uncached partial — KVCacheManager.free immediately

SGLang

RadixKey(token_ids, extra_key, cache_salt)
— RadixCache.match_prefix
— TreeNode.value = token-slot tensor
— lock_ref protects in-flight prefix
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— cache_finished_req inserts suffix
— eviction frees TreeNode.value through allocator

KVCacheD

KVCacheDAIEfi#hashTiradix key, F&E&Eblock IDs. EME—BEMBIprefix-awareElE, BEKengine
cache layerfEbound/pressure F¥ID; page ledgerfaf5¥ kT2 T AL B physical page.

11. Layout i+&

11.1 BRI

engine block bytes = tokens_per_block X per_token_cell_bytes

MHA/GQA per-token cell
= num_kv_heads X head_dim X dtype_bytes
(K/VExZHnum_kv_bufferssishapeAIK/VAERT)

manager physical accounting
= mapped_pages X page_size X num_layers X num_kv_buffers

11.2 vLLM backend shape
adapteriRzl:

+ FlashAttention: (2, num_blocks, block_size, heads, dim),
+ Flashinfer: (num_blocks, 2, block_size, heads, dim),

« packed KV: (num_blocks, heads, block_size, 2*dim).

« MLA: (num_blocks, block_size, latent_head_size),

virtual blockeJgEttkernel blockk, ffla0256-token virtual block#kA4164-token kernel blocks.
adapterisFiigkernel-block¥iE#EIstride, ZEMzero/copy/attention kernel=Bkiait,

11.3 contiguous offset

non-contiguous offset = page_id X PAGE_SIZE

contiguous compound offset
= page_id X PAGE_SIZE X num_Llayers X num_kv_buffers
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managerflFTensort3EEBnum_Llayers/num_kv_buffersiisee—2; FEcompound strideR[E, Ef
ff S bytestif, thamapZiiRoffset, VLLM interfaceE tb{R7Fcreated tensor capacity record, Fit
manager-first/tensor-firstFF| &R 32 X 30l

12. Controller J&B#5

controllerRE@VMMIZILy, {BiRHt5EEE ZiE8 R FAnRf:

2l

X 2

\9

<

FRMTYAML, #33&vLLM/SGLang@m<flenv, tmux/Zahsefl/
controller/launch.py

router
controller/frontend.py aiohttp OpenAl-compatible AOF1EEAPI
controller/router.py model name — endpoint, ¥%&stream/non-streami&K

controller
. /_ request start/end. rate. idle duration
traffic_monitor.py

controller/sleep_manager.py idlet®M, JAAVLLM sleep/wakedSGLang release/resume
BRI F:
Client Frontend SleepManager Router Engine
request | | | |

|

| - | \ | |
| — is sleeping? — | | \
|

|

| <— status I | |
— wake if needed= | engine API
| | =— ready I | |
| | -
route |
| | | -
| | = |
response |
| = | stream/response |

| L— record activity |
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13. RN TE

physical pageE Bt~ E

block/page geometrydEi

ZBrmapkM BRI [ElR
map rollback& ¥
unmap prepareski

unmap commit~Eg

queued GPU workk5em

worker listenerzkdrain

enginehfiZs/runnerit
adapter

HREN" FIIRE,

14. BB X HERE|

RE—EERANT AARE

=

manager/
ElasticBlockPool

adapter/manager init
FTensorAllocator
FTensor/PageAllocator
TP IPC

TP IPC

vLLM EngineCore patch

shutdown

EngineCore/autopatch

ERfIS

S(SE

iR[ENonedl%& Hexhaustion, #scheduler
retry

fail early, #@iE%page size/config
rollback#igRRET, allocationkI¥
quarantine page, #%kfARFmapping
3B prepare worker&iXabortiiE
BEFHicommit; {BFRBEANIfaIl pool
worker barrier/g7 drain retired pages

iR[O]False, 1R&allocatorftEif

fail loud, RAFFIEN

EEEHIRIEXAEL,

:izE

KVCacheD #435

JIRE
X4

F

1 kvcached/autopatch.py

2 integration/patch_base.py

3 integration/sglang/
autopatch.py

4 integration/sglang/
interfaces.py

s integration/sglang/
patches.py

6

autopatch_all

BasePatch, PatchManager

patchllfifF#lIversion ranges

init_kvcached, alloc_kv_cache, alloc_mamba_states,
get_kv_cache_manager

Elastic allocator/pool. capacity. Radix bound

V1/MRV2/worker/coordinator patch%Ef%
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g

X1
F
integration/vlim/
autopatch.py
; integration/vlim/
interfaces.py
g integration/vlim/
patches.py
9 kv_cache_manager.py
10 tp_ipc_util.py
11 csrc/page_allocator.cpp
12 csrc/allocator.cpp
13 csrc/ftensor.cpp
14 csrc/inc/gpu_vmm.hpp
SGLang XJHg8
X

srt/managers/scheduler.py

srt/mem_cache/allocator/base.py

srt/mem_cache/allocator/token.py

srt/mem_cache/allocator/paged.py

srt/mem_cache/memory_pool.py

srt/mem_cache/radix_cache.py

ERfIS

KV shape/view. created capacity guard
ElasticBlockPool. EngineCore. runner. worker.
allocate_slots

_alloc, _pick_avail_page, free, resize, available_size,
shutdown

listener. broadcast map. 2PC unmap

page state. prealloc. map/unmap dispatch
FTensorAllocator create/map/transaction
VA reservation5single tensor mapping

CUDA/HIP API abstraction

At Ak

request/batchEEHFFmemory pool#JiaL
allocator contract/free-group/evictioniz
[F4token free tensor

extend/decode page allocation
MHA/MLA/Mamba/hybrid ESCtensor shape

prefix key/node/match/insert/evict

srt/mem_cache/kv_cache_configurator.py virtual capacity#@l{al%%agpool size

VLLM XtE8

X

vl/engine/core.py

A4

EngineCoreflJiaft. step. sleep/shutdown. batch queue
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X1 At Ak

vl/core/block_pool.py native block/APC/null/ref/free queue contract
vl/core/kv_cache_manager.py allocate_slotsiz[E]NoneBJscheduleri& X

vl/core/kv_cache_coordinator.py multi-group/hybrid block ownership

v1l/worker/gpu_worker.py capacity profile. sleep. worker lifecycle
vl/worker/gpu_model_runner.py KV tensor allocation/bind/backend initialization
vl/kv_cache_interface.py KV spec/config/tensor/group geometry

15. A 5 I0IEER IR
15.1 #iA patch EIEE X

1. 193 . pth TEREREIMITHY site-packages.

2. W N envERIKE . ENABLE_KVCACHED=true. KVCACHED_AUTOPATCH=1,

3. BE®H I PatchManagert@MIkRZAsFI B ThpatchFlZ&k,

4. =178t class/module aliastgAElasticS2 I,

5.kvctl LlistBEEFZpool, idle VRAMIZIEN E+reserveil A E5EEKV reservation,

15.2 alloc AR EMER =

engine allocator get_new/alloc
— KVCacheManager.avai lable_size
— KVCacheManager._alloc
— PageAllocator.alloc_page
— PageAllocator.map_pages
— tp_ipc broadcast or FTensorAllocator.map

FEICR: requested blocks. logical free. physical free pages. selected page IDs. offsets. rank
responsesFIFERT,

15.3 free R E7F

RIRFHE:

1. block@& 1A running requests| Ao

2. @B #HNVLLM APC/SGLang RadixCache,

3. page occupancy@&113E0,

4. empty pageE & i#H Amapped reserve pool,
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5. @& Eretired_pagesFfFasync fence,
6. transactional unmap2E & IIcommit,
7. driver2 @& EBHEIEKV allocation,

15.4 IREE MR 7%

- test_alloc_rollback.py. test_vmm_failure_policy.py: KK 5quarantine,

* test_tp_ipc_atomic_map.py. test_tp_ipc_unmap_sync.py. test_tp_ipc_pp_fanout.py: rank—=K
{29

+ test_vlIm_pool_exhaustion.py. test_vllm_async_unmap_ordering.py: scheduler miss5
lifetime,

+ test_vllm_native_block_pool*.py. test_prefix_cache.py: block/APC34Y,

+ test_sglang_allocator_patch.py. test_sglang_mem_pool_seam.py: SGLangseam,

- test_*mamba*. test_*hybrid*. test_*packed*: ZZtlayout,

- test_shared_segment_Llifecycle*. test_vllm_engine_core_shutdown.py: ZHFEIE,

16. NREBF HRVIZIDESIE

1. KVCacheD HIZEFRARE “B—1KV allocator” , Tz engine logical ownership 5 GPU physical
backing Zigl#y translation layer,

2. FTensorikattention kerneli&BA; KVCacheManageritengine allocatori&EER; version patchesit E
TERRDIERE, X=REERMSFIXEVMM, ledgerfllcompatibility 4,

3. SGLangiEft 8 E F ER B poolfHltoken/radixiE X ; VLLMERE ZEFE R EHBlockPoolfz
zhcontract. hybrid groupsFlEngineCore/worker#i25 =,

4. correctness¥ R RTERLINERTR, M7Epartial map rollback. allocation race. queued GPU
lifetime#distributed unmap.

5. prefix cache L2 metadata policy, physical elasticity@ FEpage policy; REMEBEHEREREK
ownership, VRAMZ EIE)3i%,

6. FrR—Nenginehiiashy, SAMEFIIEclass aliasiBFREIHl. method signature. KV shape/
stride. runneri&Ffshutdowni&i®, REERFHimport@EI.

NEE PN

- ZIBEXAME: kvcached-sglang-vlim-knowledge-system
- SEEEZEMSRIR: src-kvcached-architecture

« BOBER: elastic-kv-cache

- ERR 5L kvcached-integration-implementation-guide
« MBSMK: kvcached. sglang. vllm

- 5|8EEFE L radix-attention. paged-attention
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I

KVCacheD X SGLang X VLLM &5 5582
fif

Z<T#E kvcached-source-code-deep-dive FYSEILENIR B I TR FE SIFIIOIERR 1R, B2t —%
“‘EBRIEMAES L WaS, MRS —THAEUMNRNASRRIL. EPRESMEBHER.

1. fERRIRYIA R

SN RSt /B F elastic-kv-cache:

8] &R EEER ‘B EEER B
ERE2EER U LIER/S2E? HrEEITAE BB ISR BT I i BT BB PR
. 5 B, KVCacheD R
A B IR 7 KVIB{ERT3 ? HRATH, KVCacheDRIRRT
KV E B S EIEsE = MER? BYER RIS BB #IE{ 5= B IVRAM LBRLYR
EEREYIEenginehRZ4? Al¢EiPadapter B fE rolling latestaH RE TR A NG
=4 0] LUHMGPU tnessil IOIIEL t
TE\ = correctnessl EJ .1 ayout/ DERHRIARES
n? lifetime
FEETFHIBIRRACLAKVCacheD:
- BRRHEZERprefixAZR: Histkv-cache-offload. KV connectorfldistributed serving,

+ Kubernetes GPU allocationZ¢3&FFE : fiigpu-sharing. MIG. MPS. DRA/device plugin.
- BREEENEERRF: FHEWK. offload. sleepTiEEH1T,
. IBFERattention kernel FLOPs: i%E#%/{fL{tFlashAttention. Flashinfer. TritonZbackend,

2. B AR
BARERFICR:
hardware
GPU model / count / VRAM
CUDA or ROCm driver/runtime
software

PyTorch version and torch.version.cuda/hip
KVCacheD package version + git commit
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VLLM or SGLang package version + git commit
Python version

engine configuration
model + revision
dtype / quantization / KV dtype
attention backend
TP / PP / DP / EP
block/page size
prefix cache flags
async scheduling / sleep mode / P-D connector

KVCacheD configuration
IPC name
VMM page size
contiguous layout
preallocation settings
prefix cache bound
memory Llimit

2E “YLLM latest + kvcached” TEiAE ML, KV tensor layout HlrunneriEFEAIGETEminor released]
Z,

3.1 IRET

3.1 BhtiEitE
LHTKVCacheD buildiZEER :

* Linux GPUIE ; VMMIZIOARZEmacOSA M AT HITER R,
+ Python 3.9-3.13,

+ PyTorch>=2.10, AT stable ABI build,

+ CUDAZROCm buildgEmiE 33 NZVMM API,

+ BARvLLM/SGLanghikZs7fadaptersEE RN,

3.2 ZEfF

# 1. #HNB1FengineBINIFIR
source /path/to/venv/bin/activate

# 2. FLREEITAIGPU backendAIPyTorchFlengine
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python -c 'import torch; print(torch.__version torch.version.cuda, torch.version.hip)'

—_)

# 3. ZEEKVCacheD; build isolationsBARREZLEMtorch, FELLXiHF
pip install kvcached --no-build-isolation

# RS R LR
cd /path/to/kvcached
pip install -e . --no-build-isolation --no-cache-dir

INRMEIRTE, FAMUEW—E:

HiRUE S
import torch2 g ZE|MFEIRSEbuild isolation

stable ABI/version guard  PyTorch{&F B#rhikzs

Libcuda/CUDA headers driver/toolkit/build}IFIERTEEE

HIP symbols ROCm/PyTorch backend ~—%§

wheel %357 .pth BE X packaging/install path;&HBroot data&#Fsite-packages
3.3 WIEEEEANXHF

python - <<'PY'
import site
from pathlib import Path

for directory in [*site.getsitepackages(), site.getusersitepackages()]:
path = Path(directory) / "kvcached_autopatch.pth"
if path.exists():
print(path)
PY

JERES JFEPYTHONPATHRI I, AL . pth&1T. . pthb i TAERR 2R B ohET M B site-packagesB Ro
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4. MIRBENE

4.1 ERFFR

export ENABLE_KVCACHED=true
export KVCACHED_AUTOPATCH=1

« KVCACHED_AUTOPATCH: engine importBY @& & class/function/alias,
+ ENABLE_KVCACHED: patched wrapperiziTht @& Eelasticd %,

MER—EBAIRERIA “IRSEERTN, EXMMNERERE -

4.2 FiRIH
export KVCACHED_IPC_NAME=my-serving-pool

IPC nameg ;

+ /dev/shm memory information/limit segment,
+ TP/PP socket rootHinamespace,
« kvct LERAIEHIBE 7.

E—¥ELZH VAR, REEKEERNRZM, MIBFNSKREFEFRRR, BRlimitflsocket
EEER-A

4.3 VMM page5layout

export KVCACHED_PAGE_SIZE_MB=2
export KVCACHED_CONTIGUOUS_LAYOUT=true

FRm

- page sizeA 722 MiBRYIEE#E,

« block/super-cellXFpageBt#A it Kpage.

+ NVIDIA/CUDAZRIAcontiguous; ROCmERiAnon-contiguouss

* P-D/NIXL. per-layer pointer;¥ita¢4¥EbackendrIgEEKnon-contiguous.
- layoutZtensor stride, Ecorrectnesstit®, ~REMEEEE,
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4.4 reserve5cacheZE&

export KVCACHED_PAGE_PREALLOC_ENABLED=true
export KVCACHED_MIN_RESERVED_PAGES=5
export KVCACHED_MAX_RESERVED_PAGES=10
export KVCACHED_MAX_CACHED_TOKENS=16000

SRR ERRIN

1. exilprefix cached & cached tokensig 790,

2. IIEE A map/unmap#liaH IE .

3. BZF g Ncache bound, MMZRarRZEFImapped pages.

4. 35)F/%kpreallocation, Ef¢Epage latencyFidle footprint.

5.3819 1. #INEE “RERA
5.1 vLLM s&/NEED

export ENABLE_KVCACHED=true

export KVCACHED_AUTOPATCH=1

export KVCACHED_IPC_NAME=vLLlm-lab

export VLLM_USE_V1=1

export VLLM_ATTENTION_BACKEND=FLASH_ATTN

vllm serve "SMODEL" \
--no-enable-prefix-caching \
--port 12346

5.2 SGLang B&/)\E5h

export ENABLE_KVCACHED=true
export KVCACHED_AUTOPATCH=1
export KVCACHED_IPC_NAME=sglang-lab

python -m sglang. launch_server \
--model "$MODEL" \
--disable-radix-cache \
--trust-remote-code \
--port 30000

89



5.3 BRINIEHE
HAEREE:

- PatchManagert@ilE|iEfienginehfi 2,
. FiIhpatchFIR B XM allocator/pool/runner/workersB 4,
- C++ PageAllocatorfTEN &M layers. page size. block capacity#llayouts,

* kvctl LlistBERiZIPC segments
« idletRETKV physical bytesiZifireservell, MARTREvirtual KVEE,

- EREE S XHFIKVCacheDHEIE seed B4 —.

QEFRS IO ready R EIRIERL .

6. 5500 2 BALBIIRFIZ KA [CIUR

I

it

X5

6.1 A&

=

RIRFHIT:

1. BRER&IER, IERidleRE.

2. &—"MNEprompt/fBoutputidRo

3. &K promptaEmax_tokensiEXK, {FEEZKV pagesbisT,
4. 5K EERFcache/free&iF,

5. ZE8HEENERK, WEprefix cacheXAMABRHER,

6.2 ME<

kvctl Llist
kvctl watch -n 1

kvtop
nvidia-smi --query-compute-apps=pid,used_memory --format=csv

6.3 MEIIRIRRKXFR

longer active context / more concurrent tokens
— more engine blocks/tokens
— more KVCacheManager pages become occupied
— more VMM physical mappings
— mapped/used KV bytes increase

request completion
— logical IDs released or cached
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— only fully empty pages become reclaimable
— reserve/cache policy may keep part of memory mapped

MRIEREREEERRE, TeEEEYUleak, FtEprefix ownership. page occupancy. reserve pages
Fasync retirement,

7.3209 3. WAEGIERAIHE
7.1 VLLM

PAERRRERH. EEEAHERIPC nameBURFEMXEFIN: B&BAFHA—ME/limitiIEX, JRiLds
ZRTIEELLE; KEGPU physical headroomTitaNa&RAE—deviceTm S

phase A: instance 1 idle, instance 2 idle

phase B: only instance 1 peak

phase C: instance 1 drains, instance 2 peak

phase D: both peak

phase E: one process graceful shutdown
IO

© AT ER R & B KEA 5 # ST EKV reservation,

- B/CBiE&physical capacity NREEEXSLFETS.

- DRV ER S ERiEBTVRAMBT N Hlscheduler miss/preemption/Z1%, M3Esilent corruptions
« EMERIT N segment/socket#iEIE, HEIJLBI4RLETIE,

7.2 W~ SGLang

ERMES PworkerZsttipool ownershipo, TP>18F, RRE—rankRJlocal manager operationi® #&
¢hHErank; HEFBpoolfldeviceh TS rank it N,

8.3238 4: VLLM 5 SGLang i55| 2 HE

XERAEWITTE X AL : mEEEHEZDblock tablezkradix tree, B4 FE$FE—GPU VRAM,

VLLM instance
BlockPool/APC metadata — its KVCacheManager —
= same GPU physical headroom
SGLang instance |
RadixCache/token metadata —= its KVCacheManager-
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ML ER -

1. ®&E prefix cachety X, #EirdlallocationEk,

2. RXERE, WIEYIETREERE ZEEA,.

3. BNES, MEFPschedulersnfm 54k allocation misso

4. IFFVLLM APC, MIEcached pages@EE4ESGLang headroom,
5. 3FFSGLang RadixCache, ##8/k L%,

6. &Y FcacheFiEEREbound, MBAFYSEIER,

KVCacheD;&B£Frequest priority scheduler, F~enginelIAF 4R Ephysical®%. FHcache
boundf4MEBlimitECE, FR{ERI%BEIMSLOAT,

9.5C3% 5: prefix cacheli®
9.1 =HIKE

KVCACHED_MAX_CACHED_TOKENS=-1
unlimited; highest reuse potential, weakest elasticity

KVCACHED_MAX_CACHED_TOKENS=0
immediate eviction after cache ownership becomes evictable

KVCACHED_MAX_CACHED_TOKENS=N
bounded reuse; tune N against page occupancy and workload prefixes

9.2 7%

il

fERA=2EK:

- SE2tAEKSsystem prompt,
- HEARE D prefix. BEBRE,
- T2 RREprompt,

i8R prefix hit. prefill tokens. TTFT. mapped pages. eviction blocks/tokens. page occupancy.

0.3 MBRER

- VLLM APCiBE7Efull logical blockiiR4E7F; partial taillBEREERIFE R,

+ SGLang RadixCacher]#ztokengkpage-alignediiftsplit/match,

+ KVCacheD physical pagetbt##Elogical unitX, —“>cache entrya]8ER &rpagefI—2p453
+ page-aware eviction R7EEEBE T E IR HIZE K physical bytes,
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10. 3238 6: ©h&™memory limit

10.1 #21E

kvctl Llist
kvctl Limit "SIPC" 8G
kvctl Limit-percent "SIPC" 25

AR LA Y ATkvetl helphuif, SKIERIESIRE, FAEERMpool EEEIRI/IVME,

10.2 TREBPRESAHN

Limit revision increases
— (C++ resize watcher notices target
manager enters shrink state
new allocations avoid retired logical tail

-
—
— running/cached blocks gradually release
— empty/reserved pages unmap

-

effective capacity converges to target

limit R EaEZRrunning request, tBARRLEd prefix/cache ownershipEiEREKlive page. UEEREEURTF
JME. cache evictionfpage fragmentation,

10.3 FELWIE

- WRZEHRIBI BB IE KR H Ef.

- ERIERER B # NenginelEEbackpressure/preemptioni& iz,
- limitiZEfSlogical capacity Rl AR E.,

- resizeA RIFTERBH FTensor reserved rangefypage ido

11. 5238 7: TP/PP
11.1TP

BriTP=2sE=hY, iER:

+ rank — GPU device5,

-+ worker socket path,

- X mapioffset&E & #rank responses
« E—rank&kMETE Erankirollbacke.
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VLLMEYXEF T8 F—logical page?EiBXEworker L& Fi& B mappedsi£&unmapped, SGLang#i
=8 worker local pool, FrankiZ{E& Btensor.

11.2 PP

PP stagefffAiHiIsocket namespace, HZE:

pp0/w0.sock ...
ppl/w0.sock ...

coordinator pp_rank=-1 Bmap/unmapME&EFiEstage, Mix—stage listenerfkRBY, [Z1FEBAHS
KW mAeREHEPIstages

11.3 async/queued execution

FFVvLLM PP=Xasync scheduler:

1. #liEKGPU batch,

2. CPU schedulerREiZ%Efreedf 53blocks,

3. IiiEpagei# \retiredimiEIZElunmap.

4. worker collective barrier5E /a7 physical release,

12. L3681 #FEEN

12.1 mapkK
BT LUGEE Mt stubs = = fault injectionit—Mtarget mappingsk ¥, FHA:

- BINtarget&@rollbacks

- B IrankdElrollback,

- &rollback5e2E, allocationskM{Bpool{fymT4rLE,

- rollbackRHaE Rt page quarantinez{pool fail-louds

12.2 unmap preparek

FOHR

- Bprepare workerfx&physical handle,
- coordinatorkiXabort,

+ worker{mE Rmapping.

- &HBrankiggirelease handle,
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12.3 commitliiy E5
FOiHEA

+ coordinator&ifcommit,
- workeriR#Efinalized transaction®EZfiR[Elcommitted,
« RAiFMambiguous commit[EliBabort,

12.4 #FEBH
SR :

- graceful engine shutdown,

+ SIGTERM,

+ SIGKILL,

- workerfEVMM handlerdiBH,

M2 /dev/shm. socketER. GPU memoryfIHELFIEE, SIGKILLEEHITPython/C++ cleanup, &
BIMNER A an B BB IR R AR,

13. b tH IERA I 50 IE
AT TREKVIEHER, FOMH:
13.1 ElE S 3358

E—model revision. prompt. seed. sampling8#§, tbik:

+ KVCacheD%x#,

+ KVCacheDFE. prefixxilo
+ KVCacheDFE. prefixfF iz
- BLFISHEES,

AWHBEERET Gbackend/dtypeBERITTH, FREZEZMNELFS. EEtoken. K ETXEES,

1329 RBE

+ short/long prefill

+ long decode,

* request abort/preemption,

« prefix hit/miss,

+ sliding window/hybrid attention,
+ MLAS{Mambat&® (EB#rER)
- TP/PP,

- sleep/wake,
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- P-D/NIXL (EB#MER) -
13.3 #Msilent layout corruption
BEXRES:

- QB Hattention backend iR,

- 58 ETFXIERE, ¥Bblock/pageiiRGHEIR,

- HBodd pageid. FlayergiFKV groupiFiz.
- prefix missiE®, prefix hitfHi%.

+ Mamba stategrequestE G 51%.

- asynciERXBE, synciRIEE,

XL g M stride/compound offset. group geometry. cache ownershipFlunmap lifetime,
14. PERESIIEI
14.1 AERNFEHEL
BRIGEMR:
%51 =L

RS 1AL TTFT p50/p95/p99. ITL. E2E latency. throughput

KViZiE= allocated blocks/tokens. prefix hit. evictions. preemptions

VMME mapped/reserved/free/quarantined pages. map/unmap latency

GPUE process VRAM. device free memory. SM utilization

REM allocation misses. IPC timeouts. rollback. failed transactions
14.2 X840

A: engine native static memory split

B: KVCacheD, prealloc off, prefix off

C: KVCacheD, prealloc on, prefix off

D: KVCacheD, bounded prefix cache

E: KVCacheD, unlimited prefix cache

14.3 T

- steady single model: JEBHKVCacheD B &FF 5.
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- alternating peaks: JEFASIRAIGHE,

+ simultaneous peaks: FEEHLphysical LfRFIbackpressure,
- prefix-heavy: licache bound trade-off,

- highly fragmented request lengths: Mipage occupancys

* burst afteridle: Mpreallocation¥fcold map latency M,

READMERY2-28 X TTFT24EFEAL00-80G =158 g B I&ERL, SMBIIHITIREHworkload4EH, FAEY
EEEBE B E ENNREE,

15. IRZAFRRAZ

FHRVLLM/SGLangB #& LA IR :
151 HSER
WE LHERNE:

+ patch target module/classi&1=.

+ constructor/method signature,

- allocator/pool aliastEIAEimportAtHle

+ KVCacheConfig/spec/group£sii.,

+ block size5kernel block size,

+ tensor shape/stride/layout,

* runnerZRINiEE,

+ prefix cache/ref count/null block contract,
+ worker/executor/shutdown lifecycle,

15.2 patch coverage
iAE N EMpatch:

- version range & & B Rk 4,

- can_app ly3kEIBfRclasso

- patch markeriEfs,

- B EARZE “Bf R ThfEFRE fallback”
« AFZArunner/layoutsfail early,

15.3 [El)3ELRK

CPU unit tests
— single-GPU allocation/layout tests
— engine smoke inference
— prefix/hybrid/model-specific tests
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TP
PP/async
dual-instance contention

N A

shutdown/fault injection
REM “serverieBnn” BHiEBKEIESHE,

16. B IR R

ARSS B EhR K
— &HApatchAE
| .pthREFEE/ERHIT
| L— AUTOPATCHFFXKi%
— patch target missing
| — enginehk&iBHadapterd L siEIR#E5h
— geometry/layout error
| F— block > VMM page
| F— num_layers/buffers5tensor A —%
| — backend layout/packed/inline-scale3z#%
— worker socketifi®
F— IPC namef~—3K
— rank/deviceffiz

L— PP namespace/listenerzready

IE{TETERIR

— allocation miss

| — EE#IERS — scheduler retry

| — prefix cache/reserves Bid =

— BEREYK

| — Live/cached block

| F— partial page occupancy

| reserve page

| & async retired page

[ illegal memory access

| |— stride/layout$&iz

| — premature unmap

— RIHEEIR
—— K/V offset@kernel-block geometry
— hybrid group/shared layer48E
L— Mamba state/partial-tai lZbIE
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17. ¥ B—" 1 #renginehR 4975 7%

1. #Flogical allocator seam: #ERTEblock/token ID ownership,
2. #EIKV tensor seam: HRIESEFRGPU storage, ERTFView,

3. Ef/adapter, SeRZFMHA. BGPU. prefixkiFl.

. BB#fanull/padding block3245,

. #1Zengine block bytesE|VMM page geometry,

. f®#F EifgschedulerfJallocation missi&E X,

. BiENprefix cache, E#lEhash/ref/eviction contract,

. BIEANTP/PP, TEXcoordinatorflCUDA-context owner,

. B fnasync lifetime fenceo

10. &/5¥ BMLA/hybrid/Mamba/packed/quantized/P-D,

O 0o N O U1 b~

F—FE N A fail-loud guarde FEIULARLZ M layout!BIEEE—FE4E. —FKVCacheDEPIRE.
18. F ) FTRAT

BESZIRIISTR A TMESS, A B HIEEB=HEXA:

« M—RVLLM allocate_slotsiBZEIFTensor: :map, FiEfree/unmapik[El,

- MSGLang RadixCache.match_prefixfERHiLtetokenFEE Hphysical backings
- R#Emodel KV shapeF&block bytes. blocks/pageflicompound offsets

. FERE At Alogical freeRgEfRIEphysical allocation 5T,

- R AvLLMEZEworker IPCTISGLang X Fisk Fworker-local manager.
- MEERZERES. BEFFRAMstate consistency failure,

- &it—4REE & Bl premature unmap#stride corruptionf9iMlizt,

« EHZRkengine@YHHE ZHIpatch targetsFIEKIES2LY,

NEE N

- ZINBEHNR{K%: kvcached-sglang-vllm-knowledge-system
- SEREZFRECRE: kvcached-source-code-deep-dive
. SEERIOMISSHT . src-kvcached-architecture

- INEIAR: kvcached. vllm. sglang

« ZOVMES: elastic-kv-cache
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KVCacheD. SGLang 5 vLLM =InBfIiR{ER

XU TMHBENXRAND, BRAZIBZeXHENTY, MERL—ENESRANIANLEH: £E
IS THEEN—F, BER—1IEXKM scheduler, 248 KV, ¥3E page —HIEZEI GPU VMM, R/GIEf#
MFEMBRERTARE,

RIS T AT SIEIREETE src-kvcached-architecture; FREGAARE. MRIRSHBIFE D kvcached-
source-code-deep-dive; AIHITHIREE. Wik, £, BFESHKEREN kvcached-integration-
implementation-guide; MES|IZBBNTELZM D5 src-sglang-architecture 5 src-vllm-
architecture,

0. RIFTEIMEIL

=NMERRHIIRE XA
- vlilm 5 sglang @FIEAV#IES|ZE, 235 APIL JAE. batch. #&RA&HIT. attention A KV &
Yo
+ kvcached 2 FEZIMES|IZEMWERAY KV physical-memory plugin, fa3RiaEEiNithutFlZE VRAM
backing.

« VLLM/SGLang AJ AR R KVCacheD ¥#17i517; KVCacheD FEEARE 5| ZEIRII5ER LLM serving,
+ KVCacheD it EFIFHZEMIR GPU physical capacity, R2FE— KV RA. [E—1& radix tree 5§
[E—3K block table,

FERS /%R
[
| VLLM SGLang |
| block token |
| table radix |
|

I
| allocator/tensor seam
v
KVCacheD
logical block — VMM page — VRAM
|
v
CUDA / HIP / GPU driver
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1. AR

LLM inference memory system
— Request execution
| F— prefill / decode / continuous batching
| |— scheduler / admission / preemption
| — TP / PP / async execution Llifetime
— Engine KV semantics
| F— VLLM: Request — KVCacheManager — Coordinator — BlockPool — block table
| — SGLang: Req — RadixCache — token allocator — KV pool — req_to_token
— Prefix reuse
| | vLLM APC: fixed logical blocks + hashes + ref count/LRU
| — SGLang RadixCache: token/page-aligned radix nodes + lock_ref/eviction
— KVCacheD adaptation
| .pth / import hook / version-aware patch
| F— ElasticBlockPool or ElasticToken/PagedALllocator
| — VMM-backed tensor shape/stride adapters
— Elastic physical memory
| F— KVCacheManager block ledger
| I PageAllocator free/reserved/in-use/quarantined pages
| — FTensorAllocator VA reservation + physical map/unmap
L— Distributed correctness and operations
— TP/PP worker IPC + transactional unmap
— async release barrier
— /dev/shm Limit + kvctl/kvtop
L— compatibility, failure recovery and shutdown cleanup

AR ES], AJLUBSRF N EIIRX : 8 KVCacheD page %5k PagedAttention block; 38 elastic
memory HET = KV offloads,

2. =B ZBRRATA
vLLM: block-oriented serving engine
RIDX REE:

API / LLM
— EngineCore
— Scheduler
— KVCacheManager
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— KVCacheCoordinator / single-type managers
— BlockPool

— SchedulerOutput block tables

— GPUMode LRunner

—

attention backend

VLLM B9 KV & X E%% fixed-size logical block: Request Fii5tit & prefix block hashes; BlockPool &
block object. free queue. refcount. cache hash # null block; KVCacheManager/Coordinator /374
[8 KV group %3#C block; GPUModelRunner ¥ block table 48 ZISL R per-layer KV tensor,

BB request scheduling. continuous batching. PagedAttention. %> attention backend #1132
BRESASMIEBERA serving baseline, KVCacheD REHTXLEZ IR, RIB BlockPool B block id #%
EIzhSHEETT, HE 1 worker tensor allocation,

SGLang: token/radix-oriented serving runtime

EANPOE 33N

HTTP / Engine / DSL
— TokenizerManager
Scheduler
ScheduleBatch
RadixCache.match_prefix
TokenToKVPoolAlLlocator / PagedTokenToKVPoolAllocator
MHA/MLA/Mamba/Hybrid KV pool
ModelRunner / attention backend

N A A A

DetokenizerManager

SGLang B9 KV 3B X El4% token slot #1 RadixCache: radix node 9 value 5[ token-to-KV pool index,
prefix match AJTE token 3§ page-aligned iR E A ; allocator /3 extend/decode S ECfiIE; KV pool &
FEEESE K/V 5 recurrent state,

ENEREETZE token-level prefix reuse. ER4EMIERF. FE speculative/disaggregation/backend
¢H&. KVCacheD 1RE radix tree 5 scheduler, 21 allocator FJEKE buffer,

KVCacheD: physical backing and elasticity layer

ZID IR EE:

engine alloc/free
— engine adapter
— KVCacheManager
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— InternalPage / PageAllocator

— FTensorAllocator / FTensor
— CUDA/HIP VMM

ERANE B KYBIERK, BEFYETERER/) NHNBSEFTRE. EiMtensor ILUES
engine It XIBI5EE KV BE; physical page RFE/EEX block BR&Y, ZM#F2iEE GPU driver WEi&&
free memory # shared limit hfEZ= %

3. A—MEAE=TIEFHNREE X

18] VvLLM SGLang KVCacheD
Reque  Request iR7S. token. hash.  Req. prefix. output. = FIEFRIERIEN, R#EHUL block/
st computed tokens radix node token allocation
Block/ = KV logical block, # X\ block  token page, ) )
VMM physical page, 2XIA2 MiB
Page  table page_sizeA] A1 E K P bag ’
device-wide physical
token allocator + KV ]
Pool BlockPool + KV groups ool headroom + per-instance page
P ledger
RRIEEST prefix Bk, R4
Cache  APCfull-block cache RadixCache prefix tree 7f' VR p 5 AR
1% memory bound
Capaci . virtual. logical. mapped.
num_gpu_blocks / KV config  max tokens/pages . e
ty physical headroom@U# R £
Free blocki# \free queue, FIEEf;  token indext® pagel2EBblockBFHS 7 FIAE
&7 allocator[@]4g unmap
Lavout backend-specific KV tensor MHA/MLA/Mamba contiguous compoundgkper-
u
y shape pool shape layer FTensorffgt
572 152 RS B A 2B e H B H BRI RV 2 —EBY block/page/frees
4. JFRMET: KVCacheD BT H4
£ LLM [R4&ExT SGLang R4 xS
v REX REX
A KVCacheD & 757t & KVCacheD & 757t
N R R
(VA=1
e KVCacheCoangu A total ><
e rator._profile mem_fraction -
7=
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IGEE)
A=

pE =
alloca
tor

KV
tenso

prefix
meta
data

Al s
E S

rank
map

e
E9ind

shutd
own

VLLM RAEXF
£

Worker.deter
mine_avai Llab
Le_memory

BlockPool

GPUModelRu
nner
allocation/
reshape

block hash/
cache/ref
count

native free
counti®E Y
B, FE0A
bug

workerifig

tensor

native tensor
Hi

engine/
worker
teardown

KVCacheD & A,

B HAZASHE virtual budget, &
% whole-device deltat#4BEF
T

ElasticBlockPool El block/
APC contract, id3BH
KVCacheManager

t#raw FTensor, Hi&backend
shape/stridefgi&viewFtbind

REFHNbounded LRU/page-
aware eviction

shared headroom race#:p%
allocate_slots=None

coordinatori@idsocket fan-out

queued batch fence +
transactional unmap

stop listener. pool shutdown.
unlink segment

5. —RiERBYTTR EdnE HA

vLLM + KVCacheD

1. API R4 RX Request, 1+5 token I prefix block hashes,

SGLang [R&Ex
R

_available_byt
es

token/paged
allocator

MHA/MLA/
Mamba/hybrid
pool

RadixCache/
tree node/
lock_ref

allocatoriz[a]
None/evict/
retry

SEworkerzsith
pool

native tensor
¥

scheduler/
worker
teardown

KVCacheD & A,

process reserved,
rankig]EXmin

oIS EEIR, alloc/
freeZH
KVCacheManager

B REESE
buffer, #IiZVMM-
backed view

REBFHETHIENG
fRislevictable tokens

#®IFSGLanglRE
allocation missiEX

HEIAT 4 #pool

1R1F

Isithpage= NG
unmap

stop listener#(l
allocator

2. EngineCore.step() ¥ Scheduler; scheduler 8 computed/cached blocks.

3. KVCacheManager.allocate_slots() # A\ coordinator/BlockPool,
4. ElasticBlockPool 45 A3 APC hit; fRiRBJIEA KVCacheD manager,
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5. manager 2% logical slots 5 device physical pages, EFEBEH page S EIEH page.
6. ¥ page offset £& Unix socket &ZEIf8% TP/PP worker; &1 worker 1E43# FTensor 488 offset
map 32 handle,
7.block ids B\ SchedulerOutput; GPUModelRunner &% block table,
8. R4 attention backend i@iZ3#2%E tensor pointer #1 block table 5 /35 KV,
9. &KL AT partial/uncached blockizBlfree; full cached block reff#ZI0f5 8 7EElasticBlockPool
LRU,
10. cache bound =432 E /i R evict; pagefiBblock#Rfree/mi#t Areservesiunmapo
11. async/PPRAFITEFERT, Hcfiworker collective barrier, B#ifTtransactional unmap.

SGLang + KVCacheD

. TokenizerManager €3 tokenized request, Scheduler 1%l Req.

. RadixCache longest-prefix match iR [E]2£& 7% token-slot indices,

. extend/decode X A suffix i5XK token/page slots.

. Elastic allocator ¥ tokenZEkitpE KVCacheManager blockZ®EX; paged pathEB{Eblock idEFFH
token indices,

AW N

. KVCacheManager 7£7x worker 89 FTensor map physical page,

. ScheduleBatch /54 EXTEND/DECODE/MIXED A= #117; ModelRunner #1 backend REEFIVMM,
. SeBY RadixCache $@NF prefixHiFHindices; KZEfFindicesik[Elallocator,

. cached-token boundi#BfRES, RadixCache/R4evictBEKindices,

. page2 B =iNGRE VD Ereservesiunmap.

O 00 N O U»

6. prefix cache: =EFrEWN

prefix cache R2— 2B, ME=BREFBIALIL:

Prefix identity and Llookup
VvLLM block hash / SGLang radix key
| owns logical IDs
v
Engine block/token metadata
ref count - lock_ref < LRU/eviction
| IDs reference pages
v
KVCacheD physical backing
page occupancy ¢ mapped handle < reclaimability

= cache hit R*&FE7 KVCacheD BapiHKk; TEHEAEETE metadata 135/ block BEHEH unmap,
bounded prefix cache EMEREHNLES 2o
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1. ZHZFRIANIRE

vLLM ownership

EngineCore process
owns scheduler-side logical block allocation
owns KVCacheD manager / shared page decision
| map/unmap commands
v
GPU worker processes (TP X PP)
own local CUDA context and FTensor mapping
must apply same logical offset transition

Ett vLLM FFE worker listeners. PP namespace. transactionid. async batch fence, manager #9
decision 5 worker B9 CUDA context 75, REZMRRE,

SGLang ownership

SGLang scheduler/worker rank
owns local token allocator
owns local KV pool tensor
owns local KVCacheD manager and mapping

1 TP worker 0327 rank B9Zsith pool, FRBEIBZSH page operation BB %44 peers, TNSEE /IR
12EARE ownership 89 pool,

8. GPU VMM JREHL

virtual range reserved
| initialize
v
zero-page mapped
| alloc logical blocks needs backing

v
physical page mapped —— free but reserve budget — reserved mapped page
| all blocks free and no reserve need | reuse
v |
unmap-retain (distributed prepare) |
| commit | abort |
v v |
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physical handle released physical mapping restored <————

any partial/rollback uncertainty — quarantined / failed pool

zero page MERARILEAREE backing BIMIUHIRIFEMRET, EEARRRABEANRER KV NEEER. B
IEfEFARTHZM map physical page.

9. Layout 5f=EHIZEHY

MHA/GQA

BE@EEHE K5 VI buffer, non-contiguous AJLIEEE FTensor HifF¥X7F K/V; contiguous &
token/page. layer. K/Vinterleave 7E[Fl— reservation, B strideR&EEREview,

MLA

K/V £ & 8 — latent buffer, num_kv_buffers=1, FTensorA/\FIVMM pageFEEENINGTF, FEE
& @MHABIK/V splito

Hybrid attention / sliding window

Z KV grouprlgEH = BlockPool, BELABF REattention rule; REYIEDblock bytesi—, TILLATRE
geometryiEiII RFElview, hashif@iimgroup id, EEFtBREprefix?E REgrouphitizE,

Mamba / linear attention

REFBREK/V, MEconvilltemporal/SSM state, KVCacheD¥E—slothy%HEstatedT B ksuper-
cell, ZETEVLLM hybrid unified pool/45E—physical bytesEirattention 5 mambaffhfiZfE, cell/page
Fpartial-tailfbiEZcorrectnessx i,

10. SHEWMHERENX AR

= e /& S5=mBARNXER
Engine vllm, sglang ATITRE LRBITH

Elastic KV backing

kvcached, elastic-kv-cache

kv-cache-offload, Dynamo/NIXL/

B physical KV

Bmemory tierg{P/DT R IKVA

KV offload/transfer -
connector PN

RiEendpointfiFi/KV localityiE#F

Routing inference-routing, llm-d KV index points1ZL/ YIZrE
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= AR/ 5=HBRARINX R

GPU sharing gpu-sharing. MIG/MPS/HAMi BINERIGED . HIT/RERS
Servi trol ZE. ¥ 48. endpointi®iFM Edn
erving contro lm-d/AlBrix/KServe BE. ¥48. endpointitFF&Ean
plane [EHA

KVCacheD RIS XLERAS, BREEZNEN. LHZE “FRYBETTHME” 1 “BT = KV transfer” £
B KV cache management, EFREIERENHKIERETESRE,

11. RFABSRYRRIESR

E{ELED

- ZIRBNERRNEE, KVIEEEF.

- Tt BBREidle/RA B,

- B&8Sgpu_memory_utilizationt I SECERIRERTERE. THEERE,
- FIFART LALEIRE RE enginehi2sF1GPUTR 5B F%,

‘R

- BLAIFLEIRE, 2B R EIRBIKVEIRER.

- BArEBLAERRE—prefix KV, STimKVIFA L,

- B#rbackend/layout/quantized format#iE Ao 25RRMA ST 15,
« WIKHIKV cache events, M= FEiElasticBlockPool Rz %,

- ZIEPEKREREHEARIRquUota,

KA
BN S

[ END®:S EIEREBAPIZ (R E Efpatch

HNENE®:S model X backend X layout X TP/PP X cache X engine versionfE[%
IBLER A /dev/shm. worker socket. IPCtimeout. shutdown cleanup
HRER AR B Xmap. IPC. transactional unmap. ‘b'Ereserve footprint

IEHAME RS stride/layout. async lifetime. partial allocation rollback
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12. FIBE
B A FIERER

1. A"TIHY 0-4 T3,

2.vllm 0 sglang 21ATT, EII5IEER,

3. elastic-kv-cache, EEMERTEMHE o

4. src-kvcached-architecture B9fZOZRIAE.. KBEIERMIME X &,

B4 B: IBE—FIRIDARE

1. KVCacheD autopatch.py / patch_base.py,

2. f£3%& vLLM ElasticBlockPool.get_new_blocks 3% SGLang ElasticTokenToKVPoolAllocator.alloc.
3. KVCacheManager._alloc,

4. PageAllocator.alloc_page/map_pages.

5. FTensorAllocator.map_to_kv_tensors_with_result 5 FTensor: :mapo

6. RFIE free — empty page — unmap.

i C. THUEMIE

1. page geometry validation,

2. partial alloc rollback 5 MapQuarantinedError,

3. TP/PP prepare/commit/abort unmap,

4.vLLM queued/async release barrier,

5. manager/tensor capacity guard. null block. hybrid group hash,
6. shutdown drain 5 segment/socket cleanup tests.

Bk D: TWER

1. SGLang allocator/pool class alias 5hRrZsSE R

2. VvLLM EngineCore/coordinator/worker/runner [9N #3285,
3. MHA = MLA — hybrid = Mamba, Z£iglgeometryEZ:FE,
4. contiguous vs non-contiguous. CUDA vs ROCm,

5. APC/RadixCache bound. NIXL/P-D smoke path,

13. RE B Mja)

+ VLLM block id. SGLang token index #1 KVCacheD page id @ &——3[? AtA4?
+ logical free blocks /R %8, Jft4 physical allocation H&KK?

* At A—" cached block FTEEFELEETK 2 MiB page [EIH&?

- FTensor unmap 5414 tensor I RBIFIE?

* VLLM allocation miss A+ AEH AL None, MRS AR—ELTEE?
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+ SGLang A+ 4fR% RadixCacheri R &#ftallocator/pool?

« VLLM At A mifEEngineCorefIGPU workerFfli#Bpatch?
+ transactional unmap Bpreparef/tE{R&E 7+ A4?

- contiguous layoutBycompound pageffal i offsetit&E?

+ KVCacheDA+ATRZKV offload, thARZIERGPURREHE?

INRXLERIMERREMITRFFEN. ZAE/MBEDEMEGRBH=TRERLNZ, = HEZENXAMEEZR
PR RE FIIRZE .

NEE N

- TR src-kvcached-architecture

- FRBUEIDRE . kvcached-source-code-deep-dive

- EM5ERFM: kvcached-integration-implementation-guide
+ KVCacheD: kvcached

- 5/Z: vllm. sglang

« BOBEE: elastic-kv-cache

- 5|%4E7%7: paged-attention. radix-attention

- ¥BPES: kv-cache-offload. gpu-sharing. [Im-inference
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LLM Serving / #3125 | % BIHE

B8 llm-inference-serving-project-map 2 D1-D5 BAFRFIEEHF. XTIE AR S bin)@EE T
—B, BERHESHIE; FEIE engine. distributed runtime. K8s routing/control plane 1 GPU
Ethigne S EEE R R,

L B (2026-09-22)

#HZF 2026-09-22, 1@id GitHub AP 5 E A X% LI T HEAD; ¥4ZE#93EE M Ilm-inference-serving-
project-map.

mA VEZL 0] N HaEiERE
HEAD _ _
vllm engine scheduler. model execution. local KV
d50723df04f7
glang HEAD ine/runti RadixCache. distributed/P-D int ti
sglan engine/runtime. RadixCache. distributed/P-D integration
04¢0913434c4 & &
dynam HEAD distributed request/control/state runtime. routing. KV transfer.
[o} f36d2fab37fd planner
HEAD . .
llm-d Proxy/EPP. InferencePool. Model Server 5 routing signals
1e9a86a3a9da
ibri HEAD K8s routing. autoscaling. adapter/model lifecycle. KV/multi-role
aibrix
96056b47f158 orchestration
A Y \A
R ZEID

RE— D EEEMEREMY. ik engine, BIRMIFEMER. Bl SHMEMIREHERSMEE
711, BI—EERE AW mE & H R m SRR s,

3
; best fit avoid-if adoption cost Tz
=4
TER AR OpenAl-
il e e L EIRMIEME EE GBS MESME. S
o mmEEd oy | S EREBIE & BEL SN SRHKEENS
- = DAages MEBRE e . P99, BiESIAEN
attention
sgl  AIRER. SWNER.  HENREEERTE RIEAF; BREE  WEREER, 23
ang speculativedecoding3k = &E%, WXEK Ml distributed/P-D  radix-attention &,
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https://github.com/vllm-project/vllm/commit/d50723df04f7
https://github.com/vllm-project/vllm/commit/d50723df04f7
https://github.com/sgl-project/sglang/commit/04c0913434c4
https://github.com/sgl-project/sglang/commit/04c0913434c4
https://github.com/ai-dynamo/dynamo/commit/f36d2fab37fd
https://github.com/ai-dynamo/dynamo/commit/f36d2fab37fd
https://github.com/llm-d/llm-d/commit/1e9a86a3a9da
https://github.com/llm-d/llm-d/commit/1e9a86a3a9da
https://github.com/vllm-project/aibrix/commit/96056b47f158
https://github.com/vllm-project/aibrix/commit/96056b47f158
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ROEFERR
HEIES | %

distributed serving
runtime
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=
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K8s inference control

plane

infrastructure
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stack

ARENIMBAZREEBNAXR;, £EFRGBEHS— engine. — 1 routing/control layer #1—1
infrastructure layer, distributed runtime REZ T R EU MBI AIN, routing 5 control plane 18
AILURRERE—HAS, MAERIASERA,
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SR X 3

= Ay N g A HABRNR

S2#& K8s routin _
U / sl _ scheduler. kernel. model Zntrol lane*l;g/ M LB ERSHAMIE
vllm / sglang engine e

& execution. local KV P CREi=tnn

GPU SE[EE

%15 = request/control . . .
dynamo distributed quest/ / BHKE engines A4 engine workers;
state. P/D pools. KV

runtime , WA K8s & 0] 5 K8s B&Emk
transfer/routing

Gateway APIl. EPP. engine kernel. &
llm-d routing/serving Y & : £ K8s iIERANOEES
InferencePool. Model B model lifecycle | ] )
stack o iEHY engine endpoint
Server 5 routing signals Fa
o autoscaling. adapter/ B engine kernel  #&FiEHE controller,
aibrix inference . . . .
model lifecycle. routing 3 GPU device 5 engine. Gateway
control plane N
5Zfatmh layer ME IS HEATE

REEIHIT. KV- .
k8s-gpu-device-stack = GPU allocation. sharing. 7 NEE LERREISES

aware request
infrastructure health. capacity #1BA%! a BREAX

routing

FRY D1-D5 LAEFE. BHERAIIEEE DT lm-inference-serving-project-map; A1 2R B EMER R
BiEliafR,

R RN

- WITERD: SLRAELRE, B, EAR. scheduler/KV {THIBEHELA R vilm 5 sglang, &
EREEA benchmark,

- BRRME: RETE P/D. KV transfer Z T = runtime BRI ITE(E dynamo; FIBSLEER
engine-native integration BIBE A E ZE,

- K8sIEREKE: EE Gateway APl. EPP. InferencePool B lim-d, i@ Service/Gateway &

BEE A IEINZE.
- K8s #IRIE4E: FE autoscaling. adapter/model lifecycle M1 = HImEET aibrix, IRAHF
RHRERRES,

- IRE5AE: F k8s-gpu-device-stack 4 GPU allocation. sharing. health # capacity; ©=
AR EEHE, BAENGIEHEB,

- BRRBRUE: FEBL/K8s/Slurm iZFEZE IR B5h workload BYEE SkyPilot; ERHIREH
M, A= inference engine,
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| — T - FERAEE

Service / Gateway
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ERLERXR
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BER5ME
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Gateway BIFTEM

« RE Ilm-d EHAK engine T52% inference operations F&; © HAIANERZ0E Gateway/EPP/
InferencePool routing/serving stack.
© RNEHE aibrix e MBEERERNAITIR; IKAREE SR operations tRO BRI ERGEMBVA

o

+ E4E SkyPilot HEY inference engine;
+ P/D DB RHTE prompt/decode faZ. KV transfer. BRI BEERER 7B,
+ KVcache EZR—FRIR, KA. 5. offload HEEHEIR,
- FEEFEBNTBEEH#HBEIER, WABEANT “TEEW RINBBFRER, M&/)\Ro1EFF%E, B

SKMHRITURE T—/=o

ERRREHIH.
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llm-d / Kubernetes SIGs {&3%&In B #E

XU LUm-d £A4940 kubernetes-sigs tA47 BERULNN wiki WINE , RIBERIRBIELEERE, X
& star HETHE, MERS THARIREN SR WL B e85 B llm-inference. model-serving-
operator. kubernetes-dra. inference-routing. cloud-native-security 1 Kubernetes 1=Hl28 43

[lwarning] 2026-09-22 HHIAE
llm-d-workload-variant-autoscaler FYB N /2R EFER, BTN deprecated BIFHF 1%

HPA.

I, FNAFHEIREM Im-d #HEBEHZHFIEZE EPP metrics = KEDA Prometheus scaler =

AORIZIGETF GitHub APl HEi AT G ETTEIE (2026-06-13) . HEiBEWREMEIRIE &4 lm-d. llm-
d-batch-gateway. llm-d-benchmark. llm-d-workload-variant-autoscaler (BE5EmIRNB deprecated/

[F£f5) « lm-d-inference-sim. gateway-api. gateway-api-inference-extension. agent-

sandbox. dra-driver-nvidia-gpu.

ISREN Y

PO: E3Z#MET AL Infra / LLM serving / K8s control plane 3EZYERO

P1: SBAEX, BEMTN. 28, I, EEIRETR
P2: [G44h3E, SoiEN backlog, AR FMERIRIZEIEGTT

ek

PO B5E
B

PO B5¢

PO B5%
B (s
S

PO E5¢

=

[lm-d-batch-gateway

lm-d-benchmark

[lm-d-workload-variant-

autoscaler

[lm-d-inference-sim

kueue

HE

LLM batch
serving

LLM serving
benchmark

deprecated
serving
autoscaling

inference
simulator

EE / BAS
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BEAMNETNVFEEZEMTT, 18 Im-d MTELL
inference ¥ FBE|] OpenAl Batch APl / B4k
batch workload,

BEANETVREZRMTT, £ llm-inference-
serving-project-map B4 EEIENAN O,

BEAMENIRFZZEMATT, RES variant/
workload autoscaling fZIRLEZ I £ 1%
it; FRAFERIRA.

BAMNEIURREZRDT, J& GPU &EIX vLLM 17
R, EEWRIAE. benchmark MREE
B&o


https://llm-d.ai/docs/dev/architecture/advanced/autoscaling
https://llm-d.ai/docs/dev/architecture/advanced/autoscaling
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PO B5E
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PO B5E

PO B5¢

PO E5E

PO B5¢

PO E5E

HEbR

llm-d HZR &%

mE

[lm-d-batch-gateway

=] HE
karpenter R/
P R s
. Operator
controller-runtime
SDK
CRD/
kubebuilder controller
RIF 2R
) A/
metrics-server .
autoscaling
external-dns ML / DNS
secrets-store-csi-driver =6t &3
. it
Kind & /i
=ic3
aws- Load-balancer-
controller /aws-ebs-csi-
) / . AWS E£IR
driver / aws-efs-csi-
driver
A&k  HEiEl

OpenAl-compatible /v1/batches #1 /
POE  vl/files, # batch job 535% API

[lm-d-benchmark

server. processor. queue. storage.

llm-d benchmark lifecycle/workspace/

SRk

GC ZH4 %,
POE
5 harness &k,
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workload $=HIEMZ OB

Node autoscaler, ##% serving SLO. GPU
YA B 25814,

I K8s controller BBAMRE, HETK
EXRAETEKIE,

#0 controller-runtime —#2# A Operator
TiEFk.

HPA/VPA EHtiFEITIR, ##%F autoscaling &
BbTRo

K8s service/ingress/gateway % DNS
record RYIEHIBF R,

CSI ARFENIMNED secret, EZERGIEM
runtime security,

73t K8s M EREE, 1% controller/
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AP BRRAEF TR,

RZANAY wiki 7
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[lm-d-workload-
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[lm-d-inference-sim
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[lm-d-prism
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B
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routing-sidecar
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Deprecated Y distributed inference
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R, IR/,

BRERP VLLM 1TH, FHFEGPUHE
SKARREL,

¢4 inference scheduler B9 ML-based
latency scoring service,

DR M EED T dashboard, 3
benchmark B E X9

Agentic Skills + scripts, FBF P/D Z&
preflight. GPU topology. RDMA/
NCCL/network tests,

API server / batch processor / GC/
storage backend A [G4UR AT,

inference payload processor, BEIAFF

W RREE,

£R2R Cl. EIRFA IR,

IRLAHEE IR,

RZANAY wiki 7R

A5 autoscaling. K8s
resource eConomics.

model-serving-
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scheduler.
benchmark

latency predictor.
inference-routing
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P/D diagnostics.
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batch serving
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PEESER Sy N E]
F

LT wiki BELEBE llm-d EAO. llm-d-router. llm-d-kv-cache 1 PO FUE5ME RE

- Batch inference: llm-d-batch-gateway i.t7E%% serving 54k batch workload AIAHZ Tkt

router/model server, 18 SLO. BA%I. 7ZfEFNITERBRFH,
« Performance evaluation: llm-d-benchmark / Llm-d-prism/llm-d-inference-sim BJ L8 “Z2#g
B]177 HE#HE] “GNEpl. EEM. EEET .
- Autoscaling/resource economics ([75%) : llm-d-workload-variant-autoscaler ;& deprecated
IRZES Kueue. Karpenter. GPU ZREMIER; HElHIPZE XA EPP metrics

B LIRS,

— KEDA/HPA,

118



- P/D deployment diagnostics: Llm-d-pd-utils $& GPU topology. RDMA. NCCL. NIXL ZEPREB
EnAEHE W,

Kubernetes SIGs {&i%k: IR TIEHEE
e

A Lk NHTABERMOAN

POE M Service/Ingress/Gateway & K8s IfRuhS4EFSMEB DNS, 2H

external-dns .
5 B “FEEET{MLZITHIZS

aws- load-balancer- - AWS LB/ Ingress / Gateway API V£~ %R, &5 gateway-api
controller - BIER—FMBN OB,

gateway-api [=%=] BR, ERFH—AREND API £,

gateway-api-
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P1E .
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dranet /cni-dra- N .
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POE {8 Prometheus }5#r &89 custom/external
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o metrics API, E#&&4k autoscaling,
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inference-perf -

5E tool, A5 Llm-d-benchmark 3Ftto
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operator % securityo
agent-sandbox &%) BUtRE, AlAgent runtime B9 sandbox CRD,
l P1B5  LeaderWorkerSet, FA—%H Pod &iX leader/worker %=
WS
T X workload,
bset PLES 9% ML/HPC workload API, # Kueue. batch serving 348
jobse

% Ko
API / Operator / i=HI2SFF &

= Rk  AHAERMOA

PO B5 Manager. cache. client. reconcile. webhook. envtest BF9EI{{

controller-runtime
7% controller %R =E.
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=

kubebuilder

controller-tools

cluster-api

kustomize

kro

apiserver-bui lder-

alpha

Rk

PO B5E
57

PO B5E
B

PO BE5E
57

P1E5E
B

P1E25%
7%

P2

Al Infra / Agent XX

e

mcp-lifecycle-
operator

kube-agentic-
networking

ai-conformance

inference-perf

HETF SRt

Rk

PIE
FERk

PIE
STAX

P2

P1E

JT

At AEFMAN

CRD/controller T B BIFZ2MAEE 4 A &R0

CRD. RBAC. webhook. object deepcopy F4m T EHE,

FERXEHEGANEE, EaESERNTEeIRE.

Kubernetes YAML EEHI T H5E, GitOps/EcEEIEEM,

Kube Resource Orchestrator, i&&5 Crossplane Composition /
higher-level APl XLt

aggregated apiserver/controller |RE& 4k, AIERNAESE,

AT AER[MAN

AEBATUETE MCP Servers, #1 mcp. agentgateway. declarative-
agent-management EiZEX,

Agent/tool MLZHELGIE, EE 1 Agent runtime Z2IAR,

Al conformance definition/proposals/tests, FESEREREE
No

GenAl inference benchmark, 5 llm-d. aibrix. kserve EHIZXE,

St BE#EH Al Infra AR

1. lm-d-batch-gateway (B58A%)

2. llm-d-benchmark (B52R%)

3. llm-d-workload-variant-autoscaler (G5B ; deprecated, FAEF HFIRA)

4. llm-d-inference-sim (B5m)

5. kueue (B52H)
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6.
7.
8.
9.
10.
11.

karpenter (B52h)
metrics-server (B5EHX)
prometheus-adapter (B52A)
inference-perf (B5EA)

lws (B58mk)

jobset (B5EH%)

XHEETLALE m-inference-serving-project-map M “51Z/serving stack” # &%l batch. benchmark.
queueing. H#j EPP metrics = KEDA/HPA autoscaling 5 distributed workload API; WVA {R{R&E A

SERS

<
o

FETHE: # Kubernetes 1512881 & T2

O© 0o N O 0~ W N -

=
o

. controller-runtime (B52AK)

. kubebuilder (B52mg)

. controller-tools (B5EA)

. cluster-api (B52AK)

.kind (B5ER)

. cri-tools (B5EA)

.external-dns (B5eH)

. secrets-store-csi-driver (B5Em)
.scheduler-plugins (B52H%)

. node-feature-discovery (B5Em)

Xt AT LALE k8s-core-controller-map ME S BREFAR R T TRBITF S TIEZME,

SB=HE: BEIANT

- MLEEI: ingress2gateway. apiserver-network-proxy. kube-agentic-networking B5Em;

aws- Load-balancer-controller 3I2FAFP &K HEBR; dranet B{E P2,

« FFEEI: nfs-subdir-external-provisioner. sig-storage-local-static-provisioner. sig-storage-

lib-external-provisioner BE5EEL; aws-ebs-csi-driver. aws-efs-csi-driver 3%/ EXKHR,

- ¥2FI: security-profiles-operator. secrets-store-csi-driver. kube-agentic-networking 858

F¥o

- TH/MIKAEDM: kustomize. kwok. kube-scheduler-simulator. headlamp. kro. mcp-

lifecycle-operator B5Em; krew. e2e-framework. kubetest2 1 P2,

MIE TTEBYXFR

E# lm-inference-serving-project-map: fl\ batch gateway. benchmark. simulator.
Kueue/Karpenter/LWS/JobSet 5 %] EPP metrics — KEDA/HPA ¥ 48#&1%; deprecated WWA 2
YERAE autoscaler #f5<,
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- ¥ k8s-core-controller-map: M controller-runtime/kubebuilder 232, I EBEMSE. 17
i, AE. TN, 5. APl/operator HILEREE#E,

- BB k8s-gpu-device-stack: 1B node-feature-discovery. Kueue. Karpenter. JobSet. LWS A
GPU/Al workload BIIAERIE B.

- E# cloud-native-security: 1 secrets-store-csi-driver. security-profiles-operator. kube-

agentic-networking 79 runtime/credential/network policy =%,
+ E¥ model-serving-operator: 1B [Im-d MNELAHS K8s SIG B queueing/autoscaling/
distributed workload API EFZ3K,
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Agent Substrate 2% 51z 1T B O

J&3Z: raw/substrate-architecture-analysis.md - €F: https://github.com/agent-
substrate/substrate + 3#ThRas HEAD a3f4474

—AEE L

Agent Substrate @—MEILTE kubernetes Z FRIEZE Agent Runtime / Sandbox substrate:
Kubernetes R fa i =B R EM B KM, Actor IEIME A RA. resume/suspend. worker 73 ECFIE
HMEEE Substrate B 2 B9 Redis/ValKey $Z#lE. Envoy ext_proc router. atelet node supervisor #1
gVisor ateom worker %38,

T4MYE agent-sandbox #1 agentcube Z[BEKE. EHHN—F: T8 “CIBE—1EWRESE sandbox” ,
meiBAE idle actor multiplex FJ3%/> warm worker £, &g golden snapshot. runtime snapshot.
DNS/router MEEEFN gVisor restore [F{RBUEIEIR, B architecture XiEBAHFRE “Much of this
architecture is aspirational” , FTAZEESMHFIHLBEIMDHE,

PZIDZRME]

Users / higher-level agent frameworks

HTTP request to <actor-id>.actors.resources.substrate.ate.dev
kubectl ate create/resume/suspend/logs

atenet router |

CoreDNS stub domain — Envoy — ext_proc |
parse actor id from host — ResumeActor(actor_id) — rewrite :authority |
to worker pod IP:80 |
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| gRPC Control API
v

ateapi control plane

Control service: CreateActor / ResumeActor / SuspendActor / De
SessionIdentity service: mint stable JWT / mTLS cert for migra
Redis/ValKey: actor:<id>, worker:<ns>:<pool>:<pod>, lock:actor
ActorWorkflow: idempotent resume/suspend steps + forward recov

leteActor
ting actor
:<id>

ery

I
| Kubernetes informers / CRD listers |

gRPC AteomHerder

v A 4
[
[ ]
| atecontroller \ | atelet DaemonSet
| | |
| WorkerPool — privileged ateom pods | | fetch verified runsc
| ActorTemplate — golden actor \ | pull images / build 0OCI
| golden actor resume — wait — suspend | | upload/download snapshots
| status.goldenSnapshot = snapshot URI | | call ateom over Unix socket
| |
| |
| gRPC Ateom
v

ateom-gvisor worker pod

privileged pod, one active actor at a time

Link-local veth: pod netns ateom0 <> actor netns eth0
nftables DNAT/MASQ compatibility bridge

runsc create/start/checkpoint/restore pause + app containers

Object storage snapshots
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checkpoint.img.zstd / pages.img.zstd / pages_meta.img.zstd |

|
| gs:// or s3:// prefix |
|
|

RIRDE

=PRSS

CRD/
public API

K8s
controller

Control
plane /DB

Node
supervisor

Sandbox
herder

Router/
DNS

o

R

\3

'~

TEX WorkerPool. ActorTemplate # actor lifecycle gRPC API; K8s CRD &FHKSHALE,
gRPC &E =M actor #21F.

2 WorkerPoo L #1k 7 privileged ateom Deployment; #8 ActorTemplate IXEAAE golden
actor — golden snapshot — Ready.

IF9MEME Control / Sessionldentity gRPC; F Redis/ValKey 7% actor/worker IRZSH1
lock; F3 workflow step 5231 resume/suspend forward recoverys

ST 5/8 worker B runsc. HE&HIEX. OCIbundle. snapshot LE %, Hi%iA
ateom,

privileged worker pod (RRY gVisor #=#4E, #1TIEH runsc create/start/
checkpoint/restore, &IE actor netns/veth/nftables,

F CoreDNS stub domain + Envoy xDS + ext_proc, 3 actor hostname %A%
ResumeActor JEF#1 worker pod IP 3%,

XN kubernetes APl RTEENE5T actor transition; WorkerPool/ActorTemplate 2FEEREE,
Actor/Worker BIETTIRZSTE Redis/ValKey, EIE runsc #2{ETE worker pod Zsiti5ef%.o

RIELIE

n

ActorTemplate £l golden snapshot

ActorTemplate CR created

|
v

atecontroller ActorTemplateReconci ler

|
v

PhaseInitial

ateapi.CreateActor(goldenActorID)
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v
status.phase = ResumeGoldenActor

|
v
ateapi.ResumeActor (goldenActorID)
| no actor snapshot + no golden snapshot
A 4
atelet.Run — ateom.RunWorkload — runsc create/start

|
v
wait 20s

|
v
ateapi.SuspendActor(goldenActorID)

|
v
atelet.Checkpoint — ateom.CheckpointWorkload — upload checkpoint files

|

v
ActorTemplate.status.goldenSnapshot = snapshot URI
ActorTemplate.status.phase = Ready

BRI EE A BK F

HTTP request
Host: <actor-id>.actors.resources.substrate.ate.dev

|
v
CoreDNS stub domain routes to atenet-router

|
v
Envoy RequestHeaders ext_proc

|
v
parseActorID(host)

|
v
singleflight ResumeActor(actor-id)

|
v
ateapi resume workf Llow
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|
— LoadActorForResume
[ AssignWorker
— CallAteletRestore / Run
— FinalizeRunning
|
v
actor.ateom_pod_ip returned
|
v
mutate :authority to <worker-ip>:80

|
v
Envoy dynamic_forward_proxy forwards request

Resume / Suspend workflow

ResumeActor (actor-id)

|
v
Acquire lock: Llock:actor:<id>

|
v
Load actor + ActorTemplate

|
v
Find existing assigned worker or random free worker

|
v
Update worker(actor_id=...) then actor(status=RESUMING, worker fields)
|
v
if actor.last_snapshot: atelet.Restore(last_snapshot)
else if template.goldenSnapshot and !boot: atelet.Restore(goldenSnapshot)
else: atelet.Run(template spec)
|
v
Update actor(status=RUNNING)

SuspendActor (actor-id)
|
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A 4
Acquire lock: Llock:actor:<id>
|
v
Load actor + ActorTemplate
|
A 4
Mark actor SUSPENDING + in_progress_snapshot
|
v
atelet.Checkpoint(snapshot URI)
|
v
Free worker, move in_progress_snapshot — last_snapshot,
clear worker fields, status=SUSPENDED

RITRREEZF

- K8s EfffSMBCE, Substrate EE4M actor JRZ: WorkerPool/ActorTemplate 2 CRD, actor/worker
iE178# N Redis/ValKey. Redis store ;3 RERHAIERES slot ABER FE#T actor #1 worker, FrlL
R EER forward recoverys

+ Golden snapshot @4 BEhf1LiR: ActorTemplate 24— golden actor, BEIEEERK
snapshot; 54 actor AJM golden snapshot k8, MAEERXEFHMIIBIL,

+ Resume/suspend XA client-driven forward recovery: &1 workflow step #EEH TR T E 5T
R, RWEREFPIREIRMEHH; 51 actor iFF lock:actor:<id> Bi[E actor F & RE,

- worker & warm capacity, A& actor &{&: WorkerPool =l privileged ateom pods V£ E ;
Actor R@BEICR, BITRAHERE worker pod.

- gVisor/runsc 2% snapshot H{T/5%: atelet a3 A runsc. OCl bundle #1 snapshot XX14;
ateom-gvisor BB1TIEH runsc BY create/start/checkpoint/restore,

- MBREETXZRATMER: HaTEMIE actor DNS MEEES1EIERK S 3 worker IP:80; ateom FJ
veth + nftables f# actor ingress/egress &%, EENEEE™HH gateway/policy &,
agentgateway —EIB SRR E b

RIBLHFRNAEIR

ateapi ActorWorkflow

ActorWorkf low @ FI/RIS R RAEAIN Substrate IRITHEFHESD. EFREE —NAREKEGTH resume/
suspend, MEIEHEFAABNIASE: resume RRNNZL actor. 932 worker. B atelet restore/
run. &2 & running; suspend f&kRXNNEL actor. #Ric suspending. A atelet checkpoint. K

-
B

worker H1E£3Z snapshot,
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XNMFERS FRANIMELR: actor 5 worker K7 Redis Cluster key, RAJEEA—1 52FESEIE
2%, A atelet/ateom/runsc B5MBRIVER, KMAIgeRETERME. FLt workflow XA “KREEF
NFLEERR F—/RIBKIRAIF4EE" pIEEY,

atelet + ateom-gvisor

atelet A1 ateom B9 T1R;BER: atelet 2 node supervisor, 1ZUK ateapi B9 Run/Checkpoint/Restore i&
3K; ateom & worker pod ARY gVisor herder, EIE#1T runsc, atelet fas3 F&/#5E runsc. $iI OCI
image. EBFF rootfs. 4R% OCl config. &/ L& checkpoint zstd X4, ateom faZ3 8l interior
network namespace. #£1i7 veth. %% nftables. 117 runsc create/start/checkpoint/restore,

LRTEIMRIE— worker pod BB Rizf7— active actor; ateom BY mutex #1 nftables &KEIEZ1EER
EI T X—mo

EESAlicT]

+ agent-runtime-sandbox-selection-map
+ agent-runtime-sandbox-project-map
- agent-sandbox

+ agentcube
« kubernetes
+ agentgateway
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1= = B
Agent ZiERE
ik Al Agent SEERFIESTEIR (LLM APl key / GitHub PAT / OSS AK) , & R$5— N MIFTL H
consumer key, FREIMBIAIRIERMKENEEH,
HiClaw i&3Z Higress Al Gateway SEIXMET :

+ FAFRYE APl key 277 Higress RY secret B

« &1 Agent (Worker / Manager) #%3E2—1 Higress consumer + key

+ Agent il LLM / OSS / MCP server #3433id Higress, consumer key ;RTEBETH IR HILEER IR

* 1 promptinjection: BIME Agent %1%, WMEEZEIRIE R ERI4ZENET revoke BY consumer key
— MAEEREIE

AT LEE

#X skill 137 (40 skills.sh £ 80,000+ #tX{Fam) BEEMEBWROER, BURAFX—R—FHRIESE
(autogen / langgraph / crewai) it Agent B3ZFEEIE, promptinjection = EEXLE,

RIVIFAE

Agent runtime
| only has consumer key / short-Llived token
v
AI Gateway / Tool Gateway
| owns real provider keys, GitHub PAT, 0SS AK, MCP credentials
| applies authn/authz/rate limit/audit/policy
v
LLM provider / MCP server / storage / code host

KERARZE B key HEIZ—TH175" XARE, MEIERFRIARM prompt FIFZIEAT Agent HETSEIX
KiZHhm:

- Agent REEIS— endpoint MATHEE 4 ;

- BEIERE gateway/backend secret/credential provider REREH;

- route / policy / consumer ;R7E Agent BEIRIR)HILELERY, T H. bucket. repo;

- auditlog IERHIZE “B1 Agent SARTHNEES” , MAR—HEHRE APl key,
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RERT

agentga
teway

openkr
uise-
agents

loongsu
ite-pilot

REAI
Worker / Manager R#F Higress consumer key, ES5Z

LLM / OSS / MCP ‘3= 1E M M

AgentgatewayBackend 7% provider/backend secret,
LLM/MCP/A2A 4—3E gateway policy

E2B API key storage. namespace-scoped team,
identity provider # security token propagation, 18
sandbox APl &1 5i517Et token 737

THREWSERE, BT telemetry E4—H1T content
policy / secret mask

TR

FERRHRNIZRETENMXM, MAZEX Agent BHF S /RFEK key:

BEBEEER

% Agent IMEFEHRINL S
ks

Al Gateway fEAH IREM T
HipiaizHIm

K8s sandbox platform B9 API
key / short-lived token /
runtime propagation i5%

SR sERE B RIBEFAL R

1. credential provider 2% secret manager 4 B/RIFTE S provider &3E;
2. gateway E#f backend secret 3 consumer key BR&t;
3. Agent M| R EE4 4 E 2 A consumer key, HEUR—NEHA token;

4. |8 consumer key AJ#Z Agent. Team. workspace ££fZ revoke;

5. audit log FAF#IAIR key FE#ER.

HiClaw BY RefreshCredentials BB FXMEIN: Worker B21R7E,

o

I =R i

FIEREIEXRM “B1 Agent EFJREMEEE key” SN “WMAXRBRETLR” . FERLE:

- XS0, BRRE Agent HOMKFE Pod;
+ RBAC / namespace / consumer policy 73/&, #%—1> consumer key I5R1 £ EBEEST;
- secret manager 3 KMS 1 EEEIRE, WHREASCERE,

- access log + anomaly detection, ZIMEE TRFERNIREFER,;

B SLEAER STS AXPRAITEIMERR

* break-glass #l#ll, MXAr]FARTBAFAMILERES) RITFER, MRLLXIN fail-closeds
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SihfhigitRNAYIX &R

XK ai-agent-plugin-patterns Y “T@ENRRIAFR” 1 “DhiSGEELLRE” © $EMHF. skilll MCP server
ALY B Agent 8877, EFRNIBESLEIEBEZBEEL Agent prompt 3¢5 = HEHIE,
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agent-sandbox

kubernetes-sigs/agent-sandbox & K8s SIG Apps E A X Sandbox CRD + controller, 18 Al Agent

runtime M"KHaH. BRE. BLF. TEHE. BRESH " NRSHESEEME L K8s BF—Lt

Deployment (FERZSEIZA) #0 StatefulSet (455 Pod) #EIEH. FRBENGITTEEILAIRAE K8s [RiB
(gvisor / kata-containers / network-policy) , controller & s A EASRHE

JFAZEFY I src-agent-sandbox-architecture,

Sandbox £ EHE

SandboxTemplate / SandboxWarmPool
J
SandboxClaim Bl%E
J
| Pending |
| controller @lI%EE/4MEX Sandbox |

{
Pod + PVC + Service
! Ready
Agent / Tool Session
— suspend — replicas=0
— resume — replicas=1
— shutdownTime — Terminating
L— delete — GC / PVC policy

RPEFE

- BFE: kubernetes-sigs/agent-sandbox

- YE1#ZI: GitHub API /R main &iff push 2026-06-11, &#IEE tagv0.4.6, 58 v0.5.0rcl

- A& wiki 23 MThRZAS: v0.4.5+11 (HEAD e1d8898, 2026-04-23 /&)

- FEES: Go01.26.2, 1R sigs.k8s.io/agent-sandbox

« 4 CRD: #Zil» Sandbox (agents.x-k8s.io) + # & SandboxClaim / SandboxTemp late /
SandboxWarmPool (extensions.agents.x-k8s.io)

- JRIE: K8sSIG Apps EKINE, #E{& Kubernetes Resource Model SE3

- SDK: Go +Python (codegen &£5%) +#5/ K8s clientset/informer/lister
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https://github.com/kubernetes-sigs/agent-sandbox
https://kubernetes.io/docs/concepts/overview/working-with-objects/

- examples BRHa0#85d 20 1 quickstart / hello-world / kata-gke / openclaw / hermes /
langchain / jupyter / vscode / chrome / HPA / Kueue / Cilium/NetworkPolicy / MCP / Ray /
Python SDK &

5 HiClaw B9x%&

B4 RS ——agent-sandbox 2RISR (IRt"Re

51T 1 NMEIRES Agent 28" [RiB) , HiClaw 2

AR (GRHE"E N Agent ME + IM Fm + FIBMX") . itk HiClaw B9 Worker runtime 5228 1L
HI7E agent-sandbox Z k.

5 HiClaw BI5EEXfLE

HE
Bk

NS
ES

EIR
gg

FEER

agent-sandbox

Runtime substrate / CRD [RiZ&

Sandbox. Claim. Template. WarmPool

ARE IM /team / manager

B PodTemplate / BFIFIERE

Z ¥t gVisor/Kata/NetworkPolicy/
PodTemplate

WarmPool / Template / suspend-resume

FEIR)M. runtime BEHIFE

GKE Kata walkthrough i®id

~N o 00 b~ W N

. BT Kata/gVisor B9 GKE SR A& EE
. &%& agent-sandbox CRD/controller,

. B runtimeClass / securityContext / volume / network policy 9 SandboxTemp late,
. A6 SandboxWarmPool, FiHET Podo
. AP 8% SandboxClaim, controller A WarmPool $REX#E Sandbox,

. Sandbox Ready /5, i&id service / SDK / router i1 =28 agent F T H,
. FHJG scale to zero / suspend, 1R PVCIRE, [E4: resume,
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HiClaw

% Agent IMETFES

Worker. Team. Human. Manager

Matrix f5[8] + Manager/Worker/Human

Gateway consumer key + EEIEITE

KB Tin, AIH—F B agent-
sandbox

Worker lifecycle + runtime package

Agent & /IMEF- m4EFE



EATIRRETHXRAE O Pod” , MRIBSBEA), BRE. FEE, AISEE Agent BREFLA
FI:'EH*D_JE%E,JJ\I

v0.5 / beta B& &%

roadmap HFIBR/LEFEL:

« API 5 runtime f##8, 7 portable backend / common proto;
SandboxTemplate / WarmPool rolling update;

- router A first-class B A ;

- auto suspend/resume. scale-to-zero. TFFIIER{L{L;
£58E WarmPool i%&#F#0 claim latency L1k;

+ alpha — beta API versioning;

- TypeScript SDK. MCP server. Ray/LangChain/CrewAl/ kAgent &%,

XERE V0.5 Z/EHESSM “CRD AERL” M “S/Ei. MEER. SDK. router. AR
examples §is

%51 examples
NN quickstart, hello-wor Ld-sandbox, python-sdk-quickstart

FEE /runtime  kata-gke-sandbox, chrome-sandbox, sandboxed-tools, sandbox-ksa, policy

Agent / openc law-sandbox, hermes-agent, langchain, gemini-cu-sandbox, code-
framework interpreter-agent-on-adk

¥4 [ AE hpa-swp-scaling, kueue-agent-sandbox, manual-pdb

PILE SR B composing-sandbox-nw-policies, mcp-server-sandbox

o jupyter lab, vscode-sandbox, aio-sandbox, analytics-tool, python-runtime-
T BRREE Jupy . . y Py
sandbox, ray-integration
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agent-sandbox ZE¥ 51z it B8 o

[F32: raw/agent-sandbox-architecture-analysis.md - €%: kubernetes-sigs/agent-
sandbox * %3#7hR7s v0.4.5+11 (HEAD e1d8898)

—AEE L

kubernetes-sigs/agent-sandbox & K8s SIG Apps B EXEI Sandbox CRD 5 controller, 18 Al Agent
runtime BEM" K&, BRE. B THE. BRESND " NEBESEEME L K HFE—Ib
Deployment (FEKZSEIZ) #0 StatefulSet (455 Pod) #EFEHE, ZOFEL: 14 Sandbox CR=1 Pod
+1 4 headless Service + A PVC + AJi% Temp late/Claim/WarmPool =4E, BREMHI (gVisor/Kata/
NetworkPolicy) FeeZItLAIRAE K8s [RiE, controller R4 dn A HA%RHE.

D ZRIE]
| FAF / Al Agent 72 |
| |
| kubectl YAML W Go SDK (clients/go) W Python SDK \
| |
|
[

| | |

V¥ (apply) V¥ (RPC / kubectl exec) W
| Kubernetes API Server |
| |
| Group: agents.x-k8s.io/vlalphal Group: extensions.agents... |
|
: |
| | Sandbox (CR) | <— owns | SandboxClaim
(CR) | |
| | \ (user-friendly) | |
| | Spec: | <—— owns (pre-warm) — | |
| | PodTemplate |
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https://github.com/kubernetes-sigs/agent-sandbox
https://github.com/kubernetes-sigs/agent-sandbox

VolumeClaim... | | references
ShutdownT ime | |

| ShutdownPolicy | | SandboxWarmPool | v
| Replicas (0]|1) | | Spec: |
[ ] |
| ! ' | Replicas: N | |
SandboxTemplate | |
| | | TemplateRef | ——— | Spec:
|
| | | UpdateStrategy | | PodTemplate
|

VolumeClaim. ..

L | |

owns | NetworkPolicy |
N Sandbox | EnvVarsPolicy

(pre-warmed Sandboxes ZEf&# Claim 4MFF)

| watch + reconcile

v

agent-sandbox-controller (cmd/agent-sandbox-controller)

| |

SandboxReconci ler (always) |
+ SandboxClaimReconciler  (--extensions=true) |
+ SandboxTemplateReconciler 17

+ SandboxWarmPooLReconciler 1

+ SimpleSandboxQueue (per-template FIFO 0(1) adopt) |

| creates / owns
v
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| Kubelet T2 |

Pod (1:1 per Sandbox) | <— | Service (ClusterIP=None, headless) | |

| | = {sandbox}.

{ns}.svc.cluster. local | |

container |

runtimeClassName: | |

gvisor / kata | =—f | PVC: {tplname}-{sandboxname} | |
/ runc | | (A TEE, Sandbox BEFE) | |

| NetworkPolicy (Template-shared) | |
| BRiA deny + {UKITAM egress | |
| (deny RFC1918 + metadata server) | |

RIRDE

E

CRD &
X=E
Reconci
ler B
iB1TRY
X

AAOZ
il

H

H/\

\9

<

4 4~ CRD B9 Go 258! + kubebuilder #57E — controller-gen B4R YAML, Spec/Status
BN API 2244,

controller-runtime X#&89 4 ™ reconciler, watch + owns + &% reconcile, Claim/
WarmPool/Template i@ --extensions=true Fx/EH,

#u3tBYiE] + TTL I HAITE. Prometheus 1545, per-template-hash B9 FIFO siF=PA%! (O(1)
WarmPool adopt) o

B8 T3l agent-sandbox-controller, flags =l extensions FF3%. leader election. #%
FE. OTel tracing. pprof,
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el

Bl

H/\

<

Client  Go/Python /#RAE K8s clientseto Go SDK 22 exec. XHfZ4i. gateway . BER
SDK FEN——%4 Al Agent runtime 8 Sandbox

Helm chart (CRDs/RBAC / Deployment / metrics Service) +E2df9 k8s/crds/ 4AF T

e kubectl applys

ANIES 17 4~ examples/: hello-world / kata-gke / openclaw / hermes / langchain / jupyter /
£/ vscode / chrome / HPA / Kueue / Ciliumo "i%5 examples si=R"s

PEXBLAR: api/ 5 extensions/api/ 2 K8s APl server EIZiERIHL), TREXRBEMI; internal/ ™
¥FE; controllers/ R4 import extensions/ (FZIOVRE. ¥ RBEHMILRA)

R

t=0 FBF kubectl apply Sandbox 5% SandboxClaim

|
v

| apiserver W% CR |

[
| watch event

v

]
Reconci le(sandbox) — controllers/sandbox_controller.go |

— checkSandboxExpiry (Line 1003) |
— reconci lePVCs (Line 853) — BI3& PVC |
— reconci lePod (Lline 531) |

|

|

|

|

| — 4054 SandboxPodNameAnnotation: |
| | — E"warm pool $MF"HZ, EAME Pod |
| L— ZM| Create Pod {sandbox.Name} |

|  — reconcileService (line 398) — Iz |
| L— headless Service (ClusterIP=None) |

| F— % Conditions (Ready/Finished) |

| — Update Status + requeueAfter(min(timeLeft, 2s)) |
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|
Pod 23k — A28 Agent runtime (OpenClaw/Hermes/...)
|
AI Agent #F2 <—— SDK (gateway/tunnel/exec) |« 9MEB caller
(£ gVisor / Kata RiETT, BENNIZERSE) |

|
| t = ShutdownTime (Z3IAtiE])
v

]
hand leSandboxExpiry (line 922) |

|

| — ShutdownPolicy=Retain (default): fl Pod+Svc, |
| | {#%8 Sandbox CR (status & expired) |
| — ShutdownPolicy=Delete: & Sandbox tiffii= |

SandboxClaim R/I128& &

user kubectl apply SandboxClaim

|
v
SandboxClaimReconci ler.getOrCreateSandbox (sandboxclaim_controller.go:320)
|
= [1RE&12] adoptSandboxFromCandidates (Lline 719)
query SimpleSandboxQueue[templateHash]
#HE 1 4 WarmPool BEFEZERY Sandbox
— patch: ;&3 WarmPool BY OwnerReference
L— patch: 8 Claim &A% owner = 0 BEHEER

|
|
|
|
|
L—» [12#&12] createSandbox (line 385)
%3%El / WarmPoolPolicy=none / BEX env (ER warmpool RFER)
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— 3% SandboxTemplate

— &4 PodTemplate + VolumeClaimTemplates
— SN claim B9ZRS env / Labels

— SetControllerReference(claim, sandbox)

L— Create Sandbox (R = Pod ABEhIEE (FV4R)

RITRREEF

- A 4AFREF Deployment / StatefulSet: Al Agent runtime BE A& Deployment BB TSRS A Bl 2s
(Agent BRIERE) , A& StatefulSet BIFFERSEF (81 sandbox BIRIZAF LR o
FEMR "1 stable identity + IFATERE + FIAEHES + ATEERAIE "R LFHENX —Pet #ER
E=REEMNEYT, BRBEHA Al Agent runtime 28 E M. replicas: 0|1 3B8FILRME HIZ =
scaleto 0. & = scale to 1"i& X HIE&EH,

. [RENEILEBEFIRE K8s [RiB: controller RRFIEAIMREFEL——gVisor / Kata /
securityContext / serviceAccount / seccomp £ F1ES Y PodTemp late. Spec B, FEHFERE,
controller ME—32FE NI (1) headless Service 3&&IFE DNS (% sandbox A RER BERES
) , (2) Template ZkBIERIA NetworkPolicy (deny RFC1918 AWM + deny =IT#iEARSS) - X
Fh"#1%IER K8s 1R, RESHAFHNE"MS T, iLEHEFES GKE Kata. EKS Firecracker, Zsith
gVisor EAIfREEEE, X£5 Al Agent IMEIRITRN B "RERIENEG. FEHLH " TE2ME

« WarmPool + OwnerReference ##% LI ~0 FehiEiR: B4l Sandbox /2 Bohi€ (8R&HIEX + Kata/
gVisor AR BIE+F0) o WarmPool 437 N 4 pre-warmed Sandbox, Claim &7 REHE
Pod, 21l Ready B9 Pod 2X)3/E#&E. SimpleSandboxQueue 2 per-template-hash YRR 2
FIFO, O(1) #f&i%, sandboxclaim_pod_exclusivity_test.go XX & B A MR handoff [
LEERE"1 1 Sandbox Xf 2 > Pod / 4R Pod" B3,

- BB NetworkPolicy MIERR T firewalling: Template k%! EH Managed/Unmanaged, Managed 2k
INFLZ™HE deny—BAH#EIE"Al Agent HIFE PN B BIA IR AR IR] + =TCERdRIA R i
BRARFZAR, MABXIEERNRIELH,

+ PVC 7% Sandbox #5J owned: Sandbox &Rt PVC REREEEUR, REAFIE—"$IEERE
H + TEAEEGRAER" MR T E—3&it, KN L PVC EEBIINFEERR,

- #EXEFE) ShutdownTime, FTOBKEEL: expiry BFBARMN, BFIREKESILES) patch
shutdownTime, controller 2" MTE = shutdownTime FiFIE"HIFIMT. BTk server isiR" Bk
OB E])"BPORTS, BERNEREF mER TS,

- CRD validation 3E webhook: &% admission webhook, %% OpenAPI v3 schema validation
+ controller ®% reconcile, ‘b— M = D—PNikPE S —B1E SIG-style BY"fE A"
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A RNRIE
SandboxReconciler =P E&EF &R reconcile

Reconcile() ERTBNIERERAETESR, METEF=LKERE—INE: reconcilePVCs —

reconci lePod — reconci leService, E—#3NEPABZ "Get — Create or Adopt or Validate ownership —
Patch labels/annotations" =&\, Service —E & headless (ClusterIP: None) , selector F8
agents.x-k8s. io/sandbox-name-hash=<hash> (hash B1E sandbox & id Kftfil K8s label 63 FHF EFR) o
XSS Sandbox Bz DNS Arecord: {sandbox}.{ns}.svc.{clusterDomain}——F{} Sandbox "#=
E S5 BB ST IR,

requeueAfter = max(timeLeft, 2s) @ MEREBREN/NAT . BLEGTAEIFTTIE apiserver, XARIEEIE
T HAM Sandbox ERTHGEIE, FMKH informer event,

SandboxClaimReconciler B9 adoption 1Y

X2 extensions FRAARZEEEBMMNRE, ~60175EIMT "WarmPool — Claim BIFrENHLERE":

1. M SimpleSandboxQueue ZEIfZEi%& Sandbox & (2 Ready #) ;

2. RIB patch: A3 OptimisticLockErrorMsg resourceVersion R, B&EHE N FH % Claim #£E—1
Sandbox;

3. &8 WarmPool fRiRFR%E;

4. OwnerReferences E#ft: P& WarmPool 89 controller ref, 1 Claim B9 controller ref— 542
WarmPool A= BEREMIX 4 Sandbox;

5. Claim status i@ AdoptedSandboxName, & reconcile ZE short-circuit,

IREALEZ 4+5WIRF (F—1 patchiEKE) . XFhZ sandboxclaim_pod_exclusivity_test.go
TIPNAZE,

SE%

38 K

WS agent-sandbox HiClaw =R K8s

Deployment
MAE (Manager + BihighE (TIRES
=7 i&HE (Sandbox [RiE
HRER EAtighE (Sandbox [RiE) Workers HE) 212%)
BIHI+IZE _ A (Worker z ja)ii@id
v ZICM& T iRy
PN M (ziagitBin) Matrix Ei5]) X
Rk (MinlO + PVC) X

X (& sandbox, % sandbox

% Agent 4g#
% hgent fi Elu=)

(Team/Manager CRD) X
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38 K8s

H®E agent-sandbox HiClaw
Deployment
WarmPool it
o ’ X X
. . . . L BURTF
PRE ML ZHE K8s (gVisor/Kata Eik) Higress MX + E1ERE _
runtimeClass
B K8s SIG Apps B At B[ 28 Higress HIBAFFIR K8s core

EfI41L: agent-sandbox 5 HiClaw E#ARFE S, giERM"LLE1T 1 MERE Agent B2 "HIEMIE
i, EERME"E N Agent tHE + IM Fi + EIENX"HEAR. Eit Lk HiClaw B Worker runtime 58
2 A LITE agent-sandbox Z E——— A Sandbox #ifREKEE, —F Worker CRD i LB, X4
NRERTREESHREES,

EE Sl

- HiClaw — R/ AAE % Agent IMEF A (54TEEH)

+ k8s-operator — Z&IN BFTE{ER controller pattern

- declarative-agent-management — f3 K8s CRD AEATLEIE Al Agent B9757%18

- agent-credential-isolation — EEZEZ I IHER (HiClaw B, ATIEFEEZLE)
- ai-agent-plugin-patterns — Al Agent JMEH9 9 Zi&i+EM
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agentgateway Z2¥ 51z it BRI

J&3Z: raw/agentgateway-architecture-analysis.md - ©J%F: agentgateway/agentgateway -
¥Rk v1.2.0-alpha.2+24 (HEAD 9ca3e04)

—AEE L

agentgateway A Al FTZHI L7 LIE: 3B LLM APl (OpenAl / Anthropic / Gemini / Bedrock / Vertex /
Azure / Copilot) . MCP TERIAM. A2A Agent [BiBfE Li—7E—1> Rust #4EEE, F Gateway APICRD +
xDS ABAIEHIE 2 &, & LEE lstio AUIEHIERZR + 79 Al hil4F1ERY Rust BUEE ) HAHAE—I8
mesh £ IIFNRVREE D K. KRT RMILFK. HBONE mTLS BHESEREEMRFM Al Gateway,

IR E]
I
1
|  CONTROL PLANE (Go, controller/) |
| |
K8s API > — KRT collections (Istio reactive) |
| Watch I ! |
| Gateway | ——W | Translator | |
| HTTPRoute | | K8s — xDS | |
| CRDs: | : |
| AGPol | | |
| AGBe | v
]
| AGParams | | ADS Server | <——p | Deployer | |
' ' | SotW+Delta | | Helm/Pod | |
A ! '
|
| | gRPC |
| kubectl/CRD | DeltaAggregatedResources |

' ! |
| v |
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resource.Resource (oneof 9):
Bind/Listener/Route/TCPRoute/Backend/

|
|
| Policy/Workload/Service/RouteGroup
|

v

]
DATA PLANE (Rust, crates/agentgateway™) |

|

|

| agentgateway-app/ < thin binary, signal/tracing
| |

| —p agentgateway/Lib

| — control/ xds AdsClient (delta)

| — state_manager + store/

| | Stores { binds, discovery, ads }
| — proxy/

| | — gateway.rs (TCP accept Loop)
| | — httpproxy.rs (route + policy)
| | — tcpproxy.rs

| | L— pool (connection)
|

|

|

|

|

|

|

|

|

|

|

|

|

— http/ (filters, retry, transform)
I transport/ (HBONE = mTLS HTTP/2)
— Llm/ 7 providers behind

| AIProvider enum + Provider
| trait, OpenAI-compat unify
— mcp/ App/Relay + upstream/

| stdio|HTTP|SSE|Streamable
| federation, CEL RBAC

— a2a/ classifier + URL rewriter
F— cel/ crates/cel-fork + celx
— telemetry/ OTLP + access log

— management/ admin + debug + ui

]
| UL (TypeScript, ui/, Next.js)
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/ui/ HTTP — management — Live config view

RIRD =
Workspace

&R
crates/agen
crates/agen
crates/xds/
crates/hbon
crates/celx
controller/
api/

ui/

WIEEDE

=

L1 &
L2 K&
L3 A2
L4 HTTP
L5 thi¥
L6 117]

L7 BIE

=
EE
tgateway-app/ Rust
tgateway/ Rust
Rust
e/ Rust
/ +crates/cel-fork/ Rust
Go
Go
TypeScript

(crates/agentgateway/src/)

Rk

control/ config.rs

state_manager.rs store/
proxy/gateway.rs proxy/httpproxy.rs
http/

LLm/ mcp/ a2a/

cel/ telemetry/ transport/

management/ ui.rs
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AE

/er‘L.—L IJ (1

5 / B& / panic hook)

PIEEETE, =IXNKEELL

xDS & i + proto 457E

Istio HBONE (mTLS over HTTP/2 CONNECT) &%
CEL SRB&RME (fork i HTTP £AR)
controller-runtime + ADS server + Helm deployer
resource.proto By Go 43

Next.js EIF Ul

bal

BRZR
Zs3h yaml + xDS client + outbound client
Rz Store 8B4 binds/discovery/ads
TCP accept = TLS — route — upstream
filter chain / retry / timeout / transform
= AN
RB&K(E / AT / HBONE fZi&

B HTTP / &Rk / Ul 8RR



Bz CRD

CRD yE= A&

AgentgatewayPolicy agpol  CEL RB&Z28, $71E Gateway/ Listener /Route £
AgentgatewayBackend aghbe [EURECE : AL /MCP/A2A / Static
AgentgatewayParameters — GatewayClass £k Pod &R &%

5% Gateway API E#% 2 FH: Gateway HTTPRoute GRPCRoute TCPRoute TLSRoute GatewayClass ListenerSet
InferencePool,

K REIRE M
—X LLM 15K BV 2 im 2R
Client (curl / OpenAI SDK)

| POST /vl/chat/completions (model: "gpt-4")
v

| proxy/gateway.rs::run() |
| TCP accept (multi-thread tokio runtime) |
| | |
| W LazyConfigAcceptor |
| Peek SNI — Z binds X EFIILEIRY Listener TLS ECE |
| | |
| v |
| rustls TLS termination |
| | |
| v |
| hyper HTTP/1.1 or H2 framing |
|

| proxy/httpproxy.rs: :proxy() |
| 1. select_route_chain() <« #& path / header / method FTEZ |
| 2. 23| Route + Policy[] + Backend[] |
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3. http/filters $1T: header 182X / retry / timeout / transform |

4. CEL #2#Y (cel/ + agpol 3|FEAIZRER IR)
— BY3EK header/body/JWT claims — K{E — allow|deny
5. weighted_random_choice 3% Backend
|
v
6. 337! Backend.kind = AI{provider: OpenAIl|...}

|
Ltm/mod.rs — dispatch by AIProvider enum
provider.transform_request()
— openai.rs passthrough (E=& OpenAl #&z()
I anthropic.rs OpenAI — Anthropic messages
— gemini.rs OpenAI — Gemini generateContent
— bedrock.rs OpenAI — AWS SigV4 + Bedrock invoke
— vertex.rs gcp_auth + OpenAl — Vertex
— azure.rs  OpenAI — Azure OpenAI endpoint
— copilot.rs GitHub Copilot
guardrails (pre-flight)

regex / moderation / model-armor / content-safety / webhook |

token-bucket / cost Llimit

client/ — reqwest+hyper
— % connection pool (crates/pool)
— %E HBONE tunnel ? (% backend & mesh workload,
transport/hbone: mTLS+H2 CONNECT B¥i&)
— BME&E TLS / plaintext

|
v

Upstream LLM provider (api.openai.com / api.anthropic.com / ...
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|
V¥ MRz Giz SSE / chunked)

| provider.transform_response()

| — KM schema ¥ — Zi— OpenAl &

| — guardrails (post-flight)

|  — telemetry: tokens_in / tokens_out / cost / latency
| — access log + OTLP span

|

|
A\ 4
Client receives OpenAI-compatible SSE stream

EHE — SUEE BEEN X

kubectl apply Gateway/HTTPRoute/agpol/agbe.yaml

|
v
controller-runtime watch — KRT collection mutate

v
Translator: K8s objs — resource.Resource oneof
— Bind (TCP Llisten addr)
— Listener (TLS / SNI / protocol)
— Route (HTTP route + filters)
— TCPRoute
— Backend (AI / MCP / A2A / Service / Static)
— Policy (CEL IR + transform + retry + ratelimit)

I RouteGroup
L— Workload/Service (Istio Address FEZR)
|
v
ADS Server (gRPC, controller/pkg/xds/server.go)
DeltaAggregatedDiscoveryService

|
WV Delta xDS (1E£)
agentgateway/control/AdsClient

|
V apply
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state_manager + Stores { binds, discovery }

|
Vv itk
proxy/gateway ZE#£ Listener / Route Z3|

xDS RIFFKB I B
- istio.workload.Address — F&ZA Istio ambient mesh BY workload/service &I}

- agentgateway.dev.resource.Resource — F &R oneof (9 MNEARBEENHIBRERE)

A Delta ADS, HEEZER, FAEMZERE—1 stream,

—X MCP TEFH

MCP Client (Cursor / Claude Desktop / OpenAI Responses API)
| JSON-RPC over stdio | HTTP Streamable | SSE

v

mcp/router.rs —— EREHEIRIE session id LEIFFRZAY_EIHF
|
v

mcp/handler.rs —— T H%IZ* federation (merge_tools)

|
| L— %4> upstream MCP server B9 tools/list &3
| + CEL RBAC i¥3E (mcp/rbac.rs)
|
WV tools/call
mcp/upstream/{stdio.rs | streamablehttp.rs | sse.rs | openapi.rs}
|

v
Upstream MCP server / OpenAPI endpoint

b transport: HTTP Streamable / SSE / stdio, _LEiff transport: =% + openapi .rs $B{E{a OpenAPI
spec BENfER MCP tools (TFH_LHHMNIEAIE) o federation 3&id handler.rs: :merge_tools() &HZH
MCP server WT A%, i =EIA __ AiZREPR, CEL RBAC % client identity i ER] D%,

A2A (Agent-to-Agent)

Agent Client
| HTTP GET /.well-known/agent-card.json
v

a2a/mod.rs —— $Z&; Agent Card ZILIEXK
| — &tk L, 18 *E5MMER URLY
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| 18 upstream ESEHBHHIGRY gateway B St
| — ZEFE Agent JEFHRER] gateway, EIFAZZ policy/observability

A2A BN BREBW—ZDOF URLES, Google A2A 1HMIENORKTE Agent Card well-known
endpoint, gateway =H1 7 &M, FITHITFAERELIER.

KITRREEF

- SO Istio FUE IR Al Gateway: Gateway APl + KRT collections + xDS + HBONE £EEH, 1=
HEE Istio I F4EM, FF&AHEIBA (Solo.io/Istio &) EFRAEFH AR T, 8 mesh SFIUEMNI R
MREEED K + RNARER + mTLS gk, RIESIEERBIRE [E R ALK Rust £
2] ., Day 1 BI3R1S5SE mesh FA M + =6 E/ BRI AR 1 BRI AFFBEE ST,

« ZIMUHER—% pipeline: LLM /MCP / A2A 7E33EEZE Route / Policy / Backend / CEL R{ERY
B—&EiE, £537F Backend.kind JREEM provider i&Hr2s, HRBE—FRIIES + F—IW +
Z— mTLS,

+ CEL fE/UREE IR: FRE#RAN / it / R EPREIEB W IFRL CEL RIANEFE!

Policy.spec.expression, IZ{TEYH Rust #IBEEMERENIT. controller RFZRIE, # & Go/Rust
CELEMER. H cel-fork + celx ZEENIRE cel-rust iR5 HTTP iES R RAVRE LR Ko
- EIEIEE R prompt injection: 5 HiClaw B9 Higress EEFEEH ¥ ———LLM provider EE1E
(OpenAl key / AWS IAM / GCP service account) FZTE backend secret, gateway 7EIERESEN,
Agent / WL Eix I E T gateway BSBIIAIE (JWT /APl key / mTLS) o Agent BIMEBCEANBEARE!
BEEE, ¥ agent-credential-isolation,

- 1ZHIE / $EEEIT proto f##8: Go controller + Rust ##EHE 2 A resource.Resource proto i@fs,
BIRIEM, REEEHISE—IF (Crossplane B xDS / envoy 5231 agentgateway proto ¥ &) o

« 1 tokio runtime {3 AERIE . main runtime BIZEHIE (admin HTTP / xDS / reload) , worker
runtime FEEUIEE accept, EBHRITHIEESIE S worker 01 P99,

+ OpenAl #%%& AP| #%i—ri1]: B RAEZC0ERE 7 1 LLM provider; 3E OpenAl ##1% (Gemini
LIRS, Bedrock FABRE) BEY BFERRES.

FRAMHERN: LLM Provider i&f0 28

crates/agentgateway/src/Lln/ BEIEERENNIERR. £—HREE:

enum AIProvider {
OpenAI, Anthropic, Gemini, Bedrock, Vertex, Azure, Copilot,

trait Provider {
async fn transform_request(&self, req: OpenAIRequest) -> ProviderRequest;
async fn transform_response(&self, resp: ProviderResponse) -> OpenAIResponse;
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async fn stream_chunk(&self, chunk: Bytes) -> OpenAIChunk;

HpNERZE—FREE OpenAl A APl (/vl/chat/completions / /vl/embeddings) , PAIEB dispatch 2| provider
WaEhE,

Guardrails — LLM REEHNABEZE, pre-flight/ post-flight ¥[@, Z#F regex / OpenAl
Moderation / AWS Bedrock Guardrails / Google Model Armor / Azure Content Safety / BEX.
webhook, & backend ¥&&E BRI AL chaino

T Eit9% — BERIZE two-random-choice (tail-latency tb round-robin #2) ; # model alias £
weighted random,

5 HiClaw / agent-sandbox BYX &

+ IR HiClaw B RERXE#: HiClaw ZRZFBEM Agent thE (Matrix IM + Worker CRD)

agentgateway FEEMIZHEE M Al RERIE, HiClaw BY Worker BBl P 31418 LLM / MCP Y, 2
1 EALLL agentgateway HH AR, H agentgateway #FEEHE / 851t / guardrails,

- IR agent-sandbox H% Al FFAKE: agent-sandbox f#f Agent izfTBIFEE (Pod + gVisor / Kata +

NetworkPolicy) , agentgateway i Agent H[IRE/AIE (LLM/MCP/A2A) . MEHE=AIT
RN BT + B8 E. NetworkPolicy PRl Sandbox Pod R AEE
agentgateway, S&#&IFA Al itE1d policy + guardrails + Bito

]
AI Platform Day 0 |

I

|| Sandbox | | agentgateway |

|| (gVisor pod) | —P» | (route LLM/MCP/A2A) | |

| | Agent code runs | | — CEL policy ||

| | here, NetworkPolicy | | — Guardrails ||

|| deniesEESTTEHIE | | — Credential inject | |

| | |

[ | ‘

|

[ |
[

v

api.openai.com / api.anthropic.com / ...
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EE Sl

- agentgateway — DB E W

* mcp — MCP ¥ (agentgateway MCP gateway BYMYEA)

- gateway-api — K8s Gateway AP| (agentgateway $=HIE API Eit)
+ xds — xDS ¥ (IZHIE — HIEEH K)

* hbone — Istio HBONE B%i&@ (agentgateway iR mesh H12{F)

- cel— Common Expression Language (agentgateway ZEg IR)
- istio — Istio (agentgateway IZHIEIBZEHKIR)

+ HiClaw R AE Agent tMETFE S (BE4XR)

- agent-sandbox — K8s SIG #J Al Agent iIZ1THIfRE (B4 XR)

- ai-agent-plugin-patterns — Agent JMEi& RN

- agent-credential-isolation — Agent EIETZT R BRI

155



Al Infra Learning H

N Star TN B /52 EH

IR GitHub Stars list googs1025/lists/ai-infra-learning-A3Z, ##iA7A “BX Alinfra/LLM Hi25
awesome list” o Z<X@d GitHub GraphQL APl F 2026-06-12 £#%, &R 32 M.

XATBE A BRE A, MEB —FFX Al Infra FIERIZ:

M LLM Ebiti. Al &Ge/Ebi%5E. CUDA

kernel. #EIEM{L. REERE. Agent A, FEIR/BEME, EEEEREMFIBRLSTEE, M

F BN EBMERIDRIZ

IEE

=

Infrasys-AI/AISystem

Infrasys-AI/AIInfra

cr7258/ai-infra-learning

CalvinXKY/InfraTech

Liguodongiot/Llm-action

InftyAI/Awesome-LLMOps

xLlite-dev/Awesome-LLM-
Inference

xLlite-dev/LeetCUDA

Tony-Tan/CUDA_Freshman

7317

Al Rtk

Al Bttt

FISW/EH

Al Infra A2 4%
|

LLM TA21k kg

LLMOps TE&
<]

LLM/VLM 12
XA

CUDA kernel &
|

CUDA \|7]

sta
rs

16
92

73
19

47

25
55

24
50

23

52

81

11

24

27
59
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jill[3

&

Jupyter
Notebook

Jupyter
Notebook

Jupyter
Notebook

HTML

Python

Python

Cuda

Cuda

E LIl

Alinfra RRERZOEM, 112
B

Al Infra B XX E LMK, LSS
PXCFE S EEMEL, EEMAD
5|

PyTorch/vLLM/SGLang/4&EMN

BES), EELEKLK

RIRB TS N A S ARSI
#

LLMOps TAZR5|, &&1Et 7t
=]

HIEM e X SRR, XK

llm-inference

CUDA/Tensor Core/HGEMM/
FA-2 2, RIcéheE

CUDA #iF NI I#4#}



=

a-hamdi/GPU
HeKun-NVIDIA/CUDA-

Programming-Guide-in-
Chinese

datawhalechina/happy- Llm

datawhalechina/self-Llm

AiHubCN/Awesome-Chinese-
LLM

Hannibal046/Awesome-LLM

datawhalechina/hello-

agents

panaversity/learn-
agentic-ai

luzhengian/ai-coding- Llab

Libukai/awesome-agent-
skills

RKiding/Awesome-finance-
skills

nanocoai/nanoc law

vele)

GPU kernel 100
days

CUDA X35

LLM Efit

FIRRE R/
#BE

A3 LLM &8

LLM 258

Agent #12

Agent-native
cloud

Al ZRAZS bR

Agent Skills

Finance Agent
Skills

Containerized
personal agent

sta
rs

60

19
85

31
12

30
85

22
61

26
92

58
59

42
20

13

46
7

24
83

29
81
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13
o

Cuda

Jupyter
Notebook

Jupyter
Notebook

Python

Jupyter
Notebook

TypeScri
pt

Python

Python

TypeScri
pt

Python

E LIl

kernel JIZ3IT R, EE# 7T

CUDA B3 RiztEm P ENIX

MEBFEMERRE, E5ETM
=

PTRIEE R AR, KM
B

A AIRB LSRG

B LLM awesome list

MEBFFIEWEERER, AgentF
SEEk

Dapr/MCP/A2A/K8s/Knowledge
Graph A& &4

Vibe Coding — Agent/RAG Y32
52585

Agent Skills £/ X ANO, XKEX
agent-skills-plugin-system-map

=B Skills =)

LR OpenClaw BN
B, BEE5PWE

ZIES chat #38E5|



=

hhaAndroid/awesome-mm-
chat
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Agent Eizt/TH B /&R

LLM &3%/ N A TA2 M E i el

$IEIRTN agentic landscape

5 Alinfra 4%55/8%, AIZAB&Y
)i NN

PANRE, BRI

TUHETR, XL

A5 /8BRS AT

Java MEZEIMHE, JEAlinfra
it

Java M FEHEZE, FERZ0

1. AlInfra 23¢: AISystem. AIInfra. ai-infra-learning. InfraTech. Llm-action.

2. CUDA / GPU kernel: LeetCUDA. CUDA_Freshman. GPU. CUDA-Programming-Guide-in-Chinese,

3.LLM #3E{fifk: Awesome-LLM-Inference, FI5 paged-attention. radix-attention. kv-cache-
offload. llm-inference &%,

4, {EBIEAY /0B / ZRE . happy-Llm. self-Llm. Awesome-Chinese-LLM. Awesome-LLMo
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5. Agent / Skills / fZFFF%& : hello-agents. learn-agentic-ai. ai-coding-lab. awesome-agent-
skills. Awesome-finance-skills. nanoclaw,

6. it / Bk {k: AIGC-Interview-Book. ai-agent-interview-guide. Llm_interview_note,

7. 49U B BB, world model. Z#EZ chat. Java Al KA.

RN

A list B “BIRZEME” %E# 3 ai-infra-learning-cn-map. BEIFES G IMIENIRRL/42
HMWBIMBR: Infrasys-AI/AISystem. Infrasys-AI/AIInfra. CalvinXKY/InfraTech. xlite-dev/
LeetCUDA. xlite-dev/Awesome-LLM-Inference. datawhalechina/self-Llm. datawhalechina/hello-
agents. nanocoai/nanoclaw,
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AIBrix

AIBrix 22 VLLM 4 7SHR]#EIR GenAl inference infrastructure, 2 LLM Gateway/Routing. LoRA EIE.
LLM app-tailored autoscaler. Unified Al Runtime. distributed inference. distributed KV cache. =3
GPU serving #1 GPU BB{E#FEM,

fRRRY )

AVER VLLM fleet B, HIFMMSRAITE engine: TEE adapter B2, ERIAKRMB. KVEA. o1&
48, RAILHN GPU SRR, AlBrix ILXLERE IR AIAA S A K

ZIDIA SR

AlBrix b1t vLLM S ITHIE, AEHHEIE engine, BFE Kubernetes iBFEE AP, ERY
KV offloading RILAE AR AH(ERA, B autoscaling BRI LURTRA S,

ERR

BEEHE VLM FR%. HEZDZ AN LoRA. KV, Gateway. |3 GPU F\isLEaEHMIHEI. BE
Gateway API/InferencePool #rALETELER [Im-d; FBE5EEE P/D/KV runtime BYELER dynamos

%01 src-aibrix-architecture 5 src-k8s-serving-stack-comparison.

£ M4 iRRE PRI E

AIBrix il F Kubernetes #IBiZHIEE, & routing. autoscaling. ##E!5 adapter £ /EH.
runtime, LUK KV #ZAEEH, RFTIHAN Im-inference-serving-project-map, 5 engine KEfth
serving ERIZAE1%EE I llm-serving-engine-selection-map.
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AlBrix Z2¥9 51 1T BB Ot

vllm-project/aibrix & vLLM £ZSH) Kubernetes GenAl inference infrastructure, MAEHIES|Z,
EEEE controller-manager. gateway plugins. KV cache watcher. CRD. webhook. metrics.
cache. PodAutoscaler. ModelAdapter/RayCluster/Roleset Fi&iR, BRI vLLM AMIREE, 2§
B. 2. LoRA. 2 INEIEMN KV cache B REITHIE,

PZIDZRIE

OpenAI-compatible traffic

]
| HTTPRoute / Envoy Gateway / AIBrix gateway plugins \

| AIBrix control plane |
| controllers - webhooks -+ metrics < routing cache - KV event manager |

| v
| v
.
| CRDs | | runtime/data plane |
| PodAutoscaler - ModelAdapter | | VLLM pods - RayClusterFleet < KV cache sync |
| StormService + KVCache | | LoRA adapters - GPU optimizer/failure detect |
[ |
[
J
RRD =
E/Bx Deyan
cmd/control lers, pk . N .
/ . Pe/ controller-runtime #z#E, PodAutoscaler 3 reconcilero
controller/
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E/B% =fE

api/autoscaling, api/ CRD API: PodAutoscaler. StormService. RayClusterFleet.
orchestration, api/model Roleset. KVCache. ModelAdapter,
pkg/plugins/gateway/** gateway/routing #&ff, ®& P/D disaggregation ERHIZE,

KV event manager. cache snapshot. pod/model cache. ZMQ

kg/cache, pkg/kvevent
pkg/ pkg/ o

KPR

1. AF@iE Gateway ihla#ERY, gateway plugin #R#E model labels. pod metrics. KV/cache K7k
EREh.

2. controller ¥50fr AIBrix CRD #01 K8s workload, ®l3#/7A% vLLM/RayCluster/RoleSet F#&i&,

3. PodAutoscaler &2#F HPA/KPA/APA, “R[E metric source &#% pod/resource/custom/external/
domain,

iR

+ AIBrix 38 vLLM M engine Iz£E1EF I K8s control plane,

- Bt lm-d E&—1&{k%1T: gateway. autoscaler. LoRA. KV cache. GPU failure detection &}
£—1 repoo

+ CRD + controller-runtime @F %k, Gateway API/Envoy @REANM,

X EERE (UL

# dynamo #8LL, AIBrix 8 Kubernetes/controller-first; Dynamo SE5aiE#IE R 41T B P/D/
KV $4EE& 12, A llm-d #48LL, AIBrix E—&{k, llm-d BESIKS (router. kv-cache. guides) . #1
skypilot #8Lt, AlBrix E£EEA inference, A EZ =X BRXM,

P SHEEE

+ GitHub ¥aRSIEKRS: src-github-stars-backlog-current-state
- FERIMNE]: github-stars-backlog-implementation-map
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Batch Inference
Batch inference 18R AEHIBIFRIENBEAIELT ISR, RAERTHIA. HAK. 17 Eid. X

H HEBIRMER)IE, EHEL serving HARAERSEEN, BX ISR ETLIERMK tail
latency, batch inference fifb &M, FISEME. RAFRIE T,

FTEL serving X 5!

HE Batch inference 7£4 inference

A0 X% /job / JSONL / Batch API HTTP/SSE/gRPC 35K
A&

3% AT, HEREWLE [ 5} streaming iX[E]
5y

job status. progress. output/error

RS il request state. stream state
ile
HEB = . .
- Bt A, Fid. AIRE IR, HBA. AFME. cachehit
Ny
AEFRIN llm-d, gateway-api-inference-extension, ai-
[lm-d-batch-gateway
B gateway
BRI ZaHhy

Client uploads JSONL

|
v
Batch API creates file + job metadata

|
v
Queue stores executable job refs

|
v
Processor downloads input and builds execution plans

|
v
Model serving endpoints process requests under concurrency Llimits
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v
Output/error files are uploaded and job status is finalized

R R

MEAFRLD “—MERRPGRE” , & inference-routing. llm-inference #1 gateway; IR X0
‘NTAFIERIRERTT. KWAEER. SR , MEZE batch-inference X—/F, [Im-d-batch-
gateway FIMEIEFETHE batch job control plane F1Fif% llm-d serving fleet fi#$8,
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Container Device Interface

CDI (Container Device Interface) FAtREN spec AR BRHEMNIEHETTR. mount. env. hooks %
edits, BHFEAM container runtime IREEM CDI device ID NAEE., ERIEEEINEND, Fhs
scheduler 3% 28§ allocator %1% %,

7£ M5-C Device / GPU HIEH NI &

R & T A5 driver £5%/4E47 CDI spec; k8s-device-plugin Fli@dEZERY CDI strategy iIREIIZEIRIR,
dra-driver-nvidia-gpu BJ7E Prepare f5iR[a] CDI devices, kubelet BiBENECE R4 runtime jE#, gpu-
operator BIEZE driver/toolkit FAMHIEE, hami AIEZRHNSRRERIZLESREELE, MES
TEEIE CDI HEIRIL D EDRFE R,

M ENERR I k8s-gpu-device-stack, Prepare/CDI/checkpoint 5= Claim B[R I kubernetes-
dra-design-deep-dive, CDISF NI AIERRIREREF L ZIREREEHE.

£ GPU % HrIE

k8s-device-plugin x#3¥i@id CDI annotations/device list strategy 8 NVIDIA & & 3344588 ; dra-driver-
nvidia-gpu t7E Prepare YRRk Z 5| CDI EE&. CDI 21%4t device plugin 5 DRA #=E AR ET
N

B

WRIRIELLER envvar. volume-mounts. CDI annotations, t7cIBfi# CDI: EEESE LS. hooks
# runtime edits BIFREK
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Disaggregated Serving

1B LLM 32 prefill (& token it8) 5 decode (fG4% token mIVER) IKREIEIZAY GPU AR
4EREFEEL. NVIDIA Dynamo ¥ P/D N BIEA—FM LA BRI, FNZIFREI worker F1ZEE;
BERINEIRIBIERE. SLO SBHRMHER, #EXxEE@E vilm. sglang Al TensorRT-LLM ZBHVE
B3k connector #EN, FAAEFNINEERE ZN LAFMIE release 5 backend 7.

£ M4 R E

P/D N BREIITXZE [Im-inference-serving-project-map B9 D2 i&E3RER12F0 D4 KV £ EHE: Prefill 5
Decode I3/ H 45, ATIEBTIRBAHARY backend contract £ THUES KV, EFRASEERAEREB T
1. engine IZFOMEIEE R,

AT LEDE

Prefill #1 decode I EAFETREARE

MmEE  ItEERE AEES HITE JERBNR R
& (0(n?) attention, n=4 TTFT (time to first
prefill | ( (n ) attention, n=%iAN () % batch &7 (time to firs
token #%) token)
Deco = (KVcache##4: /I\batch W7F  ITL (inter-token
T (¥ 0
de i (&% 0(n) s TR latency)

REEN (E— GPU [T prefill #1 decode) &itMmMNEREAETHE:
- K prefill #B—%, IE7E decode BUIERMEHTE, ITLEE

-/ prefill RBZ %, GPU BH&R#

- B1F max KV 88, decode AARE|H prefill RIFHER2:

PBIEIIL prefill 3 decode MIRITI 45: prefill BEZE ) (H100/B200) , decode BEAERF
(H200 / GB200) , & HE batch HREBIRILIAM.

KEITIZO)#: KV EAfR
Prefill FREHM KV 2% decode A BELE
[Prefill Worker] [Decode Worker]

| |
| @ & KV cache |

| @ 3R[E disaggregated_params |
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| ® KV blocks —NIXL/GDS/RDMA——> |

| | @ U KV, FFEA decode
| | ® stream tokens

/)lLT:IzZEH'JH:E
-NIXL (NVIDIA Inference Xfer Library) : #%—#H% GPUDirect RDMA / NVLink / NVMe / 3t R 17 fi#
- GPUDirect-RDMA: GPU Z8]E%#% RDMA, %&id CPU
- MooncakeConnector (vLLM 32¥R) . EF Mooncake BB P/D f#fa(E 4

A5 BEIEF

B4&7: Client = GPU Instance —— Prefill —— Decode —— Stream
SE: Client = Router — Prefill Pool —— KV Transfer — Decode Pool —
Stream

L———— queue / health / SLO / autoscaling ———

KV Transfer ik &

Prefill SeAk — &2 KV metadata — MIE{EH

|
[ I

FRTh  EBEY/EBR worker #PE
! 4 4
Decode Retry/resume  EFTERMA
) )

BFE suffix ——

Dynamo HAYSCI

Dynamo B BRXMAE—XLR

1. PrefillRouter (JHIZZAMHF) i preflllworker—> 9 prefill = 3R [E] disaggregated_params
2. PrefillRouter 3% decode worker — 8 KV $##8tikiR(E 10 &

3. KV blocks £& NIXL # worker &4

4. Decode worker FF&ERICERK

EiREMSEE8FE sglang. TensorRT-LLM 5 vllm (E# vLLM BIf#H MooncakeConnector &
connector) ; BIF connector. FFESINEEEEF X BT release/backend Kk,
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W S

Wz :

- BB 48, RRMARER

- K prefill RB#E# decode (ITL £5hiEbR)

- FHFEMHEED (prefill BB 152K, decode BEFEKAFR)

K

- k(T (KV blocks) , FE=mEEEKL (NVLink/RDMA) A XIE
-EBAERE LA (F3%MIX worker)

- HPELIE AN (prefill worker 38T, decode worker YZARE! KV)

P

. FEARSEIL: dynamo. src-dynamo-architecture

. 37A backend: vllm. sglang

- AL kv-cache-offload (KV7EZ47Ff#ElAzE) « radix-attention (KV-aware EREBECE)
« EfES: lm-inference
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DRA Driver for NVIDIA GPUs

NVIDIA GPU 89 Kubernetes Dynamic Resource Allocation driver, El%¢ ResourceClaim.
ResourceSlice. NodePrepareResources. ComputeDomain/Multi-Node NVLink. 7 MIG/VFIO E2&
BF. 1#0 src-dra-driver-nvidia-gpu-architecture,

JUEEIRAR: 2026-09-27 i@ NVIDIA EENOETENE S IAD 2 IREH 495bF4c59b94, FEFER A GitHub
REIMISEEE, commit ALK release, src-dra-driver-nvidia-gpu-architecture 1#28 2026-06-12 B9
raw-backed Source; Hi73E M k8s-gpu-device-stack, BEESEdnEHAN kubernetes-dra-design-

deep-dive,

7£ M5-C Device / GPU HIEF R B

driver 321t DeviceClass FLEACE. % 7F ResourceSlice FETE, #i@id NodePrepareResources/
NodeUnprepareResources IiTIRBECE S cdi 1%, GPU 5 ComputeDomain 73 5B A& & H]
Multi-Node NVLink #8x4£ B, XA ETF k8s-device-plugin BIfE4; extended-resource Allocate 2§
2, ARZET node-feature-discovery B9 s BE 1 & o

B FFEMNIAS Kubernetes feature stage 27 : $##&E € README $J43Z GPU plugin 5
ComputeDomain BYZ#51HER, FEEBEIZERE gpu-operator 26.7 FREIERRZS, Efili DRA stable R{RIE
FrE&H7S MIG/VFIO/sharing ThEEEIIEFRE .

£ AR
EXHA Kubernetes DRA i&& %R APl, RZE%&4 device plugin API B9/\b T, 5 k8s-device-plugin #8

tb, ERRIFEAR. EREMBPEEXFHEE Claim 22 ; hami 15 DRAEA, LHRIINE] BiRERE
BB DECRIZSRERE, MIFREER DRA.

pamactallly

EETEE ResourceClaim/ResourceSlice. mh&i&&FEZE ComputeDomain B SEIRA; BB NZIZPIE
Kubernetes/driver release #%3F API. feature gates FFE4 3z ¥,

HZEE GPU extended resource &84 0]1¥{H k8s-device-plugin 1 gpu-operator; 1%3% DRA BRI IS
SRR PSSR 5,
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https://github.com/kubernetes-sigs/dra-driver-nvidia-gpu/commit/495bf4c59b9423080aa1fe2163955f44a495012c
https://github.com/kubernetes-sigs/dra-driver-nvidia-gpu/commit/495bf4c59b9423080aa1fe2163955f44a495012c

DRA Driver for NVIDIA GPUs Z2¥ 51§11 2
valiit

J&3Z: raw/dra-driver-nvidia-gpu-architecture-analysis.md « €F: https://github.com/
kubernetes-sigs/dra-driver-nvidia-gpu  Z34ThRZs HEAD 749a743 (2026-06-11)

—AEE L

NVIDIA GPU 89 Kubernetes Dynamic Resource Allocation driver, E%¢ ResourceClaim/ResourceSlice.
NodePrepareResources. ComputeDomain/Multi-Node NVLink #1575 MIG/VFIO EREEFF. ©&E K8s
H—RIRFE D EIRE, MARES device plugin API BIE 24T, X TIF] kubernetes dra cdi gpu-
sharing FE R XILL, R EBHIRREI B RANERE,

b gt

| Kubernetes DRA API
| ResourceClaim / ResourceSlice / ClaimParameters |

I I
|

| validate | scheduler assigns claim
v v
I |
[ |
| validating webhook | | gpu-kubelet-plugin |
| strict config decoder | | NodePrepare/Unprepare |
[

| checkpoint + resource slices

v
[ |
f |
| DeviceState | <—> | NVML/MIG/VFIO/CDI |
| prepared full/mig/vfio | | concrete device config |
[

|
| ComputeDomain path
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[ ]
| compute-domain-controller | = | daemon / IMEX / clique |
|

RIRDIE

2l

[E /1R S

1

SCI kubelet DRA plugin, %7%5 ResourceSlice, 11T Prepare/Unprepare #l

DRA kubelet plugins
Plug checkpoint ;&

GPU state/config & full GPU. MIG. VFIO. sharing. checkpoint 5%i& slice,

ComputeDomain & &1 ComputeDomain/Clique &£&5/EHA, HAEZR daemonset 5 IMEX
I primitives,

TE X GpuConfig/MigDeviceConfig/ComputeDomain FEE, HIIE

APl 5 webhook
ResourceClaim &%,

ESuLR Helm/demo/docs B~ K8s 1.32+ DRA A o
K EEHEAR

Workload consumes ResourceClaim

|
—— webhook validates strict nvidia.com resource config payload

— DRA scheduler selects ResourceSlice/device allocation

|
—— kubelet calls NodePrepareResources on gpu-kubelet-plugin

|
I driver locks prepare/unprepare, creates MIG/VFIO/CDI/checkpoint state
|

L— NodeUnprepare cleans checkpoint and dynamic device incarnation
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RITRREEZF

- % DRA WIEEAR claim A : FIEECE#H N ResourceClaim, MAE Pod annotation; X3iB &
JAEIZE#E3) Kubernetes 1.32+ DRAEX k.

- checkpoint BEh&SIKEEmEHARNEIFIE: NewDriver 7£ DynamicMIG F=BERH MIG
devices, BRERGEHS/ISKREREL.

+ GPU #1 ComputeDomain 73 B M&EH/4HIE : ComputeDomain M Multi-Node NVLink/
IMEX, GPU @@ Zs#l device allocation, “&EEAFIXEIBRRE,

SRERMBNENES

DRA Driver for NVIDIA

HE B3 A B35 B
3 GPUs EES EES

. . k8s-device-plugin: beta HAMi: scheduler extender vGPU

TEfiL K8s DRA NVIDIA driver . . .

device plugin API sharing
APl ResourceClaim/ extended resource + )
) ) Pod annotation + extender

API ResourceSlice kubelet plugin

=R dynamic MIG/VFIO memory/core sharing +

T y / . / MIG/MPS/time-slicing/CDI v/ &

BE77  ComputeDomain heterogeneous vendors
SRR

NRIREPLRIBARINER!, KHBER “PITESH agent/runtime” . “MBSHETHR” . “HE/E
4 bridge” , X=Z “Kubernetes/GPU #ZHIE" o [E—5 star FIREMTRZE AN ZHBERRNIG]
. Lban trace viewer RAEEEE{K remote control bridge, GPU Operator tHRgE%4X DRA driver 5§ device
plugin B9 BRE81=,

EESALEE

+ kubernetes

+ dra

- cdi

+ gpu-sharing

+ k8s-gpu-device-stack
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Dynamo

NVIDIA FHRAIEIREF O LLM #IBRHE, Dynamo I TH#IE engine 2 £, fasiAO. M. P/Dth
W KV 2. B8IEH. Kubernetes BBESHIEELSNE; A& SGLang. VLLM 5 TensorRT-LLM £Y
GPU H11TH#Zo

ZRMIA S

Frontend / Gateway EPP — KV-aware Router — backend workers 2i&K#2; DGDR/ Profiler /
AlConfigurator — DGD / DCD — Operator Z&BZ#&1E; Planner — connector / Operator &I A E
1R, =HBREFET Runtime BY discovery. request # event planes %%,

T ABHZER

* % GPU. ZTRIKETXELHE,

- EEIRITY4E prefill/decode. KV-aware routing S KV transfer,

- BEIR TTFT/ITL/SLA F TCO A EMRIS Brhy 4.

- %2 Gateway API N[O\ 3&ERE#%. canary health check 3§ topology-aware deployment.

FABHER B

BIRA B GPU. REBET SMEM SLA ITHIFERE, HiEER viim 5 sglang B8, EREBinGE
Kubernetes {#&RE 4 dp E A AEZE Dynamo B P/D. KV # Planner, RZ{%ctbik kserve. ome 2
Operator,

5[EZEEEER

S| FEBR 5 Dynamo HER

vllm / sglang #IE engine ESIFEH]/% GPU $1175 batching

lm-d K8s inference stack. ERERFEENOSHHAELES, Dynamo Eig
- router. pool 7 engine £ 75 8% El i 4w HE

gateway-api- Gateway APl inference AIYE/9 Dynamo BRI N&E,, FEEBNRTTE P/
inference-extension endpoint picking D/KV/Planner

SBfRAANEREH, Dynamo RHUERRY

kserve / ome 1E8YARSS CRD/operator . . .
serving runtime 3

FMZEM 5 =R, src-dynamo-architecture,
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£ M4 IRt E PR U &

Dynamo BEI4ERT#ER engine 1211973 serving runtime, /i@ frontend/routing. RS KIMSE4.
worker fa. KV transfer fIZE# L. BRZTIAR M llm-inference-serving-project-map, 5 engine.
Kubernetes A{FRYZA &% lim-serving-engine-selection-map.
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Elastic KV Cache

Elastic KV cache $51E#I25 | Z R FULHT KV BES HRTER S AR GPU ¥IEEFHFAE. SIZEWERENE
IEAE(UA] tensor #itlk, ¥PEDIREIEIIERERABREY, H7E block/token REMIETTIENREL prefix

cache 5| AEEI,

kvcached @ X— & EZELI; vilm Y paged-attention 1 sglang B9 radix-attention M4 3R EE

block/token 5 prefix reuse i& X
A=

BRI KV RIX SO

i

]
]

&X

) ) engine Bl LA FHEAYER K KV slot/block
Virtual capacity

%
Logical free LFTE B request/cache metadata
capacity &5 AR slot/block

Mapped physical = HaIEHBESL VRAM backing #J VMM
capacity pages
Device physical

[B GPU FrE #iZR$/5RIFIR VRAM

headroom

logical free > 0 R{&KRT—X allocation —EmMIL, EAS—

WRTE

engine profile + KVCacheD tensor
reservation

BlockPool 5 token allocator +
KVCacheManager ledger

PageAllocator/FTensorAllocator

GPU driver, 2I18&ISRKE

MHZE]RETENESERE device

headroom, HEIFIEFA capacity check 2 snapshot, &2 reservation,

MR TR A

Engine logical space

request — token slots / KV blocks — block table or RadixCache values

| many logical blocks per VMM page

v
KVCacheD physical space

InternalPage — virtual offset — CUDA/HIP physical page handle

| map
v
GPU virtual tensor address — physical VRAM
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paged-attention B9 “page/block” fi#:R sequence KV 8925851 block table BREF; KVCacheD AY
page fi#;R GPU virtual address 5 physical allocation 98R5t, B IR LETRENR, FEEE L,

N4 tensor 385 AT LAIREE

GPU VMM #8iF5k reserve —EZ virtual address, BB physical allocation handle map EIEA#Y
page-aligned offset, KVCacheD Fi% VA 1% torch tensor view; attention kernel }3XF1iZEXAY 24EE]
ik, 4P DURRINEY EFIREY zero page, tensor &N AR,

XfE engine TRBIYIETILE AR, B3I NTIELAR:

- shape/stride @475 backend WELIEE AR —Ho

+ unmap FIAIRRFIE GPU command B4R,

- [F— logical offset £ TP/PP rank _E 47 F—EUK.

* block/page geometry AIRIEIZ4E block A& N iEBRETRYES D1 T,

prefix cache 53 4£RY5K /7

SERIEXRIG, prefix cache 4444 block/token index, FEEM FLLESI AR KV $#E. RE page Lif
B—MEEFN block, BENMIETIEFEEREK. FELLES hit rate 5ERZFEMERIANR,

R

- unlimited: &R¥EBREFE4YE cache, #4%&R55,
- disabled/immediate eviction: RAZGERER, BELEIBEKRER,
- bounded cache: PBR#l cached tokens/blocks, FHLFc/@KEEETTTE physical page B9 victim,

contiguous 5 per-layer layout

Layout YPIBBRET = e
—* page [EIBY&E per-layer view & stride/interleave;
Conti RE. BRE
on |gu012js/ =% layer/KV :ai,Ay /E& ” #8493 copy. PD. ROCm backend &
compoun acking — N
P buffer &7 e
Non- . B2 region E4E, )
. SEMII FTensor/ glon =5 map handleE%, ZREEFEMFHE
contiguous/ BRE% backend/ N
page BS
per-layer transfer

Layout RE4MREF X, = attention backend. KV copy. P/D connector 5 Mamba/hybrid state £9
B2,
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IEFMERA

Elastic KV cache EERIEF=ZHKFTE:

1. Ledgerinvariant: 23§ block REEEE HECSNEKR, partial allocation KBUATTEEEEIR,

2. Mapping invariant: —" logical offset BYFFH& layer/K/V target NS RETH SRS, FEebTF
partial mapping.

3. Execution lifetime invariant: GPU/worker E&G—/XiEE 5 AT, physical page RERFEK,

NHBXERTE, kvcached /A map rollback/quarantine. TP/PP transactional unmap. VvLLM
async worker barrier. shutdown drain #1 fail-pool & X.

%*E 7B*E%II_:\EIJ IZ%IJ

B FEfFRAVE)RE 5 Elastic KV 9% %
paged- engine A KV block EIE#1 attention
. e : LB
attention addressing
radix- .
. token-level prefix reuse /= cache metadata
attention
kV‘CaChe' e s— Al N 2 PA ==
offload KV $2#E#5 GPU/CPU/SSD/mimER I AI4AE, [BEERFEMSEARE
gpu-sharing GPURE. 7K. 11T/ EFRE BHERRRIE

KEKIRESIHIAE A AEA; Elastic KV 2BR

sleep mode MKV, EENEM allocator state 4 /R

FHEIEHT

- idle/steady/peak mapped KV bytes,

+ logical blocks. mapped pages. reserved pages. page occupancys

+ allocation miss. scheduler retry/preemption. map/unmap latency,

- prefix hit rate 5 page-aware eviction &I ALK,

« TTFT. ITL. throughput #1 OOM rate,

+ TP/PP failure injection. shutdown /g shared segment/socket cleanup.

Pl

« I kvcached. src-kvcached-architecture

« XEHEME: kvcached-sglang-vlim-knowledge-system
+ 5|%: vlim. sglang
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- BEr#I=: llm-inference. paged-attention. radix-attention
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Gateway API Inference Extension

Gateway API Inference Extension 2 Kubernetes Gateway API B9H#EI2H &, EX InferencePool.
Endpoint Picker interaction #1 inference endpoint picking BITMY/$=HIEA R

R [B)

1B Service/ AEIHERIBRBIER B, HIEWNAN endpoint KIiEITIRES. Inference Extension ik
Gateway 755 & 15 RETARIRE AR Endpoint Picker, MITJ LLM serving 2 FRELERZED,

ZIDIA SR

EEMNAAPIT B, FREERERSFE. HE engine HEMKKHE X, lIm-d-router EEEE4 =
LSEM =z —; kserve. kthena FFERIUEXFIMENR EE/M.

ERR

EEHEE A Gateway APL. 1B endpoint picking ME{K proxy Hf#FEEY Kubernetes FF &, &N /m4s/
FREEEERNBIEE 281, B semantic-router 5 routellm 52Afo

¥ D1 src-gateway-api-inference-extension-architecture. src-k8s-gateway-routing-comparison,
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Gateway API Inference Extension 224 51%1t
B

kubernetes-sigs/gateway-api-inference-extension 22 Kubernetes SIG ER&MHIERENECAD. ©
TE X InferencePool & API, }&ftt EPP/LWEPP. client-go. conformance. benchmarking #1 Gateway
API ££/%, =2 llm-d-router 10 B M FFHITRER.

PZIDZRME]

user / API surface

|
| “kubernetes-sigs/gateway-api-inference-extension’ 2 Kubernetes SIG BRLLAIIEIE--- |

v

| core implementation: ‘api/vl’, ‘apix/**" - ‘cmd/epp’, ‘cmd/lwepp’, ‘pkg/epp’, 'pkg/

lwepp" |
|
[

| v

| v
.

| “client-go/**" | | “conformance/***, ‘benchmarking/**"

| |

|
_

v
A 4 |

| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

E/B=x =T

api/vl, apix/** InferencePool #1 EndpointPicker 8% API,
cmd/epp, cmd/ Lwepp, pkg/epp, pkg/ Lwepp Endpoint Picker 3231,

client-go/** R P o

conformance/**, benchmarking/** —H M5 MR,

RIBEHER

1. HTTPRoute/Gateway $5m InferencePool,
2. EPP/LWEPP #R#& endpoint JRZ. imOFMIEE 88 111ER iR,
3. conformance/benchmark HfREINFF S Gateway API IR BIE Xo

IR

- IEHIEERM T A Gateway APl extension, TAEE serving RAEEE X
- RY% EPP BE ¥, [Tt downstream AJ &k,
. BRI #F port-aware endpoint filtering, %88 data parallelism B#NIRHER E S,

X EEE (L

0 llm-d-router 4L, ©RITE/API F15ERE; # Envoy Al Gateway t8EL, EE R endpoint picking,
A& provider auth/cost/prompt mutation,

P SHEEE

+ GitHub ¥R SIEKRS: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map
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GitHub Stars P0-P2 Lk S0

ZRDIE github-stars-ingest-candidates BJ GitHub HaTIRESE &K, 2026-06-12 &1 GitHub API &3
JREY PO-P2 B AYEIR. stars. it push. FiES. license M topics, FHEEIES github-stars-
backlog-implementation-map FIELHA. B ENRIGZEEREZE—FRES raw/github-stars-
p*-*.mdo

[!note]Snapshot£§””$ﬁ§?$ﬁEUEZ%U

raw/github-stars-p*-*.md 2 GitHub JT#IEIRER, RIERCELTIRES, RNE2IREBZEE Do
IEZL Singest-codebase P44t —1E raw/<slug>-architecture-analysis.md. wiki/sources/src-
<slug>-architecture.md # wiki/html/sources/src-<slug>-architecture.html, %0 raw/
github-stars-pl-semantic-router.md ¥ RZEYIETN 53472 raw/semantic-router-architecture-
analysis.md 5 src-semantic-router-architecture,

ERZEHE backlog, ERNFRAEIE “RIENE" TAAILCRSFIDMERE, HE8H%%BIEHREURA
MERER

Raw REES {4

PO

+ raw/github-stars-p0-agent-substrate-substrate.md
* raw/github-stars-p0-agentscope-runtime.md
* raw/github-stars-p0-mem0.md

+ raw/github-stars-p0-reme.md

+ raw/github-stars-p0-openai-codex.md

* raw/github-stars-p0-pi.md

* raw/github-stars-p0-oh-my-pi.md

+ raw/github-stars-p0-multica.md

+ raw/github-stars-p0-open-cowork.md

*+ raw/github-stars-p0-aibrix.md

* raw/github-stars-p0-Llm-d.md

* raw/github-stars-p0-Llm-d-router.md

* raw/github-stars-p0-Llm-d-kv-cache.md

P1

* raw/github-stars-pl-kagent.md
* raw/github-stars-pl-kubectl-ai.md
+ raw/github-stars-pl-k8m.md
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* raw/github-stars-pl-kubewall.md

*+ raw/github-stars-pl-gateway-api-inference-extension.md

* raw/github-stars-pl-envoy-ai-gateway.md
+ raw/github-stars-pl-kgateway.md

* raw/github-stars-pl-higress.md

* raw/github-stars-pl-semantic-router.md
* raw/github-stars-pl-routellm.md

+ raw/github-stars-pl-plano.md

* raw/github-stars-pl-gpustack.md

+ raw/github-stars-pl-ome.md

+ raw/github-stars-pl-kserve.md

* raw/github-stars-pl-kubeai.md

+ raw/github-stars-pl-code-review-graph.md
* raw/github-stars-pl-gitnexus.md

* raw/github-stars-pl-deepwiki-open.md

P2

+ raw/github-stars-p2-codex-plugin-cc.md

+ raw/github-stars-p2-claude-tap.md

* raw/github-stars-p2-cc-connect.md

* raw/github-stars-p2-tokscale.md

* raw/github-stars-p2-hami.md

* raw/github-stars-p2-dra-driver-nvidia-gpu.md

* raw/github-stars-p2-gpu-operator.md

+ raw/github-stars-p2-k8s-device-plugin.md

PO InNHQ

sta
mA

rs
agent-

8 51
substrate/ ;
substrate
agentscope-
ai/ 81
agentscope- 6
runtime

mem0ai /mem0

=it
push

2026-

06-11

2026-
06-04

Pyth
on

licens
e

Apach

e-2.0

Apach
e-2.0

HEIENL

Agent Substrate core system, E&%b agent-
runtime-sandbox-selection-map IS ZEE stateful
agent substrate [Z.

Production-ready agent runtime: secure tool

sandboxing. Agent-as-a-Service API. K8s/
serverless. observability,
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=

agentscope-
ai/ReMe

openai/codex

earendi L-
works/pi

canl1357/oh-
my-pi

multica-ai/
multica

OpenCoworkAI/
open-cowork

vllm-project/
aibrix

Llm-d/Llm-d
Llm-d/Llm-d-
router

Llm-d/Llm-d-
kv-cache

sta
rs

58
39

30
74

90
54

61
85

11
96

36
33

15
90

48
70

33
46

22

15

it
push

2026-
06-12

2026-
06-10

2026-
06-12

2026-
06-11

2026-
06-12

2026-
06-12

2026-
06-07

2026-
06-11

2026-
06-12

2026-
06-12

2026-
06-11

Rust

Type
Scrip

Type
Scrip

Go

Type
Scrip

Go

Shell

Go

Go

licens
e

Apach
e-2.0

Apach
e-2.0

Apach
e-2.0

MIT

MIT

NOAS
SERTI
ON

MIT

Apach
e-2.0

Apach
e-2.0

Apach
e-2.0

Apach
e-2.0

HRIE L

Universal memory layer for Al agents, #l agent-
memory-selection-matrix FHIN B memory
layer Xttt {ERS.

AgentScope &7 Memory Management Kit, 1{&
framework I memory kit B&%,

Lightweight terminal coding agent, & coding-
agent-selection-map HMMNKNEF coding loop

= O
I“amo

Al agent toolkit: unified LLM API. agent loop.
TUI. coding agent CLlI,

Terminal Al coding agent: hash-anchored edits.
LSP. browser. subagents. tool harness,

Managed agents platform, 18 coding agents /=&
AR DEES. BEREE. E& skillsBy
teammate,

Desktop agent app, ¥ & Claude Code. MCP.
Skills. sandbox. IM,

GenAl inference infrastructure components, %
llm-serving-engine-selection-map HY serving

control plane,

Kubernetes _E#Y modern distributed inference
stack, SAO.

LLM inference request intelligent entry point, #
A routing 3L,

Distributed KV cache scheduling and offloading
libraries, Ei%i%E#% kv-cache-offload,

184



P1InH

sta
=
rs
k t-dev/k t >
agent-dev/kagen
& & 79

GoogleCloudPlatform/ 74

kubectl-ai 94
. . 82
weibaohui/k8m 9
19
kubewall/kubewa Ll
03
kubernetes-sigs
' gs/ -
gateway-api- 0
inference-extension
envoyproxy/ai- 17
gateway 42
kgateway-dev/ 55
kgateway 59
higress-group/ 86
higress 24
vllm-project/ 43
semantic-router 21
L /RoutelLLM >0
m-sys/Route
y 11
kat /pl ®>
atanemo/plano
P 85
tack/ tack >1
ustac ustac
gp gp 45

ome-projects/ome

il
push

2026-
06-12

2026-
05-08

2026-
06-04

2026-
05-19

2026-
06-11

2026-
06-11
2026-

06-12

2026-
06-07

2026-
06-12

2024-
08-10

2026-
06-09

2026-
06-12

Go

Go

Type
Scrip

Go

Go

Go

Go

Go

Pyth
on

Rust

Pyth

on

Go

license

Apach
e-2.0

Apach
e-2.0

MIT

Apach
e-2.0

Apach
e-2.0

Apach
e-2.0
Apach
e-2.0

Apach
e-2.0
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Cloud Native Agentic Al, 3E ai-ops. K8s
agent #1 MCP #ZZ—it,

Al powered Kubernetes Assistant,
kubectl A,

Mini Kubernetes Al Dashboard, & MCP.
RIENPR. Z&EEE. BEEN,

Single-binary Kubernetes dashboard + Al
integration,

Gateway API Inference Extension, &
inference routing # X\ K8s Gateway API By
FREHRAN.

Envoy Gateway B GenAl access/routing

B,

Cloud-native API Gateway and Al
Gateway,

Al Native API Gateway, #1 agent-
credential-isolation. HiClaw EEItELS

SHEX.

System-level intelligent router for
mixture-of-models, %% Al Gateway Fl1&
sk d=z 8

LLM router serving/evaluation

framework, fREZ/ERHARERLZ,

Al-native proxy and data plane, #0
agentgateway /& T gateway/data plane
=

GPU cluster manager, % vLLM/SGLang
HIE5|E,



=

kserve/kserve

kubeai-project/
kubeai

tirth8205/code-
review-graph

abhigyanpatwari/
GitNexus

AsyncFuncAI/
deepwiki-open

P2 INH

=

openai/codex-
plugin-cc

Liaohch3/claude-
tap

chenhg5/cc-
connect

junhoyeo/
tokscale

sta
rs

20
74

16

71

12
19

36
80

sta ®=if

BE  license HEIEM
rs push
Open Model Engine, K8s operator for
46  2026- Apach ) )
LLM serving. GPU scheduling. model
4 06-12 e-2.0 .
lifecycle,
Standardized distributed generative and
55  2026- Apach o )
Go predictive Al inference platform on
63 06-12 e-2.0
Kubernetes,
12 2026- c Apach  Alinference operator, &z LLM/VLM/
o
09 06-10 e-2.0 embedding/speech-to-text,
18 . . .
40 2026- Pyth MIT Local-first code intelligence graph for
5 06-10 on MCP/CLI,
41 Type  NOASS ,
2026- . Browser-side repo knowledge graph +
98 Scrip | ERTIO
06-12 Graph RAG agent,
0 t N
16 o o
g5 2026- Pyth MIT Open-source DeepWiki, Al-powered wiki
5 06-03 on generator for repos.
= \FI'
FTEE license  YmiEfl
push
Java . .
2026- Seri Apach  Claude Code A Codex B delegation
cri
04-18 ‘ P e-2.0 plugin.
Coding agent API traffic trace viewer, &%
2026-  Pyth .
MIT Claude Code. Codex. Gemini. Cursor.
06-12 on i
OpenCode. Pi. Hermes,
NOASS
2026- {73 coding agents ## 2 Feishu/Lark.
Go ERTIO : N
06-11 N Slack. Telegram. Discord. /{H{EZF IM,
2026- % coding agent token usage tracker +
Rust  MIT
06-11 leaderboard/graph,
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sta ®=if

mE EBEE  license YBIEML
rs push
Project-HAMi/ 35 2026- Apach )
. Go Heterogeneous GPU sharing on Kubernetes,
HAMi 58 06-11 e-2.0
kubernetes-sigs/
) 65 2026- Apach .
dra-driver- Go NVIDIA GPU DRA driver,
L. 4 06-11 e-2.0
nvidia-gpu
NVIDIA/gpu- 27  2026- G Apach  Kubernetes GPU driver/runtime/operator EIE
o
operator 32 06-12 e-2.0 EHEE,
NVIDIA/k8s- 37  2026- Apach
_ / _ Go P Kubernetes NVIDIA device plugin #Z/0OIE .
device-plugin 86 06-11 e-2.0
A N
%5asgie

- PO RMBREFN: B934T runtime substrate. memory layer. coding agent $i47E.
personal agent productization #1 K8s inference control plane.

- P1 @& F45E: K8s Al assistant. Al Gateway/routing. model serving operator. code
intelligence/wiki generator #3 ] LA B #i# NAERIHIE,

- P2 R2MENE, MEEKRESEER: coding agent plugin/observability/IM bridge/token cost,
A%z GPU/DRA/device plugin B[,

+ Lm-sys/RoutelLLM &3 push {£7E 2024-08-10, MEEZEZELNE, EBRNIZEFERXRETF.
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GPU Sharing

GPU sharing 5% workload £ZFE—4#J GPU ¢ MIG/MPS/time-slicing/vGPU ZRMIAESRE S
5. BfnEESR. RE. BRaHFIFEER 8B4,

7£ M5-C Device / GPU HIEH RN &

HELRENHIEEMEHESE: scheduler WAEEFEIGEFHICWK, allocator MAIFGHE, BHELTHIKX,
runtime I{AIPRHISEPRfEA. node-feature-discovery 12E/11ES; k8s-device-plugin. dra-driver-
nvidia-gpu 5 hami RANZRIEENRBENEIRE. cdi RAFFINELE, TEIEKEEBHEREERF
iE. 57BN k8s-gpu-device-stack, Claim 5T &K kubernetes-dra-design-deep-dive,

HERMAE—REGEMNZREAHDEFAIEN, LTHAELL HAMI 5 NVIDIAEZ plugin EE—T =%
FAnvidia.com/gpu. gpu-operator F] LAEIRIRHLAH, BFXHAHRM allocation operand; HAMi-DRA
BMEHEERR, FETFHE HAMI-core FIERHIREIAR.

FTERL

857 (RVES SIS
k8s-device- . . -
MIG lugin. 2ou. BHSX; plugin TRETMRELN, PXEEEHHENERE
U, & AHTERY, KEZREM/profile BRE
operator
Time-slicing k8s-device-plugin EBHITHE, FFEFRIUBFHEGLIEHREE
MPS k8s-device-plugin BT MPS RSHERITSEEERIFRS, ZHRSEEMRIRES,
RENTF MIG EHSX
HAMi-
reore | B EKEAERNEREE, MENRAT NSRS
memory/core hami . J
. VAR
sharing
DRA device dra-driver-nvidia- AEBAR Claim 2 EFIKEECE; Bl API REFREKRESE
configuration gpu SN X/HEET BRERE
Application- wweached iHENB vLLM/SGLang KV physical pagesi&®E &5
vcache
aware elastic KV VRAM; FiREEACUDARFquota. HMITIRENKSSIAE
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KVCacheD 7£ GPU sharing R &

kvcached BFRARN. BX RPN EFEER: ©SRIEWLSEEKY block/token, FEILAIUEREIEIEE
BB R FikrequestEdnAHEmap/unmap physical pages. MIG/MPS/time-slicing/HAMill Mi& &
runtimeFEIEEN 7ZHIGPU workload,

MEAILIES, BAREEREN—1%X: KVCacheDIRERIRZERMKVAIAER, INEARNDENTIKESE. 12
. PITHEESHEFMRS. ¥ elastic-kv-cache 1 kvcached-sglang-vlim-knowledge-systems.

#1 GPU Operator B9% %

gpu-operator BEHFIRESERE; GPU sharing & workload iAIHZi&E, MEEBRAE, BEFKIE
Z R HI.
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[
GPU miEF>]
GPU RIEFIZEMN “RBAAEE/ELS” E£H “BEIRfMHEIRMEE. EFMIAM kernel 1TTH” WEEBER,

a7 wiki BB src-ai-infra-learning-cn-stars # ai-infra-learning-cn-map fEf Al Infra 38 4%, musa-
learning-notes Mk _E—E{&BJ CUDA / MUSA shF RAFIANE.

HE

= Bi5 RERME
WITIE musa-learning-notes
I2fE SIMT. . block. grid. BEFZMEIRRE

5 i warp. block. grid. EIZHMEIZRE Week 1/3

Runtim musa-learning-notes
unt 25 host/device HTZEIE. kernellaunch. f#iREFHE 2 ns

e API Week 1/2

FH5 I2f# pinned memory. Stream. Event. Graph # launch musa-learning-notes

=it overhead Week 2

WES IEf## coalescing. shared memory. bank conflict. GEMM musa-learning-notes

BT tiling Week 4/5

T%5 . src-musa-learning-notes-

= 12 CUDA—MUSA B AP| BSABINEERIREM/ T AR E S .

438 architecture

A& 18 kernel 1T 1%EZE lm-inference. paged-attention.
1= radix-attention. k8s-gpu-device-stack

wiki serving / GPU pages

NAERGH Al Infra B4k

LLM serving B9#RINZE E &7 GPU ll: KV cache /. attention kernel. batching. P/D 9 &E. EFE
. launch overhead. BEMRIMIEEMALIKLIT. FE model-serving-operator 3 inference-
routing 2IEfRITEIE, B LUFIMEKEMRERISEE KL,

musa-learning-notes FIMMEETFBE S 0)@4s/ NI RiETT/NR58 . Foi Runtime B28, i Stream/
Graph, B%& reduce. 757 GEMM, ERFITIEEE CUDA RRAFEBRZEENTZEI MUSA, THRE
warp=128. mcc TEFE. muBLAS/MCCL #1 MUSA Graph HaiSEI A,

4RI R E]

* 79 gpu-programming-learning 4*4#8% X\ CUDA_Freshman. LeetCUDA. LeetGPU ¥ a-hamdi/
GPU, F2RX CUDA 5 MUSA ERER 4K
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- 8 Week 3-5 B Reduce. transpose. GEMM Ltk MEEERR, B llm-inference HEY kernel/
attention L b xEx,

* 38 k8s-gpu-device-stack IS B EEESATIM kernel FIEX 5% miELOZE “GPU EARED
45 workload” , FEEZ “workload 7 GPU LA AIREIE”
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GPUStack

GPUStack & GPU cluster manager 5 Model-as-a-Service FF &, BEf5EEAMARSS 2. Kubernetes Ff1=IF
IREME GPU, FCE vLLM. SGLang. TensorRT-LLM BEE X inference engine, FHizHiREARSSH GPU
IGHERES T,

fRRRY )

GPU ZR. RBIEE. engine B¥. AL, BIENITEBEDHERRB RS, GPUStack I8 GPU AE. &
BIARSS. engine iEE. WIEME. HR)ITH]. token/API ItEMZEE T M MESIER,

ZIDIA SR

GPUStack E—1{&{k GPU/MaaS &, MA=EH4 K8s CRD EE M P/D router, EMMEBEERRESR
ZWERAITE,; NRALBEHFMA K8s/Gateway/Operator, RAEx—MEREaFHEAE, kserve 3¢ ome
EIEEE

ERTR

&S GPU =. FA%F GPU £8. IEIfIE Model-as-a-Service. EEZMINEBRNE—iHEEENE. £
Z Gateway API/InferencePool fRENE lim-d; FERE P/D/KV 4wHEE dynamo 3§ kthena,

¥ 01 src-gpustack-architecture 5 src-k8s-serving-stack-comparison.

192



GPUStack 2249 51 1T B 1

gpustack/gpustack =& GPU cluster manager #1 model serving platform, {g “i@ GPU/BEIRSEH—EIE
¥R , MARE— inference engine, J&35 9 API/server. scheduler. worker, gateway. GPU
detectors. cloud providers. K8s integration. migrations & charts.

EDEIoE

user / API surface

|
| “gpustack/gpustack” & GPU cluster manager #1 model serving platform, f& “{& G...

v
]

| core implementation: ‘gpustack/server', ‘api’, ‘routes’ - ‘gpustack/scheduler’,
‘policies’ |
|

[
| v
| v
-
| “gpustack/worker™, ‘detectors’, "gpu_instances’ | | “gpustack/
gateway', ‘websocket_proxy' |
|

I
|
_

v

v |
| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

E/BR =E

gpustack/server, api, routes BRS5u% AP FE& .
gpustack/scheduler, policies EEIEREFN GPU ARE SRR,
gpustack/worker, detectors, gpu_instances T = /worker 1 GPU #2:o
gpustack/gateway, websocket_proxy ERANOFIE,

RIBEHER

1. AP EAR workers/GPU FIi&REY,
2. server/scheduler 1#%#% worker/GPU # &5/ vLLM/SGLang/Ollama AR5,
3. gateway EE4i— endpoint H&EK,

Bt R
- {8 GPU K. AE. RELEaEAF endpoint HEI—PTF &,

* Python SRIF| FIREREMAR B LTS,
- BAH/NHEIPABE GPU serving, 2 Gateway AP| #R/HERRLL,

X EEE (L

#1 KServe/OME/KubeAl #8tt, GPUStack =1t cluster manager; #1 AlBrix/llm-d #8tt, EERFA
EIE, FEEZIIARELR KV/P-D B,

P SHEEE

+ GitHub ¥R SIEKRS: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map
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HAMi 22 511 BB i

J&3Z: raw/hami-architecture-analysis.md « ©F: https://github.com/Project-HAMi/HAMi
« ¥rhR4s HEAD 5dca58e (2026-06-11)

—AEE L

Kubernetes 43 GPU sharing / vGPU INH, i&3d mutating webhook. scheduler extender. device
plugin A&ET B/GiH, 38 GPU memory/core/count EF4RMIERENS N Pod JEfEFHTE Allocate FHER S
W, EEHR “HEAESREBEE" , 2 NVIDIA BEAEM device plugin G2 E R, XA kubernetes
dra cdi gpu-sharing fZpkFttt, EREENIEED B RIERME,

PSR E]

Kubernetes API

]
| Pod with nvidia.com/gpu/gpumem/gpucores requests |

| admission
v

[

| HAMi mutating webhook |
| defaults, schedulerName, |
| quota/resource validation |
|

[
| scheduler extender callbacks

v
[
I |
| HAMi Scheduler | <——> | node/pod/quota cache |
| filter, score, bind | | annotations + locks |
[ |
I

[

| assigned device annotations

v

| HAMi device plugin
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| Allocate, env/CDI/hooks |

Container runtime + GPU |
memory/core isolation |

RIRD I

B/ 18R
Webhook

Scheduler
extender

IREHR
Device plugin

Monitor/metrics

KRR

2l

B

~

$2# Pod admission, ;¥\ schedulerName. EXik GPU memory/core/count.
quota 0%,

##P node/pod/quota cache, #Eft /filter /bind /score B FA binpack/spread
R,

Z[ Eg&E M. FIRA. quota. annotation {RREFDFNFT 3B EE,

3F#% kubelet device plugin API, 3%EX node config, ;ML ZEIR, M env/
CDI/#E#,

RImA2EA GPU @A, Prometheus 387401 E vl W4,

Pod requests partial GPU resources

—— webhook validates non-privileged pod and mutates resource defaults

— scheduler extender filters nodes by device/quota/annotation cache

—— score policy chooses node/GPU and writes allocation annotations

— device plugin Allocate reads pending pod and node config

L— runtime receives visible device/env/CDI/hook configuration
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RITRREEZF

« f#M scheduler extender A& R & device plugin: GPU memory/core £EZFEAER£FR
%, B4 kubelet Allocate BEZ K,
+ annotation FRAERISECAIZLY: Scheduler iE#Fi& & fFi81E Pod/Node annotation {2145 device
plugin, B&{E3t kube-scheduler RERH EHIEN.

- I EEE
E)-E\\; HAMlKE1

SRERMBNENES

HE HAMi
. VGPU/GPU sharing IAES
E I o
RE
JAES 58, webhook + extender +
5 bind
HIFERL | memory/core/count/[ &
E BENX
TR

EXEA

k8s-device-plugin: B
GPU &%

55, FE kubelet plugin

GPU/MIG/MPS/time-slicing

SNRIRTERIE Eﬁ@"ﬁﬁi, FFHBTER “PITESSHY agent/runtime” |

4 bridge”

HZ[F— device abstraction: pkg/device $&fft NVIDIA/AMD/Ascend/Cambricon Z#"
FIgEHEMIFR HILA,

E%B

GPU Operator: itk Ean/E
HAETE

B3, BMELM

driver/runtime/plugin/DCGM
At

MESHETR" . “HE/E

, B2 “Kubernetes/GPU IZTHIE” . [E—% star 5|RENINE L E AR Z2EBERE AR
7 b0 trace viewer REEEL remote control bridge, GPU Operator B REEE X DRA driver 2% device
plugin I ERE& 1R,

P

« kubernetes

 dra
 cdi

+ gpu-sharing
+ k8s-gpu-device-stack
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HiClaw

P28 Higress HIBA (agentscope-ai) H@HIFFIR K8s [REZ Agent IMET &, 1B"E Al Agent KE "[Al#5E
2E# K8s3E: 41 CRD (Worker / Team /Human / Manager) FSBH Agent, controller {881 Agent 3§

8 + Matrix IM F§F + Higress consumer"=fi—{&, A5 Agent 7£[F—48 Matrix 5EIEH{E, B

2 LLM EIEFEETE Higress W%, Worker 2#F consumer key St EIEZSRE,

FEMZEM 5181 0 src-hiclaw-architecture,

RPEFK

« B agentscope-ai/HiClaw

- LTI GitHub API &R main &I push 2026-06-10, &7 tagvl.1.2

« 7S wiki 22899 iR : v1.1.0 (2026-04-24, HEAD e21ac83)

« FEIES: Go (controller, 153 Xf¥) +Python (worker runtimes: QwenPaw / Hermes)
- [E#%: Higress Al Gateway * Tuwunel (Matrix fR533%) < MinlO - Element Web -« k3s-io/

kine (#RAT etcd)

« Worker runtime =i%&—: OpenClaw (claude-code &) /QwenPaw (EF Qwen Code) /

Hermes (autonomous coding agent) ; ZHaiZkik QwenPaw

M 0 Bll—™ Worker #8235

HiClaw M&/NAFARRE “Bai— Python Agent” , MR EIBE—EMESHIERELR:

1. 2% HiClaw: 73t Docker TR installer, K8s & E Helm chart,

N

~N o U0 b~ W

8.

JEE LLMBEE: credentials. LmProvider. credentials.defaultModel.

credentials. LLmApiKey. credentials. LlmBaseUr L,

. BEhEHIE: controller 832 /&2 CRD, Hi%E#E Matrix. gateway. storage.

. BIZE Human / B R 515, #HN Element Web st Efth Matrix client,

. Manager Agent i&i2 Matrix YgZ “BIE Worker” BJIERK,

.Manager i hiclaw worker create ..., controller 5\ Worker CR,

. Worker reconciler 83 Matrix user/room. gateway consumer key. ¥ R7ZENRF] Worker &

2
Worker B28/2oh/a# N\ Matrix 58], F4 A, Manager. Worker #B1E IM iMEFEER M.

XERZAI declarative-agent-management: FIFERR Worker, controller fafZiB&23. IM B9 W
K ERMIFEN PRSI BB RS

Helm A4ECE

%87 Helm chart (9EELHH3KE helm/hiclaw/values.yaml 5 templates:
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At

controller

manager

matrix

gateway

storage

credential
Provider

secrets

values B2

controller.

*

manager.”*

matrix.*

gateway.* /
higress.*

storage.”

credentialP
rovider.*

credentials

*

ER

CRD reconciler. worker lifecycle. gateway/credential/storage 4w#;
AJfC replica. resources. workerBackend. uninstall hook

E B Manager CR. Manager runtime/model/image/resources

Tuwunel 2 Synapse; managed/existing; &%l Matrix server. #FA
AR SSimC

managed Higress 3§ existing Al Gateway; EZEZAW URL. APIG {E2.
Higress subchart

managed MinlO Z existing OSS; bucket. endpoint. MinlO ZHRHF
At

= k£ APIG/0SS 1732 F& % STS / RAM role token

Matrix admin. LLM provider. ERIAMEZUF] base URL

Zsith kind/minikube ZAAEfR managed Tuwunel + managed Higress + managed MinlO; = ACK/ACS
SR LUE gateway/storage tZ| existing provider,

5 claude-mem BIX 5

HE HiClaw claude-mem
MEEQAA tE"J" N N N N | N

B e PHE BB BB 4 Claude code iR

KER

n Worker/Team/Human/Manager CR B prompt. toollog. memory fact
v

N . Claude Code hooks + memory server/
=HE  Kubernetes controller + Matrix + gateway

storage

ZeE - N N S

R Agent 33#F consumer key, EIETE gateway  iBIZRE&E. EFEFE. REMLETOEN
E&m —

o5 % Agent iz4. ATZ[EEE. W {EHRFH B Agent BRIFIEIZ

2l
ZEMASE: HiClaw A%z “Agent WA EIEE. WEFIFI , IBI2R AT “Agent dNENE KRS
K7
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HiClaw 2813 51g 1t R 21

J&3Z: raw/hiclaw-architecture-analysis.md - 5% agentscope-ai/HiClaw - %3#fhzs
v1.1.0 (HEAD e21ac83)

—AEE L

HiClaw 218 k8s-operator IRV EE| Al Agent izt EYZ Agent tMETF&——F 4 CRD (Worker /

Team / Human / Manager) 7BH Agent, controller 3B& Agent &iX" & 28 + Matrix IM F§F + Higress
consumer"={i—f&; AZ. Manager. Workers £7E[F—% Matrix FiE]EE;, EE LLM APl key 7KiZ
& E| Worker, R& consumer key (EHEZZEE) o —1Tcurl | bash 3% Docker, 3§ helm install
5 K8s, ZEIEITF,

AN Q]S

BF#NE (IM-First)

|

| Element Web (http://localhost:18088) <—— any Matrix client (mobile) |
| | |
|

| Matrix ¥ (E2E)
v

Z=#F®E (hiclaw-controller, Go)

|
| cmd/controller/main.go — internal/app/App |

| initInfraClients initBackends initServiceLayer initReconcilers | |
| initFieldIndexers initAuth initHTTPServer | |

| 4 4> CRD Reconciler (controller-runtime) |

| [ | [ 1 [
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[ ] |
| | Worker | | Team | | Human | | Manager | (api/vlbetal/
types.go) |
|

| T I
L

|
| ProvisionWorker / DeprovisionWorker |
v |
internal/service/provisioner.go (1154 17) |
F— Matrix admin API (U3 /MIBx user, GUEE/IBH room, EiERKH)
— Higress gateway auth (consumer key, MCP route)
— Credentials store (refresh, delete, bootstrap admin token)

| |
v |
internal/backend/{docker,kubernetes}.go (WorkerBackend #%M) |
| |
HTTP API (server/http.go) <—— hiclaw CLI (cmd/hiclaw/main.go) |

|

|

|

|

|

|

| L— AccessResolver (object-storage / ai-gateway scope fi##fr)
|

|

|

|

|

| iBfTHI: startEmbedded(kine etcd:2379, in-binary mgr) 3¢ startInCluster(KUBECONFIG)

|

| container exec

v
BIE/MITFEE (RRR)

| |
| Manager &2% (—1) Worker 588 (N 4N, 1% (R #2) |
| [ ]
[
— |
| | manager/agent/ | Matrix | runtime =ji%—: |
|
| | SouL.md / | < > | « openclaw-base/ (Claude-Code
%) ||
| | TOOLS.md / | | + copaw/  (QwenPaw, Python) |
|
|| 12 NEIE skill | | + hermes/ (autonomous coding, Python) |
|
|| workers- | | HEEH: |
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|
| | registry.json * mcporter-servers.json (MCP E&H) |
|

| ;
(Worker A#&) |

« soul/identity/skills

| | hiclaw CLI - bridge.py (Matrix sync, 1% Python runtime) |
|
| v
|
I
— |
| controller HTTP API
| |
|
|
[
v v v
[ I
[ ]
[ ]
| Tuwunel | | Higress AI Gateway | | MinIO |
| (Matrix server) | | (LLM/MCP/0SS ‘18 | | (Worker H#=x¢ff |
| EiE/BF/EE | | 2EREEMXM) | | R4, B Agent WME) |
| |
| |
| |
Helm chart (helm/hiclaw/) 7 K8s LB LM 4 PNAB—HIE
install/hiclaw-install.sh / .psl 7E Docker EEA| EZFMNEPE
9 CRD
CR . N
5 TRXftA X5 Spec FEL
model - runtime (openclaw/copaw/hermes) - image - soul * skills -
Wor = EANAI .
mcpServers « package (file:///http(s):///nacos://) + expose -
ker Agent

accesskntries -+ state (Running/Sleeping/Stopped)

leader « workers + peerMentions < channelPolicy « admin
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CR

5 KA t4a % Spec FE&
—2H Worker
Tea
+ Leader +
m
G
Man
ARpME—R
age ifuﬁ 2 model / runtime / soul / skills (& 12 1MEE skill)
, &2 Agent
Hum EIERH

matrixUserID « channel scope

an  Matrix &%

RIRDE

Bl

CRD EX

5

RIF

ap

CR
Reconciler

ARSSImHE
BBEH
Bhitigntge
54
BRI
Manager
Agent
Worker

runtime

#BE

(FE3hi)

it

BAZR

api/vlbetal/types.go, {Xf&#f k8s.io/apimachinery, R5|F{E(d internal &

internal/app/App F 7-step init 881T3ES, ¥ BRRFE append {name, initFn}
Worker / Team / Human / Manager 4 &, {Xf#4RHE, ©FREIZIAINT API

internal/service/provisioner.go (115417, AE/EEHH#, reconcile IRFTEXE)
WorkerBackend #%[ + docker . go / kubernetes.go -1NSEH, 3% config i

internal/{matrix,gateway,oss,credprovider,accessresolver}/ 5352 Tuwunel /
Higress / MinlO / FI R =EHE / 1EIREMT

startEmbedded (k3s-io/kine SQLite-backed etcd 7£ 127.0.0.1:2379 + Nk mgr) =X
startInCluster (#x£& KUBECONFIG)

manager/agent/ A28fk orchestrator, 12 MEIE skill +workers-registry. json, @it
hiclaw CLI #{F controller

OpenClaw (claude-code %, Dockerfile only) + QwenPaw (Python, copaw/)
Hermes (Python, autonomous coding)

helm/hiclaw/ (K8s) /install/hiclaw-install.{sh,ps1} (Docker ##¥l) , ZEZBEH

SITF
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KEEEER: B—1 Worker i 2l i

EIER (Element Web )
| &% Matrix SHE: "EEE— Go KIIEEHE Worker"

v

Manager Agent &2% (manager/agent)
| AN% worker-management skill (TOOLS.md B&EH)
| SRESE (model / runtime / soul / skills / mcp-servers)
| 38 hiclaw CLI: “hiclaw worker create --name go-review ..."

v
hiclaw CLI (cmd/hiclaw/main.go) —— HTTP POST ——P> controller server/http.go
|
v
E X Worker CR
(embedded: kine sqlite / in-cluster: etcd)
controller-runtime watch fifi%k

v

worker_controller.Reconcile()

|
(1]

2]
|
|
|
|
(3]
|
|

—[4]

Provisioner.ProvisionWorker(ctx, req):

Matrix admin API — 6l user @go-review:hiclaw. local

Matrix admin API — 6% lonl Eig], BIFEER + Manager

Higress apig API — At consumer + 7ik consumer key

AccessResolver — f#tfr AccessEntries &R (${self.name}---)
— 3 credprovider EBifF MinI0 HEAXFR

Credentials store = BN secret + i& refresh BY%|

WorkerBackend.CreateWorker (spec):

docker.go I kubernetes.go (& config)

— 38 PodTemplate + IFIELE + soul/identity/skills L
— 350 Worker 28

member_reconci le.go:

8 Worker Matrix user HIA#BX Team FEia (3048)

BE# Worker.Status:

Phase = Running

MatrixUserID = "@go-review:hiclaw. local"

RoomID = "labc...:hiclaw. local"

204



ContainerState = "running"
[...] <« #& Spec.Expose HixO

ExposedPorts
|
v
Worker B23BohE:
- Python runtime (copaw/hermes): bridge.py A consumer key ER Matrix, iTFESHEIE
- OpenClaw runtime: f&¥ Claude Code BT hook SERFEIERNE

|
v
.

EERA

ZI7E Element Web BEF @go-review HIMHITHBWE,; FLHNARBITFHIBERAERE @

RSEEREE

i

Worker — LLM: Worker 28 —consumer key— Higress AI Gateway —HESC API key— LLM
provider

Worker <> Worker: ¥XJG#ERAONE— Matrix i8], SHEE Tuwunel; AXHE MinI0 (5& token)
Worker < Human: Matrix FSie] (BEXEGERIEIKGR, AILFERTTAN)

Worker —» T H.: Worker 228 —consumer key—> Higress —route— MCP server (external 3¢
in-cluster)

Manager — #THI28: Manager &28MWIMY hiclaw CLI —HTTP— controller —CR write— etcd/kine

RITRREEF

- AT Agent B4 Agent @ CR AR, HEEZEEI K8s BY declarative / reconcile / self-
healing / RBAC—iX =2 HiClaw 5 langgraph / autogen / crewai X2& XIS H4HE Agent) #EZRHY
RAFRE,

- IM MERIEFE lingua franca: i% Matrix fi3EBEHF Web Ul/E 424 —F 1 Agent & IM B
F, S5hER IMEIE, AERXARREEMRG, IMNES AZRRFERZER, BRR K.
. FiE Agent #BEM Matrix :&Ac.

- ZIEZHRE: Worker ZEARZFIESE APl key / GitHub PAT / OSS AK, R#¥ Higress consumer
key, £5R: MCP TEmMZHA skills M7 0] LAKABREF i+ X Eqm——BME Worker # prompt
injection K&, WEHEEZTIAHRZRIHEIET revoke B consumer key,

. IBfTBY=3%&—"J#E: WorkerSpec.Runtime FE&J#% OpenClaw (claude-code &) / QwenPaw
(Qwen Code %, #%k) /Hermes (autonomous coding agent, B¥) . &if commit d3e33e8
BELIA runtime M OpenClaw t]F] QwenPaw, Mi&SEMEAE.

- BEEUHWEN: WorkerBackend 3% + docker.go / kubernetes.go P52, it"# 4] Docker Desktop
5 1 Worker"5"K8s &% 500 > Worker"+ A RE— controller Zi#l,
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- AT K8s (kine + A% controller-manager) : BARIUH kine (SQLite-backed etcd) + [Fli#

T2/ controller-manager, F 127.0.0.1:2379, FAFR&DiZET Docker, B&FERE K8s API—CRD/
Reconcile / Helm 7£C & K8s IF IR I,

- schema-less &R FE&: AccessEntry.Scope B *apiextensionsvl.JSON MIEM™4& struct, Z#F$

{self.name} / ${self.kind} / ${self.namespace} iZITHAZ =2, CRD FEBFEHFE cloud provider;
fRAFIEIRE! accessresolver,

« hiclaw CLI ¥\ Manager / Worker A2§: Manager Agent <5|f Go SDK, i@id fork CLI #2{F

controller HTTP API—it skill (markdown X#4) AT E#Z4ARY hiclaw worker create ... X
LFERH,

+ MCP via Nacos & 1%: Worker 8E773@3d WorkerSpec.Package FE& (nacos:///http(s):///

file://) ¥®EMH. Manager IEY hiclaw-find-worker skill FL2M Nacos 1% + &N\ Worker
&R 1% docker $RE—HERI 5 &,

FEAMRN: Provisioner

internal/service/provisioner.go (115417 /29 AF753%) 2 controller BIBEEE M, BIH=4H:

1.

Matrix Zm#F (ProvisionWorker / ProvisionTeamRooms / EnsureRoomMember /
Reconci leRoomMembership ---) ——i&@id Tuwunel admin API 525% user / room / membership /

alias @4 & /EHA; MatrixUserID(name) 5 roomAliasLocalpart(kind, name) @B NEHS, R
==

. Higress £#& (EnsureManagerGatewayAuth / EnsureWorkerGatewayAuth / RefreshCredentials /

DeleteCredentials) ——F3 alibabacloud-go/apig-20240327/v6 7£ Higress £ AEA Agent S
consumer + key,

.Manager 5|5 (IsManagerLLMAuthReady / IsManagerJoinedDM / SendManagerWe lcomeMessage) —

A EBIEE Manager 254 + BYGDIE (32 language / timezone SER) o

EEFDRHEZR: #& Matrix / Higress / Credentials / Manager-bootstrap 9Nk EIIh 7 X4,
Provisioner JB{b 99N,

SREXMEL

HE HiClaw autogen langgraph crewai

I K8s operator + 28t Python library  Python library Python library
Agent FRiX CR (YAML) Python class StateGraph node  Crew/Agent class
EBEEIT Pod / Container Hiz pta = peas =

EE Matrix FE[g] In-process bus  StateGraph i1 Crew RIAE
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Y HiClaw
ATE[EIER ik (FBiEmR)
FEHERE MXItE

5 Agent X MinlO 4@

autogen

EEHE U

Agent ¥ H key

langgraph crewai

wB#E Ul FBE U
Agent #5H key Agent 7 H key
BHSLI S8

BAZER: HiClaw jE Agent ¥4 K8s —HRARER, FrLIR"A# reconcile B& / AT# helm 4% / a1#
RBAC fRE"HIARFE. HRIEZEARE EIMHZEER—E Python", M WREETSELM, KN FIHH
“m. 5 Worker — N &288 RAM / $RIGF5H.

RHES

« 3£ 30 REJERK: install/hiclaw-install.sh (20)

api/vlbetal/types.go (12)
"controller ZOMERFRE"

« X¥E PR: #780 2RiA runtime — QwenPaw

TH

EESALEE

+ HiClaw
+ claude-code
* higress -
+ declarative-agent-management
+ agent-credential-isolation
langgraph

+ autogen - * crewai

- internal/service/provisioner.go (12)
- internal/config/config.go (11) — FL&R"%E L/ ARIFK" +

#749 --keep-all 7% - #783 helm uninstall 5885

12 - #785 manager 28 API 3355 controller /api/vl + #798 error() Z1TR%
+ v1.0 > V1.1 ER, F—FFH=: Hermes runtime £k, % RBAC. kine — E etcd FiEE#%

matrix-protocol + mcp + k8s-operator
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Inference Routing

Inference routing 1§ LLM/#REIRSZIERH N serving fleet 5, FNMENER provider. 1AL endpoint.
pod. prefill/decode worker 3 KV cache a3 E&1E,

£ M4 PRI E
Routing I FREAOLS engine 11728l llm-inference-serving-project-map #J D1/D2 935 BRER S

MREIEREEZE, X5 Gateway. Proxy/EPP/Router #1 Model Server, EEHFRIERIEREM, engine
ARRITIHIE,; ERRREEDRE YEER R

PORER A

RE & RRIES
Gateway/API gateway-api-inference- endpoint health. metrics. InferencePool.
endpoint picking  extension, lm-d-router BiriEE

prompt semantic. F4s/FRE. guard. &5

ab
Ae

BN /RBBENIRE  semantic-router, RouteLLM

KV/cache aware [lm-d-kv-cache, dynamo, prefix overlap. KV block location. worker
routing kthena, aibrix load. LoRA/cache affinity

Batch-to-serving batch job. per-model plan. processor

[lm-d-batch-gateway

dispatch concurrency. Fif endpoint capacity

Edge/provider . . auth. provider. quota. rate limit. audit.
envoy-ai-gateway, ai-gateway

governance fallback

AR

AEEFRA router SEN—, lm-d-router / Gateway API router B3I Kubernetes endpoint;
semantic router 51 prompt/model selection; KV-aware router EEifT serving runtime # cache
locality, llm-d-kv-cache MB KV event/index/scoring XZEIRiFHF, dynamo HI*#hFE2: selection
host AJLA& Dynamo Frontend. GAIE EPP g standalone router, {B KV overlap 5 active load BYIEFIE
BRE—

llm-d-inference-sim ¥ routing IR RER: EFRSLLESE GPU %48, BEETEL GPU IFIRHIRIN
OpenAl/vLLM API. KV block/cache events. TTFT/ITL # fake metrics, MM3&IE endpoint picking.
KV-aware scoring #1 autoscaling iA¥f. llm-d-batch-gateway M3#BH batch workload 89 “B{H” B %
47£ processor B per-model plan M1IHLITHIE, RRMIELEIER request routing JBTE—iEiTh,
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KV-aware E&HRZRHT

BER — Y/ EE/EREuEE? — & — B85 fallback

! B

BRBIS58ENIE? —— & — model router / cascade
I B

endpoint E? — & — HifR
(N

prefix/KV locality? — i+5 cache credit
J

£ZE queue + KV + SLO + cost
!

1% endpoint / prefill-decode pair
J

Z£R5 KV events RIR[EIIRAZE

M%E5 Endpoint Router FY4H &

Client
| OpenAI / Anthropic request
v
Envoy AI Gateway (BI%E)
| auth - provider - quota - global rate Limit
v
Semantic Router / RouteLLM (®Ji%)
| model - capability + quality/cost + cascade
v
Gateway API + Inference Extension
| InferencePool / Endpoint Picker protocol
v
Llm-d Router EPP
| KV + queue - priority - health - pod placement
v
vLLM / SGLang / TRT-LLM endpoint

XJLERUAS, BERSHNEEPEE, envoy-ai-gateway iR provider 51845532, semantic-router/
routellm R RIEEY /RE 132, gateway-api-inference-extension & XAREMNIY, [lm-d-router fask
Kubernetes serving endpoint i%&#%,
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inference-perf

GenAl inference performance benchmarking tool, AF %t OpenAl-compatible/serving endpoint i1
. ERMEMME, ¥ src-inference-perf-architecture,

ZRMIA S

A llm-d-benchmark #8tL, inference-perf &£ 4 benchmark harness; llm-d-benchmark 25385

B an AR,

(RS

=28
=

=3 GenAI benchmark B/

FEH Kubernetes API / controller /
runtime £/

FEBNBEPELERE

AR

iy

iEH, inference-perf ERX—EHHKRIE.
EE, ENFEENERE Kubernetes-native T{E7o

FES, M lm-d-benchmark, lim-inference, llm-d-

inference-sim A&,

« CLl/config: benchmark £#15 endpoint ic &

- Load generator: }%. 15K, payload &1k

* Metrics collector: latency/throughput/error/token stats
* Reports: £R 4 Im-d-benchmark / serving %2 {E

R

8 inference-perf JA7E GenAI benchmark £EH{h: KBECRATAFR. BHAANSR, BEEEES
HNEREBER. AERRE. TREBREY CI/ERRERR, XMNMERL star HEERTERTES HAIFES,
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inference-perf 22t 511t B 21

J&3Z: raw/inference-perf-architecture-analysis.md « €F: https://github.com/
kubernetes-sigs/inference-perf « ffL5t4% P1

—AEE L

GenAl inference performance benchmarking tool, FF ¥ OpenAl-compatible/serving endpoint fffa
. ERAMELNE,

PZIDZRME]

Benchmark plan |

|

| Model, endpoint, prompt mix, concurrency, request rate, and duration |
| define the run. |
[

inference-perf runner |

|

| Generates inference load and captures latency, throughput, token, and |
| error data. |
[

| Target serving stack |
| Ulm-d, vLLM, SGLang, KServe, AIBrix, or compatible OpenAI-style endpoints. |
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| Output |
| Comparable performance reports for tuning routing, batching, and capacity. |

RIRDIE

& / &R HR%R

CLI/config benchmark £#5 endpoint Ec &

Load generator HAE. ERDME. payload iR

Metrics collector latency/throughput/error/token stats

Reports LZRBEH M lm-d-benchmark / serving &8 {55

R

FAF$8%E endpoint/model/workload
|
v
TREMIERAEH
|
v
FAA inference endpoint
|
v
Wage TTFT/ITL/Llatency/throughput
|
v
i benchmark report

RITRREEZF

« #5F GenAI benchmark 4£FZ: inference-perf it Za] wiki RR{EETE serving engine s &4
operator, TMAERRRE Kubernetes SF& BAIARSBIEHIE,

- BFRFIET: F lm-d-benchmark #8LL, inference-perf Bf& &4 benchmark harness; [lm-d-
benchmark fA SR EFEEAIL I 4 dr EHA.
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- FERME: BN llm-d-benchmark, lim-inference, llm-d-inference-sim —f2%&, MAEMILIT
1,

EESAliET]

+ inference-perf
+ kubernetes

+ llm-d-benchmark
+ llm-inference

+ llm-d-inference-sim
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K8s GPU & Device Plugins Star 151 B ;5 2 22318

JF3Z: raw/k8s-gpu-device-plugins-stars-Llist.md < 3RJR: googs1025 B K8s GPU & Device
Plugins Stars list - #MEXEHA: 2026-06-04 - GFEZ: 36

—AEE L

XA Star list 248 kubernetes 118 & HIRE: MEESERY device plugin. GPU Operator. container
toolkit. DCGM/NVML #5#%, E|vGPU /GPU sharing. Dynamic Resource Allocation. CDI. fake GPU
MIXIFEE, BIEMRZE CUDA %3], TensorRT. KV cache E#\fbiX2E GPU workload #E77,

7 EHE

| AI / CUDA workload layer |
| TensorRT -+ LeetCUDA - CUDA_Freshman - kvcached + MUSA adapters |

| Runtime / container integration |
| NVIDIA container toolkit + CDI + NVML bindings - operator Libs |

Kubernetes device exposure |

|

| NVIDIA k8s-device-plugin + Intel device plugins - host device plugin |
| GPU Feature Discovery <+ GPU Operator - AIStore on K8s |
[

| Sharing / virtualization / DRA
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HAMi - vgpu-scheduler - gpushare - Volcano vGPU - NVIDIA DRA - CPU/CNI DRA |

Observability / diagnostics / test doubles |
DCGM exporter -« gpu-monitoring-tools -+ GPUd - fake-gpu - fake-gpu-operator |

EE

+ Kubernetes GPU ZREELM “device plugin IBERBHF" ¥ EMTERK: driver/runtime/

operator. feature discovery. metrics. diagnostics. admission. scheduler. sharing #1 DRA
S BIRIL AR,

+ VGPU/GPU sharing N Z&HEE&FHTZ: gpushare. TKE gpu-manager. 4paradigm vgpu-

scheduler. HAMi. Volcano vGPU; HMA HAMi R YRIBEEFREMNTX AR,

- DRA B F—RIgFHRRIHMRIIELL: NVIDIAGPU DRA. CPUDRA. CNIDRA. DRA example driver

%BE Kubernetes IETEIB “IRE DB M device plugin I BRESA. EaltHEBIE R APL,

+ GPU aJ¥IIR 22 metrics: DCGM exporter/NVML 2#3EJR, GPUd/fake-gpu/fake-gpu-

operator/knavigator EAIZ#T. MIXFAERFAF Ko

+ llm-inference 18 GPU BEE#H—F 5241 kvcached 38 KV cache tBiEM B EIMLEIR, # GPU

sharing. kv-cache-offload. DRA Z[a/§BER X,

R IZ &t

Lk
&

1

2

mE JRE

NVIDIA/k8s-device-plugin Kubernetes GPU device plugin #r &S,
NVIDIA/gpu-operator 47 GPU &EHEEE N,

Project-HAMi/HAMi /1 GPU sharing / vVGPU A RRBEBRASTHIE.

kubernetes-sigs/dra-driver-
ubernetes-sigs/dra-driver Kubernetes DRA + GPU By F—L3&R APl #£1R,

nvidia-gpu

cncf-tags/container-device- CDI Z container runtime fllig&AERtRAE, # DRA/device
interface plugin #828

NVIDIA/dcgm-exporter GPU metrics #1 Prometheus SERAREL.
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Lok

ﬁ
% =] JRE
7 leptonai/gpud GPU iZBt M metrics EMBzh1E health/issue detection,
8 ovg-project/kvcached KV cache ZR{H GPU sharing/LLM serving B93Z X 520

EESAlicT]

« kubernetes
* llm-inference
+ kv-cache-offload

« vilm

+ sglang

+ dynamo
- disaggregated-serving
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Kthena

Kthena 2 Volcano 11X A Kubernetes-native Al serving platform, BEEEEHER. i5KEH. P/D
S8, ¥ 4E. PR, canary. #3IMEEF gang scheduling,

PZIDHR

+ ModelBooster: —UETVERE API, ZREXSIEE T serving B

- ModelServing: LA ServingGroup X Role Fix#IE workload, 3z#¥ Prefill/Decode. ME. &ap
B, N gang HE,

- ModelServer: @3 workload selector XTI HZEHIE Pod, AHEIRN. BEIFEZRE,

+ ModelRoute: #&IEA!, LoRA. E&fREk header ILAD, ZIFNERE. canary. token rate limito

+ AutoScalingPolicy: 1§#RIKED. panic/stabilization window. F##ZJRH P/D role-level ¥ 4&,

ZRMIA SR

Kthena B9 23i% 1T control plane 5 data plane fi##8: workload controller 1 router AJ 7351 &4%,
router tHEEIE N Gateway APl, ELb4l model operator E5EL5E%E LLM serving platform; Lt RBG 5E
IFIRMEE/EBREH API; 5 llm-d BERE T F5&1A Volcano #a#h/gang f1E &8I ModelRoute/
ModelServing FEIRIEEY,

iE A5 RS
BEAFEETE Kubernetes WIRE—{A1L LLM serving. P/D role autoscaling. KV/LoRA-aware routing

Volcano JAEMEIPA. FHHLEBLENEN Gateway APIl/InferencePool HEERANERZEDS, NREY
EbER llm-d; EFEFREEZ = GPU EEM MaaS, [EbE gpustack.
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KubeAl

KubeAl @% & Kubernetes Al inference operator, {#/H Model CRD. OpenAl-compatible model
proxy. model loader 1 autoscaler EIE LLM. VLM. embedding. speech-to-text FARS.

R [B)

B “REBISIH + HEIE engine” RIRERIRAL Kubernetes NRIIARAY OpenAl-compatible endpoint, FH7EE
BNESRETHIRITME. NENYT 4, HREEEE Al RS EFE.

ZIDIA SR

KubeAl fRR AR IFFIREREPE , RHASREFMLI vLLM/SGLang kernel, W REUZAE P/D. EZ KV
locality 8% GPU topology N OHIREHIE. ERIZEBEHRERIMY Gateway. EEL serving stacko

ERR

EET/IEBRIEE. BRMERS. FE scale-from-zero 14— API BIEIFA. EE predictive + GenAl
Fi—F 5 E kserve; FE enterprise VLLM AHF aibrix; FERE P/D/KV & dynamo g kthena,

1#01 src-kubeai-architecture 5 src-k8s-serving-stack-comparison.
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KubeAl Z2¥ 511t BER 21
kubeai-project/kubeai 2 K8s Al inference operator, TE{iLt KServe % : Model CRD. OpenAl-

compatible server. model proxy. autoscaler. model loader. VLLM client. Helm charts fIRERE!

manifests,
FZICVER A [E]

user / API surface

]
| “kubeai-project/kubeai’ 2 K8s AI inference operator, TE{ILt KServe E#Z: Model ... |

v

]
| core implementation: ‘api/k8s', “api/openai’ -+ ‘internal/modelcontroller’,

‘mode lautoscaler’ |
[
I
| v
| v
-
| “internal/openaiserver’, ‘modelproxy’ | | “components/model-
loader® |
[
[
J
v
A\ 4 |

| selected value: routing / serving / dashboard / graph layer for current wiki
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RIRD =

E/B=x =T

api/k8s, api/openai K8s API #1 OpenAl APl 358!,
internal/modelcontroller, modelautoscaler Model controller F1¥ ZE&-
internal/openaiserver, modelproxy OpenAl-compatible endpoint F1tIE,
components/mode L - Loader BRI E A

RIBEHER

1. AP 8% Model CRD {%%& charts/models,
2. controller 8% pod/deployment #7E A\ model labels,
3. OpenAl server/model proxy 4i—%& endpoint,

RIHRE
+ U Model BEOHR, AR LS,

- NEER charts/manifests E&RELF,
- BENEBEIEE% routing/KV 4455 F [lm-d/AlBrix.

XTI EERE i
#1 KServe 1HELE32E; #1 GPUStack #8ELEE Kubernetes operator; #1 OME #HLLEREZEHIE

P SHEEE

+ GitHub HEASIEKRS: src-github-stars-backlog-current-state
- ERIMIE]: github-stars-backlog-implementation-map
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Kubernetes Device Plugin

Kubernetes Device Plugin 2 kubelet # EAl#I, 1L 4 GPU. FPGA. RDMA F4F7HEH M AT 2R
JB, F7E kubelet A Allocate BYiR[E1& & 5 RS E

7£ M5-C Device / GPU HIEH RN &

Device Plugin [ kubelet JEM#/E# 5 endpoint, & ListAndWatch %1% /health, BH kubelet
BT = extended-resource capacity/allocatable, scheduler #&T mZRIERME, T = Allocate iR
[E env. mount 5 cdi IEER; TEEMIZM k8s-gpu-device-stack B D2, node-feature-discovery 12
HEE/IHRE, gpu-operator EREH M, WABRARIZE D EC.

dra-driver-nvidia-gpu 9 Claim/EE7%/Prepare E&1E I kubernetes-dra-design-deep-dive, ### APl FLZ
ILE—IREWEE HES; 1490 hami 5 NVIDIA BEF plugin ReEER—F =F A nvidia.com/gpu, HEM
R IRFTEN S RER.

IR

’EEZIGEL plugin Unix socket, @ kubelet JEMFHIET ListAndWatch IREFEZ/{#EE; Pod i53KE
BHATETEE, kubelet iE3F16%& ID. AR Allocate, BERR R EIFIEHFL runtime,

R&RIE

k8s-device-plugin 7 NVIDIA E/ 3L, &= NVML/CUDA/Tegra/VFIO discovery. MIG/MPS/time-
slicing. health check. env/volume/CDI device list strategy.

5 DRARIXH

DRA R E2ERENFE device plugin, MENEEFNAEANZRECERMF APl, IE## device plugin
21 GPU on Kubernetes BYEH,

221



Kubernetes Dynamic Resource Allocation

Kubernetes DRA @#i— RIS E R R ECEE, A ResourceClaim. ResourceSlice # driver plugin it
GPU. DPU. RDMAEGENEESHAEERRAN. BaA¥ E.

7£ M5-C Device / GPU HIEH RN &

Efiti DRA B Kubernetes v1.35 stable; binding conditions. consumable capacity. partitionable
devices. optional node operations & BIHIZIFEL, T kubernetes-dra-design-deep-dive B9 THai]
LI (2026-09-27) 1 RMEEAIEE. ResourceClaim allocation @iFHIE S ES,
NodePrepareResources @ T AR, cdi® runtime JEARIE, FEEBE—PRINHFLEREME,

k8s-gpu-device-stack Xttt k8s-device-plugin 5 dra-driver-nvidia-gpu FYE&42: node-feature-
discovery YT {55 gpu-operator WAMHERARENA Claim 7382, hami B DRABABAEHHER
2fREEsaE,

FE4: device plugin BIX 5
%4t device-plugin TEIET RIZEREM extended resources, Pod iEK/EH kubelet Allocate, DRA

BEIR claim. S, slice ME=7 driver REIAEIEXE, iLRE BeREEER#NEE, Fla0
dynamic MIG. VFIO. ComputeDomain,

(A=

dra-driver-nvidia-gpu & NVIDIA GPU BY DRA driver 353, &= ResourceClaim validation.
NodePrepare/Unprepare. ResourceSlice. dynamic MIG/VFIO #1 ComputeDomain,

Upstream # &

2026-07-15 E1% kubernetes/enhancements f5, DRA BUTHEAE R B4 M ResourceSlice /ResourceClaim &
htERY, # &R workload £k claim. EHEZERE. HERE. RERABH. ResourceClaim device
status. DRA attributes Downward API #1478 numaNode &%, ¥ k8s-v1.37-scheduling-node-dra-
progress # kubernetes-dra-design-deep-dive,

¥t GPU/AI E&FRIH, REFREIEMIR 5729-resourceclaim-support-for-workloads. 5075-dra-
consumable-capacity. 4817-resource-claim-device-status. 5304-dra-attributes-downward-api 0
6072-dra-standard-numanode, FAENIHEIZERE. KESMHFIM driver FhAFZ1EHFH EI Kubernetes AJ
#IE AP,
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ERIER
RV L IR B 1 release BUIKEF K. driver ZIFFIELEERR: {85 extended-resource 175 ] A k8s-

device-plugin; FE Claim. BMiEFEEE Pod L enEHARTT L DRA, Efiti API BERR2E, BmhES MIG. H
SEMEMYT BMIUZIIZIAT Kubernetes 5 X HEE, FaEMER DRA M EHESEEINERAE,
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Kubernetes Serving Stack ¥ttt llm-d.
AlBrix. KServe. KubeAl. OME.
GPUStack. RBG. Kthena

JRXX: raw/k8s-serving-stack-comparison-2026-09-13.md « ZFESEE: JIWE Ya1 README 5
BEAXHE

I

XN\NIERER—MERE: lIm-d. AlBrix. Kthena R # IR serving; KServe. OME. KubeAl
fRIEEYARSS control plane; GPUStack fg GPU/MaaS FF&; RBG RZ . HIRE workload FRiE,

[ZF8 / OpenAI-compatible API
|

| AO5#&EH |
| Kthena Router - AIBrix Gateway + Llm-d EPP + KServe Router |

—
| IR workload 4t |
| Llm-d - Kthena ModelServing - RBG RoleBasedGroup |
: I
.
I
—

| BRI4EERRS runtime R |
| KServe +« OME + KubeAI - Kthena ModelBooster |
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— &4 ML + GenAI 4i— API / Kubeflow %£7&?

- 1
| GPU 53¢ / & / MaaS BRF A |
| GPUStack + Kubernetes - Volcano - GPU Operator |
[
B —
I bS58
mE RBEa FEIREM
llm-d Gateway API + InferencePool + 3% =, LLM — NHTBYHEIE engine
aibrix VLLM fleet. LoRA. KV. 1Ml serving 4H{4F BRAEE API #RE
kserve predictive + generative Al 94— K8s £ & REX LLM B9E A router
kubeai TRIEEBE OpenAl-compatible AR SS &2 P/D topology controller
ome model/runtime/accelerator & #n A AR KV-aware traffic plane
gpustack  GPU &8%. £=. MaaS. itEicH 122 K8s CRD
rbg ZaE. BRE. 1A inference workload SE2 API gateway
kthena K8s 4 LLM serving. E&E. P/D. Volcano RAFREL L ep FHAR operator
ER FR R
MEEREMTA?

— KServe

— REHURIDIEAIZSE OpenAl API?
|

= KubeAI

— runtime / accelerator / model lifecycle ##&R? — OME
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— GPU 8. Z=. MaasS. HESEH—AKK? = GPUStack

|

— Gateway API + InferencePool + 43%z{ LLM? = Llm-d

|

— VLLM fleet + LoRA/KV/1EMFE{4? = AIBrix
|

— zZfat. RS, P/D workload tHiEEIE? —— RBG

|

— K8s JRAESEEE LLM serving + Volcano #&#h? — Kthena

XA HFET llIm-inference B9 K8s serving stack B, 38 model-serving-operator 5 inference-
routing BIAFRIRF: BNTEEREEHGEARR, ENEELERERE, BNE GPU KRR, BNRMEZMA
& workload RiE,
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KV Cache Offload (KV ZR4ETF)

18 LLM KV E1532IA 8RR 2% 1E GPU 272 — CPU pinned — Zsith NVMe — minX R 1218 ZREHEE
£, BohFBES, R effective context length B & GPU 277 LRI A XL,

£ M4 &

KV offload & lim-inference-serving-project-map & D4 KV & B HIRN—% 9. Engine BIEZAt KV 75
B; &5l. BH KV locality FUESH. 5 worker ZiafiZinZEE T HIMNE serving Bieft. LT EH
XL ﬁﬁnUEE”ﬂBAQH#FEGE'

AT LFBEZR

GPU 2728 (A10080GB / H200 141GB / B200 192GB) , {847 LLM serving Els:
- & context 3K : 128K/ 1M token By system prompt + Z#IHERR

ZEIEHE: FE—14% system prompt /LT MEREA, B KV EFHE KSR
- RN AFR: B KV = 2B ms (prefil) , M CPUIEEIE = us, M SSD = ms

HBAEEREY KV blocks M GPU BRI ERNEERE, FHBHBAIMONR, LbEXREHN prefill WERZ

Mg ExR (Dynamo KVBM I A& E)

| Gl: GPU device memory BR. &R, RFHR |
| - Active compute blocks |
| - ns Z&ifa) |
|
|
| LRU $fH (pop_Lru)
l

]
G2: CPU pinned memory us 2% RDMA &dp |

|

| - FRIIETEER block |
| - DDR4/5 JLE GB |
|

| TinyLFU + presence filter P&Z%k
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]
| G3: ZHb NVMe / SSD ms 2%, TB #Mi& |
| - SBMASE block \
| - NIXL / GPUDirect Storage E3i& |
|

SR
)

| G4: FKRTF(E (S3/Azure Blob/MinI0)  #b4k, T LR |
| - AMIF$E block |
| - £ NIXL 0BJ backend i&EERiAA] |
|

KV &, ASEMITERE

EREE prefix KV — GPU dp?
— 2 — HiZ attention
— & — C(PU &2
— 2 — async load — promote GPU
L— & — NVMe/iZimanh?
— 2 — transfer — promote
L— & — = prefill

GPU pressure — i%&#F refcount=0 B9 block - S ATFE tier
— B block identity/locality = %% cache event

KAl

- REBUTEHHE—:

KV block EFRIBRE. Fi§ worker PREEBR—1HEF. Dynamo A 128-bit

SequenceHash (XXH3+LoRAid) , 1E3RTE GPU/CPU/SSD/S3 ZiallAfF .

- FHRRRERBE: =IRA LRU ITHI G1-G2, 2#53BAA LFU #28 G2—G3, Dynamo KVBM F
TinyLFU + presence filter (BkidB7EBRIE/ block) o

- SEEH: BEZHA GPUDIirect RDMA / GDS (GPU Direct Storage) / 3% 7#fi& SDK & CPU
55, NIXLIBXLEHE—K— MR,
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- RE/3H: ZEIAMIZ=HIE— prefix FiZRF—19. Dynamo F consolidator #%
SequenceHash &HEBEHIEEMH,

- 555 ABGE RS offload pipeline %5 weak ref, evict FEARN, F2"BEBETIEUNER
i‘mllo

5 PagedAttention / RadixAttention BYX %

- PagedAttention fi#/R" 8 GPU A KV /E43% block &"
- RadixAttention fi#R" Z1EXK8] prefix BEAGREH"
+ KV cache offload f@R"KV ERTFRIEABHE / #K[ER"

=EFER. B HREEREERNEE,

5 Disaggregated Serving BY1h[E]

SBR P/D 3 KV M prefill worker £2] decode worker BY, Zxf EtHE2—Ff "offload"— R T BHH1E
5—1 GPU MA@ 4i#h CPU/SSD, Dynamo 3EXFHEEE IR NIXL MemType, FHiEREREA .

5 llm-d-kv-cache %%

llm-d-kv-cache &1 KV locality index, M E5c% offload manager. EiJif vLLM/SGLang KV
events, 4P block | pod/tier g H{E 8, FHIE score 12144 llm-d-router, FILEEIZE “ERITEIH
BKVEHES” ; dynamo KVBM / kv-cache-offload [BI1% “KV RZBEM—E. AEE. i
E”

W S5

W :

- K context AE# GPU EF LIRR3E

- ZIEKH system prompt KV BEEEHEZE (router B2 &)
- BEESTME - B batch /| EZH A

KiN:

-Z—RIAEIEE ((HAREH | HAab&kE)

- Ao HRBSIEIRBEE] us / ms / #Dek

- BREREESREBEFIXINEHS (GDS/RDMA)

EESAlicT]

« FEARSEIL: dynamo KVBM (src-dynamo-architecture "KVBM FO4kE R "15)
- BBZ5|: llm-d-kv-cache (src-llm-d-kv-cache-architecture)
- h[EHE=: paged-attention. radix-attention. disaggregated-serving
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« = llm-inference
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KVCacheD

AHERS 947 src-kvcached-architecture, HEAD 884108704f44; =INH X Z&1iR#E:
kvcached-sglang-vllm-knowledge-system; ZXKZESE: kvcached-source-code-deep-

dive,

—A)IEE fiL

KVCacheD 2@ vllm 5 sglang #9 GPU KV cache BB RTFHEM: A5 FIRMEMIHETE. BERAMEM
KV tensor, BHZIERELFERAR block/token shZSiRET CUDA/HIP #3851, {#RE— GPU LHZ MERIST
5l H = VRAM,

EERSHIIAF

KVCacheD EIf:

+ KV tensor 89 GPU virtual address reservation 5 physical page backings

- engine logical block/token % VMM page BIBRES. T, [EIRF resize,

-+ SGLang/vLLM allocator. pool. tensor allocation #I capacity profiling B9iEAC.
« TP/PP worker map/unmap —2¥. shared-memory limit FIATWLIH,

KVCacheD FEIE:

- JEKHEBA. batching. preemption policy F#&EE! forward,

- attention kernel. block table/RadixCache BI#ZI0\&E %o

- BRFIHRZER— prefix KV AR,

- BA GPUIRE. BEHS X hostile multi-tenant fRE,

- REMNEARE; A& controller R2ARSIZES sleep/release API,

ZRMA5R

VLLM / SGLang
scheduler - prefix metadata < block/token IDs < attention kernels

| allocator/tensor contract
v

KVCacheD engine adapters
| logical block operations
v

KVCacheManager — PageAllocator — FTensorAllocator
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| VA map/unmap
v
CUDA/HIP physical VRAM

REEM=MAKAERRE: engine block/token page EIFEM attention BIIZ3EE(i; KVCacheD page
2 GPU VMM ¥32BREFE411T; attention kernel block 2 backend $i17&8 i, =& A/NAJUFRE,

5 vLLM X %

vllm B9 scheduler-side BlockPool/KV coordinator 5 worker-side KV tensor & 73 B R E#HTE,
KVCacheD [FtbE1#6 BlockPool 79 ElasticBlockPool, #£ GPUModelRunner gl VMM-backed tensor,
Fit EngineCore i@id Unix socket fB48[E offset B9 map/unmap [ #&ZIFrE TP/PP worker. queued/
async execution T, #IETUEKAIIRE worker collective barrier,

REEHI VLLM 3B E3E: block table. request hash. APC. null block. refcount. scheduler
preemption. attention backend #1 bind_kv_cache,

5 SGLang B9x %

sglang B9 Scheduler. token allocator. KV pool # radix-attention El%% token index T, KVCacheD
¥ token/paged allocator 1 MHA/MLA/Mamba/hybrid memory pool &1ty elastic ik, BREERE
RadixCache. ScheduleBatch. ModelRunner #1 attention backend, Z#i&E TP worker A3t HIK
B 289 KVCacheD pool,

(GQIENRED:E

- AREEZMER, WNEJLUHTE, BRER KV IEBEET.

-+ compound Al & multi-agent A2, ZMEREER A HEERE I,

+ #IE5 fine-tuning. diffusion FESZHE, FE KV cache it VRAM,
- BEEIE engine/PyTorch/backend hrAsH 4P GPU correctness regression,

RIS AER

- BIRBELKHAIZH GPU, JIF&B S A idle KV reservation,

- BEBETIR KV transfer/offload. prefix IE$=5E KV-aware routing; & kv-cache-offload #l
distributed serving &

- FERBEFREIEA CUDA memory quota; [ZF& gpu-sharing B9 MIG/MPS/vGPU B§4k.

- B#% engine/backend/layout 8 adapter 2355EE, B EBiRZAFE]Y3,

« TEEIES version-aware monkey patch Xf_EiEIEE AP B4R R 2

232



EESSYERIYSE S

Yl 5 KVCacheD Hy% %

i

paged-attention = VvLLM B9iZ3E block/KV indexing; KVCacheD BJfEAETE physical backing

_ , SGLang 9 prefix metadata/token-index reuse; KVCacheD EH5| B4R
radix-attention

backing
kv-cache- . - \
offload 18 KV ZHEE CPU/SSD/iZi; SEE GPU VMM S B #AEZ
gpu-sharing AE. SXABA runtime fRES; KVCacheD RILMIEENSIZH KV memory

A0

. SEERRSH: src-kvcached-architecture

- ZIMEXREAZR: kvcached-sglang-vlim-knowledge-system
« JREEIRAE: kvcached-source-code-deep-dive

- EERL5E5: kvcached-integration-implementation-guide
« B0 elastic-kv-cache

- 5|ZE 5 vlim. sglang
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KVCacheD 5 SGLang. VLLM Z2¥gk R RRES
SCI
J&XZ: raw/kvcached-architecture-analysis.md « EGFE: /Users/zhenyu.jiang/kvcached -

JHEBEE: /Users/zhenyu. jiang/sglang. /Users/zhenyu.jiang/vllm « 934frhiRZs KVCacheD
88410870444 / SGLang 44ef8fecfe69 / vLLM dc36fcce902a

—A)IEE fiL

kvcached NEHAVHEIES|ZE, MEHA sglang 5 vilm KV S ECER1ZRY GPU EINNER : 5I1ZNERE
scheduler, prefix metadata. block/token index # attention kernel, KVCacheD MIit#2EHIEIA KV
tensor FEEIRGT/FEINEE VRAM page, & 5|BLHIER— GPU L#EHEYIERE,

X2— elastic-kv-cache: EARHZEEHIZ prefix NS, WAZFE kv-cache-offload. MIG. MPS 5
vGPU, HAIXRA .pth + import hook + version-aware monkey patchiZN, WE L5 ERIEAEEK
#i KVCacheD,

PZIDZRE]

Client / Application

|
| OpenAI API / SGLang Engine / vLLM LLM / controller router |

| request / token stream

v v

|
VLLM V1 runtime

EngineCore + Scheduler

SGLang runtime
Scheduler + RadixCache
token/page allocator KV manager + BlockPool

GPUMode LRunner + backend
|

Mode LRunner + backend
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| patched allocation/free/tensor creation

KVCacheD integration layer

|
| version-aware patches + SGLang/vLLM adapters - layout/geometry validation |
| Elastic token/page allocator - ElasticBlockPool + prefix-cache bound |

KVCacheD Python control layer

|
KVCacheManager: block ledger -« page affinity - reserve/resize/limit - rollback

|

| TP/PP IPC: worker Llisteners -+ transactional map/unmap < Lifecycle cleanup |
| observability: /dev/shm records <+ kvctl/kvtop + pool snapshots |
[

C++ / GPU VMM data plane

]
FTensorAllocator — stable virtual address — torch Tensor view |

|
| PageAllocator — 2 MiB+ logical pages — physical CUDA/HIP allocation handles |
|
[

cuMemAddressReserve/cuMemMap/cuMemUnmap or HIP equivalents |

v
GPU virtual address space < physical VRAM

RIRDIE

& / 1R BRR
ii;)\gﬁﬁ L4 .pthe 7EM import hook. ¥ZhRZASEZA SGLang/vLLM patch
iE

% SGLang token/page pool & vLLM BlockPool %% KVCacheManager, H13i&[R

5| B4 XGERLD
- 4 backend HAEERY tensor view

Python 2385

- #30 block ledger. page affinity. [EI&R. resize. limit. prefix bound FZERFER
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el

B /&R B

<

£2 Unix socket [ TP/PP worker " #&BR&F, LA prepare/commit/abort £RIE unmap

sE—BE

C++VMM #4E T8 VA. 8 stable tensor. #% offset BREY CUDA/HIP physical page. 43P
m reserve/quarantine A7

GNERIT S /dev/shm fEFBEH limit. kvctl/kvtop. BIEZIRE router/sleep controller

RPEEIER
BEIS BEEN

pip install kvcached

|

— build kvcached._C (PyTorch stable ABI + CUDA/HIP VMM)

L— install kvcached_autopatch.pth into site-packages
| Python interpreter startup
v

import kvcached.autopatch

| register wrapt.when_imported hooks

v v
import sglang import vilm
| |
v v
PatchManager("sglang")  PatchManager("vllm")
| version range | version range
v v

replace allocator/pools replace BlockPool/runner/worker
| ]

|
v
ENABLE_KVCACHED=true BYzE elastic path; BUMRBIRSIZEITH

%8 block BRET N VRAM

Engine asks alloc(N logical blocks)

|
v
KVCacheManager.available_size / _alloc
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| reuse reserved blocks
| choose best-fit partially used InternalPage
L— no page available — PageAllocator.alloc_page()
|
free page or pre-mapped reserved page
| slow path
v
page_id — virtual byte offset
|

| same process | TP/PP or remote worker
v v
FTensorAllocator.map(offset) Unix socket broadcast map(offset)
| | each worker

v
unmap zero page — allocate physical page — cuMemMap/hipMemMap

|
v

stable Tensor pointer now backed by VRAM; return block ids to engine
|

attention kernel writes/reads KV

| free / eviction
v

block ledger empty for page — reserve briefly or transactional unmap
|
v

physical handle released; virtual address and Tensor object remain valid

FTensor FcI 2R Bt H A zero page #%a1K, #A/SE torch: :stable::from_blob &8 tensor, &K
fibfib Hr page BY, 7E4HRE] VA EHNESE physical page; BBUSEFBRE] zero page, FrLl tensor I8HA
5, R4 attention kernel FEE T ## KVCacheD,

SGLang £/

HTTP / Engine request
| tokenize
v
SGLang Scheduler — RadixCache.match_prefix()
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| hit indices | suffix demand

| v

| ElasticToken/PagedAlLlocator.alloc()
| |

| v

| KVCacheManager.alloc()

| | maps pages lazily
|

v
ScheduleBatch EXTEND / DECODE / MIXED
|
v
Mode lRunner + native attention backend
reads ElasticMHA/MLA/Mamba pool views over stable VM-backed tensors
|
v
process_batch_result — cache_finished_req / free
| cached prefix retained | uncached / evicted
v \ 4
RadixCache owns indices KVCacheManager . free(indices)
| bound exceeded | empty page
: evict VMM

unmap

radix-attention #1 Scheduler f®R#E4%, KVCacheD FE#if token/page allocator. MHA/MLA/

Mamba/hybrid pool 89 buffer 832, F44 RadixCache N¥IEAE LR, Zai&E1 SGLang TP worker Zs
HIREBECSH pool; ESE TP width RAT listener/rank {58, manager FBAM D EEES B4
peer.

VvLLM &R

API request — EngineCore.step — Scheduler.schedule
|
KVCacheManager.allocate_slots
| native metadata/coordinator
v
ElasticBlockPool.get_new_blocks
| prefix hit/touch/ref_cnt/LRU
| physical shortage — evict cached blocks
v
KVCacheD KVCacheManager.alloc
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|
v
map page on every worker rank

| block ids

v
SchedulerQutput.req_to_new_blocks — GPUModelRunner.execute_model

|

v
native attention backend reads VMM-backed per-layer KV views

finish/preempt | APC full block
I |
v v
free physical candidate retain in elastic prefix LRU
| | cap/pressure
: I
v

ordered worker barrier + unmap

paged-attention. block table. request hash. scheduler #1 backend 2R 4%Z4E. ElasticBlockPool
&% null block. ref count. APC full-block cache. duplicate hash #1 LRU 3244, {8 block id B9418
backing B KVCacheD 12fff. H£ZMFTFEMBI transient miss #ENIF S allocate_slots() -> None, H
vLLM scheduler preempt/retry,

TP/PP =554 unmap

Coordinator decides page P can be released

— VLLM queued/async path: worker collective barrier
\ ensures earlier GPU batches crossed the fence

v
transaction id = UUID
| PREPARE(P)
| I
v v v v
pp0/tp0 pp0/tpl ppl/tp0 ppl/tpl

unmap-retain unmap-retain unmap-retain unmap-retain
keep physical handles until global decision
| prepared | prepared | prepared | prepared

| COMMIT
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v
release retained handles

|
failure before commit — ABORT + restore mapping
ambiguous commit — idempotent retry; otherwise fail pool

Map KA [ERFTIEIREY; unmap B REEBS rank FIh, =it block table & GPU L& X AR, Hitt
EAMMEEES, commit ERAFENREERTFEIR commit; T EMIA—EIERE fail pool, MA ML~
4 silent corruption,

AESIREE 28

controller/example-config.yaml
|
v
Llaunch.py — tmux sessions — vLLM and/or SGLang instances

v

MultiLLMFrontend / LLMRouter
| model name — endpoint
v

OpenAI-compatible proxy
|
TrafficMonitor records activity/rate

| idle threshold

v
SleepManager
I |
v v
VLLM /sleep?level=1 SGLang /release_memory_occupation
VvLLM /wake_up SGLang /resume_memory_occupation

EHIgR R RHIRRIEE. BRAF idle sleep; 1%ty VMM MR REFXSEHIR KV YRR Z# M, ©F2
Kubernetes operator, 1R request HEREEIRTE page S .

RITARRELEF
-+ T3 VA, 3% backing: engine I8 #FEIRE tensor, EL VRAM #Z/EEX block/token BRET,

- J&ME storage, A& engine: vllm 5 sglang HIAHEIAE. cache metadata. EEAITH
kernel,
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- Y132 page 5 engine block fi##&: XA VMM page 2 MiB, —> page AJZ% > engine block; RH&
BTN #e)31E VRAM,

- IBHERSMAMEBIRE: available_size RE reservation; HELFIRIFEELE alloc KK, KK

WU N scheduler retry 3F engine crash,

- prefix cache H5%: TBR APC/RadixCache & pin {E physical page, f#E3#M4iE{k; BAIALL cached-
token budget thiEarn 3 5 EIUREEST.

- —EMELS: map rollback. quarantine. unmap 2PC #1 queued-batch barrier #3i%#F fail-
loud, & & KV silent corruption,

- B EFAOIERMRATES: plugin REFR, B EEARIE. SR, layout. runner THEPEEH
compatibility patch,

ZIDABEFRN
FTensor 5 KVCacheManager

FTensor {8 “fuiit=s[e)” 5 “UIE page handle” 43FF; PageAllocator & free/reserved/in-use/
quarantined page; KVCacheManager B4l engine block id 534A%| page. manager & page-affine
best-fit, B KIEKBCEGH LD E prefix block pin (¥R % page, HEMIER FHITER7 7 B IRZR
[EliR.

contiguous layout Fi—’X compound mapping B#&=FiE layer/K/V, BRE$/MB per-layer view A stride;
non-contiguous BEMIL, EEERIMIL region BY PD/NIXL 3 ROCm backend, CUDA ERIAHIE ,
ROCm Eki*[é%o

MESIZEAATEHAR &S

SGLang B9 Scheduler. token allocator #1 KV pool £ [FEIEI%E token index TE, &i& allocator/pool Bl A]
BETRE, VLLM V1 89 scheduler-side BlockPool 5 worker-side tensor 43i##2, EngineCore 53fig
block id [F4BENFRE GPU worker BREF[E— offset, EEBEZ P M FTEMEAEE unmap, FEitk vLLM
patch #&35 EngineCore. coordinator. BlockPool. GPUWorker. GPUModelRunner # shutdown,

MBEXRS5B7

5] &R e
EEENMESE &; ZME engine B9 KV memory plugin

2E5E A PagedAttention/

RadixAttention 7 ; 178 block table/radix tree, R2XZ backing allocator

& ; HZE[EF physical capacity, FAHZE cache metadata/
data

=7~

EEHZBELA KVARE
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A& Z5ie

T2 KV offload ; #Zibz& GPU VA < GPU VRAM page, P/D/NIXLRZ2&ish
[ |

EEREEFRERE

by

5, REEENB KV path, R=& MIG/MPS/vGPU sandbox

ZOAERE; A% controller i@ engine sleep APIRNE %

>R
AR/

LDEERINE

Eﬁﬁ%g_ﬂﬂf%,m

RAMENBELRENE backend 89 PyTorch #1 KVCacheD, HB[EBYI&E ENABLE_KVCACHED=true.
KVCACHED_AUTOPATCH=1, HEXIHI patch BINER, Fi&id kvctl List/kvtop. nvidia-smi #EE
seed IERIIEHAIHE N elastic paths

=R BIE KVCacheD/engine/PyTorch/GPU backend/attention backend/model A&, MRIGIE: &
KHIERME. WEBIFTS. prefix cache bound. limit We48. abort/shutdown. TP. PP. async
scheduling. B#7F layout/hybrid/quantized path, README 89 tested-up-to 5 HEAD i3S EShr A
adapter T ERI—EENFREHAIE,

FEEXANBEREIE: TAEEHMEYT engine hr4ds; BE#r backend/layout ~7F adapter Z1F&E S
ER KV cache events; BEET S KV ABZHEE; FE hostile multi-tenant FEE; FEEIES monkey
patch 43PN,

FIRIAREIE

KVCacheD HfMERZEILER attention ITEEIR, MELFEXR “BoBESSEE" B KV cache Ty “ih
ST, ¥IBIRSE. BRI NRR. ERENXEAZRIEHE GPU VMM, MERNEE=D
contract: 51Z# block/token/cache #&EX . KVCacheD B9 block-to-page ledger, YUK % rank GPU $11T
£EREIA A unmap A ERILR,

EESAlicT]

+ kvcached
+ kvcached-source-code-deep-dive

- sglang
« vilm

« elastic-kv-cache

* gpu-sharing
* llm-inference

- paged-attention

 radix-attention
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+ kv-cache-offload
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LeaderWorkerSet

LeaderWorkerSet Fi—#H leader/worker Pods RiA—1NEHIE 7T, &G LLM inference. 7% serving
MFBIRE group IBXH workload, %M src-lws-architecture,

HUEHEIRER: 2026-09-25 1ZI0HIE 5 BAIA D 2 IRER Y d4f1525f15a4, % commit ALK release, src-lws-
architecture fR 85 2026-06-14 B9 raw-backed Source 1R ; LRI kubernetes-workload-
gang-scheduling-design, JAE 28/ 2 kubernetes-scheduler-core-design.

£ M5-B Workload / Scheduling & hrI (I &

7T EIRREBA, Lleaderworkerset.x-k8s.io/vl BIREZRIERIARSZAY leader/worker AR E M E . ?Fﬁ“‘ﬁii‘
5, disaggregatedset.x-k8s.io/vl #H—% LUFAEH slices AEF LWS, AN BHIENZ AL dm

Hi, ©115 jobset BUHt{EIVEFIRT AR, tBAREE quota admission: ENET kueue £, &K
placement B kube-scheduler B2 &H scheduler-plugins 52, DS HWEABEHITNETEAR T &
No

ZRFIA TR
JobSet mEEIES; LWS EEKHERETTHY leader/worker fREZ EHIE T,
R/ANE(EIEE

= FII o
FE 71\ workload API HE &5, LeaderWorkerSet ERX—EMHARIE,

ZEEH Kubernetes API / controller /

) &, ENTENEFR B Kubernetes-native TE,
runtime &Epx

REE, MM llm-inference, batch-inference, kueue
HE,

FEENRBELIERS

DA

+ API: LeaderWorkerSet CRD

+ Controller: replica group rollout/status
+ Pod template: leader/worker roles

+ Integrations: serving/HPC/Al workload
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https://github.com/kubernetes-sigs/lws/commit/d4f1525f15a491170de19bc6abc1c89fe185b16c
https://github.com/kubernetes-sigs/lws/commit/d4f1525f15a491170de19bc6abc1c89fe185b16c

R R

@ LeaderWorkerSet F81E 9%t workload API #£EIE L. KABEWATAXR. BHALXR, BEE
BESHNEKRER., AERR. THRERRARNK CI/EIKREFE, XMBRL star B REERRT EGHAITF
VAN
Ho

245



LeaderWorkerSet Z2¥9 5151+ B 24T

JR3Z: raw/lws-architecture-analysis.md « F: https://github.com/kubernetes-sigs/lws
- L&k P1

—AEE L

LeaderWorkerSet Fi—#H leader/worker Pods FRix— 1 EHI#£ 7T, && LLM inference. 7373 serving
FEEFRTE group 1B XHI workloads

PZIDZRME]

| Distributed workload intent |
| A workload needs one leader plus a group of homogeneous worker Pods. |

| LeaderWorkerSet API |
| Group size, replicas, pod templates, rollout policy, and status model the |
| group. |
[

| LWS controller |
| Reconciles leader/worker Pods and keeps grouped replicas in a coherent |
| Lifecycle. |
|
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Runtime boundary |
Services, scheduler, Pods, and AI/HPC runtimes consume the generated |
group. |

RIRD I

= / &R BASR

API LeaderWorkerSet CRD
Controller replica group rollout/status
Pod template leader/worker roles
Integrations serving/HPC/Al workload

RIBEHER

FAFE=BA LeaderWorkerSet
|
v
controller €l Lleader/worker pod group
|
v
PRI, KRESHRCHEHR
|
v
fR&Z3 EE operator E#ES4H leader/worker

KITRREEF

« #5F 9720 workload API 4£FE: LeaderWorkerSet it i wiki A R{FE7E serving engine S &4
operator, TMAERERE Kubernetes & BAVAESBIEHIE,

- WFRFMT: JobSet mEELERS; LWS ERKHAETTH leader/worker BRZE IR T,

- HEEMNME: BN lm-inference, batch-inference, kueue —if2%&, MAEMILIE L,
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EE Sl

- lws

+ kubernetes

+ llm-inference

+ batch-inference

+ kueue
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LLM k5B EXTLE
e BURIRE

Client request

|
v

| Edge/API governance | auth - key - quota + rate limit - audit

v
I |
| Model/ability route | semantic - quality * cost - risk + cascade
[ | |
v
[ |
| Serving endpoint | model + pool * pod * GPU + queue °+ KV locality
[ | |
v
[ |
| Engine scheduling | batching + KV blocks - kernel - token generation

Gi—IRME

| Applications / Agents |
|

I
| OpenAI / Anthropic API

v
| Tier 1: Edge / AI Gateway |
| Envoy AI Gateway / API Gateway |
| auth - provider - quota - audit
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v
| Tier 2: Model / Ability Router |
| Semantic Router / RouteLLM |
| intent - difficulty - quality
| cost - risk + cascade |

| model target / route recipe

v
Tier 3: K8s Inference Router |
GIE Protocol + Llm-d Router |
EPP: filter — score — pick |
load « KV - priority - health |

| selected endpoint

\ 4
| InferencePool / Model Server |
| VvLLM - SGLang - TRT-LLM |
| aggregated or P/D workers |

I E E
mB RERE MY i Kubernetes i1}
endpoint/pod/ selected endpoint + EPP/ext-proc. Gateway
[lm-d-router )
worker routing metadata API. InferencePool
) model/ability/ model. cascade. A EBETE K8s, {BARE GIE th
semantic-router : - e
recipe capability path WA
tell strong/weak cheaper 3§ stronger SDK/OpenAl-compatible
routellm
model model server, & operator
‘ . inference - dboint
gateway-api- inference endpoin
) ) endpoint ) P Gateway AP| FUIEIRY B
inference-extension pick
protocol
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= RERE ZiC s

) edge/provider provider/model
envoy-ai-gateway
governance upstream

RFIBNRMEE

[lm-d-router

Gateway / Envoy
| ext-proc inference request
v

Llm-d Router EPP
|
— resolve model / rewrite target
— filter unhealthy or incompatible endpoints
I scrape load / KV / scheduling signals
— score candidates with configured plugins
L— pick endpoint and return routing metadata
v

Selected InferencePool endpoint

|
'—» model server / vLLM / SGLang / P-D path

Semantic Router

OpenAI / Anthropic request

|
\ 4
Semantic Router

| classify intent / difficulty / risk / modality

v

Recipe / virtual model

v v v
local specialist cascade / multi-model workflow

model  model + retrieval / memory / tools / guardrails

251

Kubernetes 1152

Envoy Gateway + two-tier
gateway



v
stable response API + routing evidence

RoutelLLM

Application / OpenAI client
|
v
RouteLLM Controller / OpenAl server
| router score + threshold
— score below threshold — weak / cheaper model
L— score above threshold —= strong / expensive model
|
v
provider or OpenAI-compatible endpoint

L— evaluation: router X benchmark X quality/cost curve

Gateway API Inference Extension

Client
|
v

Gateway API implementation
| HTTPRoute / inference request
v

Inference Extension protocol
| asks Endpoint Picker for a target
v

InferencePool + Endpoint Picker
| model-aware endpoint selection
v

Inference endpoint / model server

Envoy Al Gateway

Application

|
v
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Tier One Gateway
| authentication < top-level route - global rate limit
v
Tier Two Gateway / inference gateway
fine-grained self-hosted model access

|

| optional endpoint picker / LLM-aware routing

| = hosted providers
|

» self-hosted model serving cluster

ERIZEI

- provider. key. quota. PRAHMEIt: envoy-ai-gateway,

< BN, R, BEHFIRE-AIERERE . semantic-router / routellm,

« KV. BAFI. GPU. fEEH InferencePool endpoint i%#%: gateway-api-inference-extension / lim-
d-router,

- ZEHEER, BIERE—ERM route decision. #&REZ. endpoint. HREShRZASFIRBIRE,

SO

+ inference-routing

+ ai-gateway
+ llm-inference
- src-k8s-gateway-routing-comparison
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llm-d

[Im-d & Kubernetes-native distributed inference stack, E%¢ Gateway API/Inference Extension.
EPP. InferencePool #1 model server 843, HH# /& KV cache. P/D. autoscaling. benchmark. batch
5 simulator,

fRRRY )

EBEH vLLM/SGLang engine 27 A8 7 Kubernetes EizfTHI9 %0 LLM BRSS : 35K E#Z endpoint
KA. KV locality FIHEIERAEIERR, P/D worker BeEthE, BEXBMRIEAINIEIRYT 48,

ZIDIA SR

llm-d 2 serving ecosystem, REHAVIHIE engine, tHRZE— operator, Gateway/EPP iR AO#(
endpoint picking, InferencePool FTiAGimES, KV/P/D A+ seMaEXHERR. [Im-d-workload-
variant-autoscaler B deprecated B EiI&it; FEENIZHFIE HI5RIK A EPP metrics — KEDA
Prometheus scaler = HPA,

ERR

EEBAXHA Gateway APl. FEIRENZER /% endpoint N, HEESHIMIRMEEER Kubernetes
Ta, ERFRRERPRIE, kubeai FiF; BFEF /R engine runtime/P-D/KV —{&1{L, mILLIR
dynamo; EFEE GPU &8 MaaS, mJLbER gpustacke

1#00 src-llm-d-architecture 5 src-k8s-serving-stack-comparison,

£ M4 IRt E R R (U &

llm-d fiiF Kubernetes routing/serving stack |, i&@iZ Proxy/EPP 1 InferencePool ¥ Gateway /i E.
EH{ES5 Model Server Pod & ##&it2K, ERZHAR N llm-inference-serving-project-map, 5 engine &
HNEILAHFRYZE &% Llm-serving-engine-selection-map.
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https://llm-d.ai/docs/dev/architecture/advanced/autoscaling
https://llm-d.ai/docs/dev/architecture/advanced/autoscaling

llm-d Batch Gateway

[lm-d Batch Gateway & llm-d £ZE89 OpenAl Batch API SCER, 8 /vl/files. /vl/batches. JSONL %j
N, ES3RE. BUE. ERMIEMR—EBLHEIERSIE. 1% src-llm-d-batch-gateway-
architecture,

ZRMIA S

CAEHIES|Z, WAREEL inference-routing A%, E{UF A batch API 57T llm-d Router/model
endpoint Z[&], a3 batch-inference B9 job lifecycle. %R 7Zfi&. PostgreSQL 7t#i#E. Redis/Valkey
queue. processor H1TH GCo

T ABHZER

=2
=

Z=Z OpenAl-compatible Batch

API

i&&, F/vl/files+ /vl/batches FIZEKR{ES,

K2 JSONLIBREESSTHIT &S, processor z#F per-model execution plan #1Z1TH %,

#8E A llm-d Router / serving
endpoint

iEH, Tl batch workload #Z#ZEIEH serving fleeto

RiEE, H#EE llm-d Router. gateway-api-inference-extension

RFEERELRIERIFR

3¢ Al Gateway,

[EZERTEL

LS

R
ES

FER

700

KiER

[lm-d-batch-gateway

batch job / file / output

PostgreSQL + Redis + object
store

B4 job AJRE. It
HHE

[lm-d Router

request / InferencePool /
endpoint

endpoint metrics / routing
config

7£4% endpoint picking

255

kserve / kubeai

model / inference
service

Kubernetes API status

WREERE L an EHR



R R

INRELLE serving stack, FBIELIERAEBL batch 97, lm-d-batch-gateway B RMZ “RZiEK
MEISE. BME. AT ; inference-routing BERMIZE “— MNELIEREIZFTEIHD
endpoint” .
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llm-d Batch Gateway ZR¥951& 1+ B 34T

J&3Z: raw/Llm-d-batch-gateway-architecture-analysis.md + €F: https://github.com/llm-
d/llm-d-batch-gateway + 73#rhR7s HEAD 66faeTe

—AEE L

llm-d-batch-gateway 2 llm-d &2 LI OpenAl Batch API BIE &I NO, 8 /vl/batches # /v1/
files XEKEIESHFAL APl server. IFAWEIEE. Redis/Valkey BA%I. batch processor #1 GC, EARE
fX inference-routing S #I25|2, MREERIEM L batch-inference B9 job A dpEHA. XHFFE. Fidk.
BUH. #EMMmL )31,

PSR E]

/vl/files /vl/batches |

[
| OpenAI Batch Client |
|
|

| HTTP

| A 4

| API Server \
| cmd/apiserver \
| internal/apiserver \
|

| |

| metadata/status

| | file objects
| v | | |
| PostgreSQL | L—— | S3 / filesystem |
| jobs/files | | input/output/error |

L | L
I I

| job refs/events | download/upload
| v \ 4
| Redis / Valkey priority queue + events |

I
| dequeue / heartbeat / progress
v
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Batch Processor
cmd/batch-processor

|
|
internal/processor/worker |
|
- split per model/system prompt |

|

|

|

|

| - preprocess JSONL
|

| - adaptive endpoint semaphores
[

T
| OpenAI-compatible inference calls
| v
| Llm-d Router / model serving endpoints |

I

| Batch GC |
| cmd/batch-gc |
|
[

reconciler/collector |
J

T
| expire files/jobs and reconcile leaked state
v
PostgreSQL + Redis + S3/filesystem

RIRDE

= / 1SR BRER
12f# OpenAl-compatible batch/file API, #&iEK, B A job/file TT##E, E3ZPA
API N[O
CLIETEN
(535 5145 Pm@m%ﬁ@ﬁﬁMﬂeﬁ&ﬁ,%dmewﬁﬁﬁ%ﬂMﬂs$#\
heartbeat Fl#E,
N &I input/output/error JSONL 3R, Z#FacHt filesystem #1 S3/Object
storage.
P EHIE -
%mcess” HIER job., FUMBHA. HTHIZ. SER. MEUE/TH/BHKE.
IR i 333k llm-d Router / model endpoint & OpenAl-compatible #I2i5XK,
1k ek TBIEEHA job/file, 1&%& DB/queue/object store IRE&ZE,
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RIBEHER

FFP £ input JSONL
|
v
API Server Bll3# file metadata + object storage record
|
v
FF 83 batch job
|
v
API Server & PostgreSQL job + Redis priority queue
|
v
Batch Processor dequeue job
|
v
Preprocessor & input JSONL
|
—— #B& JSONL / request schema
—— f&47 model id / system prompt
—— $E4aR5EM model
—— 4 per-model execution plan
|
v
Executor #&iEF Llm-d Router / endpoint
|
—— 2B worker semaphore
—— per-endpoint adaptive semaphore
—— heartbeat / cancellation watcher
—— progress throttling via Redis
|
v
B output.jsonl / error.jsonl
|
v
EEWREE + BH PostgreSQL final status
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RITRREEZF

- Batch job BFAKIEHIE, RE— X HTTP proxy: APIserver. processor. GC #BLA PostgreSQL/
Redis/Object Store AiAFR, BirEKEAIEES,

* 1% model/system prompt FIMEMAEE BZEITHEA: WA JSONL RN FHLERL per-model 1
173t%I, ik batch workload E#ziF llm-d B9 model-aware serving,

- processor NEBEZEH LRI NFRIP Tl global semaphore. worker token # per-endpoint
adaptive semaphore ik batch throughput 3%, MAZLHR fan-out,

« Xt RS BATIDE: AMKRE S3/filesystem, TTEIETE PostgreSQL, HEFZEME Redis/

Valkey,

EESAlicT]

* llm-d-batch-gateway

 batch-inference

+ llm-d
+ llm-inference
+ model-serving-operator
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llm-d Benchmark

llm-d Benchmark 2 llm-d &£7#9 Kubernetes SEX4HEAIFMTA, A Llmdbenchmark CLI#E standup.
smoketest. run. result collection. analysis. teardown BRI EIHFE. ¥ src-llm-d-benchmark-
architecture,

ZRMIA S

EAREBE—EN engine, BEIEMBEEMALIEE inference-perf. GuideLLM. vLLM benchmark &
harness; llm-d Benchmark $1 3782 scenario/specification. ZFE stack. &I endpoint. 1T
harness. WL RMRE workspace,

T ABHZER

= el
FEEULINEEM Kubernetes i&%&, workspace fR¥ rendered config. manifest. log.
manifests resulto

RELRZE Im-dstack HZHSE  1EH, global step liiFH1T, per-stack step BIH{To

FET GPU FRIEEHIE A5 llm-d-inference-sim Bt &.

A8 BN vLLM server BIEIAE

" BJREE1EZ harness 1%,

[EZERTEL

inference-perf /

HE [lm-d-benchmark ) vLLM benchmark
GuidelLLM

. engine-specific

TRE  SRESHREHE AR sine-sp
benchmark

= workspace + rendered spec harness config/result = RIAx&#/result
iEain]  stack ¥tb. B sweep. ZPEFLE . .
i WEEP BEEE m s VLLM LA

il RAF
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R R

NRBFE “RFEMR Im-d BESHINERLIWLER" , 5%E Im-d Benchmark; MIRBirE “ED
engine B9 kernel/throughput 1%fR” , EREIMNEYRHEEE, FEEEN engine B benchmark,
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llm-d Benchmark Z22#9 51%1+ B9t

J&XX: raw/Llm-d-benchmark-architecture-analysis.md « ©Z%: https://github.com/llm-d/
[lm-d-benchmark + 34fhk2< HEAD bd8dc5e

—AEE L

llm-d-benchmark 2 llm-d £EMKLEHEHAMTENIES, BA— Lindbenchmark CLI #8 standup.
smoketest. run. result collection. analysis. teardown A EWRIZ. EFRBE—ENGIZE, M
8 inference-perf. GuideLLM. vLLM benchmark &I EHNFE—E Kubernetes 32304 &5 A A,

B

L Umdbenchmark CLI |
L Lmdbenchmark/cli.py |

I
| parse args / workspace
v

RenderSpecification |

[
|
| config/specification |
| scenario + overrides |
|

I
| resolved experiment spec
v

RenderPlans |

[
|
| templates + defaults |
| cluster/version resolve |
|

I
| manifests / plans / configs
v

StepExecutor |

[
|
| global steps sequential |
| stack steps parallel |
|

I I
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v v | A4

[
| standup phase | | run phase |
| cluster/stack | | harness namespace |
| manifests/Helm | | endpoint discovery |
: ! ' | deploy benchmark |

| | collect/analyze |

| : I

v v
[ ] [
| Kubernetes | | Harness adapters |
| Llm-d stack | | inference-perf |
| simulator/GPU | | guidellm/vllm/etc. |
| | J |
| |

v v

[
.
| workspace: rendered configs, manifests, |
| logs, raw results, analyzed reports |
|
J

RIRDIE

it

= / &R B

<

LI fRMTE <, #9A1E workspace, HRiC spec rendering. plan rendering #1 phase

execution.

o ERE defaults — scenario = CLI overrides BYEC B & HFM LI E Mo

ERES JEZ Jinja spec. Kubernetes manifests. Helm values # stack plans.
HiTE8 8 global steps 5 per-stack steps 3, Z#F% stack F{THITH --stack IS
an A RABNY
Enpp ! standup / run / teardown / smoketest B9 step X
X

harnessi&  i&AC inference-perf. GuideLLM. vLLM benchmark. nop. inferencemax. aiperfZ
fc EMNTH,

264



RIBEHER

FF%$R scenario / flags
|
v
CLI #7131k workspace
|
v
RenderSpecification &3 defaults + scenario + CLI overrides
|
v
RenderPlans fEAThRZS. SBFHIR. BARA stack plans
|
v
FIUEZ Kubernetes / Helm manifests
|
v
StepExecutor HITRNER
|
—— standup: B AEF Llm-d stack
—— smoketest: % endpoint/model BIFH
—— run: €& harness namespace. ZBZE benchmark job. FfF5ThK
—— collect: UxEE raw result/logs
—— analyze/upload: EMIREHRTF
—— teardown: BEELIEIR
|
v
workspace fR8 rendered config + manifests + results

WITAREEF
- FEZBHIT: spec. plan # manifests fti# N\ workspace, BT Kubernetes i, FEEARR
SR,
+ benchmark EHIEESAHEE—EMNTE: harnessiEAEiL inference-perf. GuideLLM. vLLM
benchmark B] LA,

- global step #1117, per-stack step H17: @E—ARMLZE llm-d stack HZ M SEAE S,
- workspace @EIELRIE: rendered configs. manifests. logs MIEREFRE, EEEMLRK
MEEER,

265



EE Sl

* llm-d-benchmark

+ llm-d-inference-sim

+ llm-d
+ llm-inference
+ model-serving-operator
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llm-d Inference Sim

llm-d Inference Sim & llm-d £&BHEE vLLM 1741EINEE, A OpenAl-compatible HTTP. vLLM-like
gRPC/API. KV cache events. LoRA lifecycle. FERIEEH] metrics RIMEIEARSS . 1F M src-llm-d-
inference-sim-architecture,

ZRMIASR
CRMESERIEIE, tRRRER GPU 1. CHENMRRHIEMAAEERIE: it inference-

routing. llm-d-benchmark. autoscaling. P/D. KV-aware routing # failure injection B] LAt GPU
AR AR A L RIE,

T ABHZER

= eIl
I8 router / Gateway / benchmark 72 EE, HiYFl metrics RENLT vLLM,

M3 KV-aware routing / prefix cache 55 &6, 884K block key. PrefixCacheStats #15E4-

FEE T ERERUE RiES, WAHAEX vllm /sglang / GPU,
i CI 2% Kind X318 smoke test S, WEXEEEEERE,
EEOnd

kHTTP
HE [lm-d-inference-sim vllm moc
server
WIBTH 1T RERL HIHEIE ‘D& API stub
KV/cache i&
>‘4/ = &M block/cache/events B KVcache @EE&E
AN . aut ling. benchmark@i  14&EF

= & E =HImE. BHE. autoscaling. benchmark i I“_i:ﬁﬁ £ O

iz 17

R

BEdl “RANKES” , TELUMMEESZ, ZEM# Im-d RyizHIEFF, € Um-d-benchmark &
FE-EERENE,
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lIm-d Inference Sim 229 5151+ BB 9

J&3Z: raw/Llm-d-inference-sim-architecture-analysis.md + €F: https://github.com/llm-
d/llm-d-inference-sim - 3#frhi4d< HEAD 6fb66f3

—AEE L

llm-d-inference-sim @— & & vLLM 1TA1&#128, F Go LI OpenAl-compatible HTTP APl vLLM-
compatible gRPC/API. KV cache Eff. LoRA EapfFHA. IERIEEIM metrics, MAFE GPU BHEEKX
WA, Eil inference-routing. scheduler. llm-d-benchmark. autoscaler #1 P/D/KV cache SEBREETE(E
H. A%, AUEANSEERIRIE PR IS,

PSR E]

[
—

| Clients / Routers / Benchmark Harnesses \
| OpenAI HTTP, vLLM gRPC, Llm-d Router, tests \
|

S

same port, cmux
| v

1

Communication Layer \

|

| pkg/communication \
| HTTP routes + gRPC server + graceful drain \
[

|

| request | metrics/admin

v A 4
[
[ ]
| OpenAI / vLLM API layer | | /metrics /fake_metrics |
| pkg/openai-server-api | | health/ready/admin |
|

| normalized request
v
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- 1

Simulator Core
pkg/Llm-d-inference-sim
- DP rank simulators

|
|
|
- worker pool |
- latency calculators |

|

- streaming/non-streaming response

1
| | |

v v 4
[ ] [
[ ]
| Tokenizer | | Dataset | | KV Cache |
| HF/regex | | prompts/data | | block keys |
|

RIRDE

=PRSS

NS g

e

onf

1=

API i&EC

EEVEAW

Token/
Dataset

KV cache

| events/stats |

| ZMQ / metrics
v
Llm-d KV-aware routing tests

2

H/\ '~

ERENECE. #0961k simulator. BN HTTP/gRPC BIEEMEHEE T,

FimE cmux HTTP/gRPC, OpenAl/vLLM/admin/metrics/health routes, graceful
drain,

OpenAl-compatible completion/chat/responses/embeddings #1 vLLM-compatible
[PESE S

832 DP rank simulator. worker pool. ZIEiEK. & TTFT/ITL/streaming,

¥ HuggingFace tokenizer. regex/simulated tokenizer. dataset-backed
responses

11 llm-d kv block key, #3F block cache, 4 5% PrefixCacheStats F15E 4,
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RIBEHER

OpenAI / vLLM i&ER#NRE— i
|
v
cmux 4337% HTTP 3¢ gRPC
|
v
HTTP route / gRPC handler f##fiEsK
|
v
Simulator #R#8 DP rank / worker pool EUIESS
|
—— tokenizer &% prompt tokens
—— dataset B{ echo/random 4ERR{&EiEiaH
——— KV cache % block keys / cached tokens
—— latency calculator #&#) TTFT. ITL. remote prefill
—— failure injection / sleep / wake_up BIRZ1TAH
L—— metrics / KV events #4iait
|
v
Streaming ¥ non-streaming response iR[EI4ATERAT

RITRREEF

- MNEAMATELREETSE: B OpenAl HTTP. vLLM/gRPC #1%#Hh admin/metrics
endpoint, it EFERATEHNEB SEMTHIZE simulator,

- IERZEAALEEE, REERE sleep: TTFT. inter-token. load factor. remote prefill/KV transfer
AR TR,

+ KV cache fTAR—ZHEITR: Bit&E llm-d KV block key. cached prompt tokens 1
PrefixCacheStats, RIMliz KV-aware routing,

« & GPU AIiB TR R 4SR50 J#E: Ilm-d-benchmark. router. WVA. Gateway API #83Mi8ETE
Kind S E @B+ ST,

EESAliET

* llm-d-inference-sim

+ llm-d-benchmark

+ llm-d
+ inference-routing
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+ llm-inference
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lIm-d KV Cache

llm-d KV Cache 2 llm-d B9 KV cache locality index / scoring library, ©M vLLM/SGLang KV events FREX
block create/evict 55, 18 prompt/token block BR4YE! pod 3§ tier Byar &N, B4 llm-d-router AY
scorer 3R[E] cache-hit 3%, ¥ src-llm-d-kv-cache-architecture,

ZRMIASR

CARATRENIT, WARERT kv-cache-offload, EFEEH— router AIZEIHHY KV locality control
plane: 18 cache event. tokenization. block key. backend index #1 scoring &K,

PZIDHR

R (3:5

kvcache.Indexer 1R#E prompt/tokens £ 5% block keys, FH3H&Ei%k pods ¥4

kvb Lock. Index KV block &5, %#Fin-memory. Redis/Valkey % backend,
kvevents iTi5 vLLM/SGLang KV events FH1REX A index B

tokenizer service 12fit Tokenize / RenderChatTemplate / RenderCompletion ZF#& [,

PVC/FS connectors ARE KV ZES G RRR RN ETRF,
HARHERE

= iy

#8{# KV-aware endpoint N )
) P BE, ZOFLEIE KV locality TEY scorer faiNo
routing
5t%& dynamo / kv-cache-offload; [lm-d KV Cache E{RZ5|F0iF

o

LI Z 4K KV offload

#BISIFTC GPU router {79 B2 & llm-d-inference-sim fE /8,

FXROEM] engine A KV E1E % %& vllm / sglang.

R R

llm-d-kv-cache #5BA KV cache 7373 serving FELZM engine NEPAT T EEAE S, HENEDE
=& engine A block BX. 5 worker KV transfer/offload. router Zif KV locality,
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lIm-d KV Cache ZR#9 51511 B S1F

Llm-d/Llm-d-kv-cache & llm-d B9 KV cache F8EERH/ER5IE. EAREZBIRE, MEM vLLM/SGLang
KV events $XBY block locality, 38 prompt/token block BRE$Z! pod/tier snR1ET, £A router/scorer iR[g]
cache-hit 9%#%; [FBIEE tokenizer gRPC. KV index service examples. Valkey/Redis/in-memory
backend. PVC/FS connectors,

PZIDZRIE

scheduler / router

|
| Score(prompt or tokens, candidate pods)

| kvcache.Indexer |
| token processing + block key generation - scorer - metrics/tracing |

| read path | write path
[ v |
| v
.
| kvblock.Index | | kvevents.Pool / subscribers |
| in-memory < Redis/Valkey | | vLLM/SGLang adapters < ZMQ event stream |
| |
I
|
J
\ 4

A 4 |
| vLLM/SGLang pods: KV block create/evict events, GPU/CPU/FS/object tiers
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RIRD =

E/BR =T
pkg/kvcache/** Indexer. backend. scoretypes. metrics collector,

#%i0ZE5]: in-memory. Redis/Valkey. cost-aware memory.
pkg/kvcache/kvblock/** Al y / y y
HMA. token processor,

EMHITHEA. ZMQ subscriber. vLLM/SGLang adapter. event

pkg/kvevents/** )

realignment,
pkg/tokenization/** api/ tokenizer pool/service, #Eftt Tokenize/RenderChatTemplate/
tokenizerpb/** RenderCompletion %M,

KPR

1. BE&{R: VLLM pod F=4 KVEvents, subscriber pool ;&#2/542 engine adapter fREEfL, FH
kvblock index.

2. 3EE&12: router/scorer f£ \ prompt/tokens F1{&i% pods, Indexer £ % block keys, ZEigHfLL
pods/tier g5 1,

3. score iR[EIE pod BY KV hit 5344, f Router 5 load/SLO FE A scorers f &,

Bt

« $B KV cache locality iR IHIZE/ARSS, = lIm-d k52 XS BE,
- EHIREL EsIBE RIS, BAF vLLM/SGLang event IR E,
+ %5| backend B 7sit/Redis/Valkey, 75{EMEBHIEIEEISFI router,

X ELRE (L

# dynamo B9 KVBM/KV offload #8Lt, [lm-d-kv-cache & router AT FHY KV locality index; #0 AlBrix
B9 pkg/cache #BLt, ©IRILALEFIRM tokenizer/proto/examples; # semantic router #8Et, E3#% token
block/cache s E§H, FFIEX EEKH.

P SHEEE

+ GitHub ¥R SERS: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map
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llm-d Latency Predictor

[Im-d Latency Predictor %5 [Im-d inference scheduler B ML-based latency scoring service, FFMIIE
IR{5 51858 endpoint picking, ¥ src-llm-d-latency-predictor-architecture,

ZRF18 R
EARE router &K, M= router/scorer BISMNIEFLNIE S,

(RS

= iy

£ Latency predictor &5 &%, llm-d Latency Predictor E@X—EHRIN
& Ae

B
EA Kubernetes APl / controller /runtime &8, EMNEEMNERE Kubernetes-native T{F
=359 Ao
FEBERESELIIRA RES, N lUm-d, inference-routing A&,

WY NES

+ Service API: latency scoring endpoint

+ Model/features: iE3K. ®RE. endpoint 3 [AEISFRIFIE
* Integration: llm-d scheduler/router scoring

+ Training/evaluation utilities

FERIE TR
2 llm-d Latency Predictor JR7E latency predictor (EEi¥ G : LBEHATARNR. BETAMNR, B

BERSIHENITREBEZE. HERRIZ. TREREW CI/EREERE. XMARLLE star HERRAEEREESGH

[ A
HU‘IDO
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llm-d Latency Predictor 2249 51§11+ B O

JR3Z: raw/Llm-d-latency-predictor-architecture-analysis.md « €F: https://github.com/
[lm-d/llm-d-latency-predictor - {54k P1

—AEE L

llm-d Latency Predictor &4 llm-d inference scheduler By ML-based latency scoring service, FAFMZE
IR{E 5158 endpoint pickings,

PZIDZRME]

Inference scheduling context |

|

| Request features, current load, cache state, and serving configuration |
| affect latency. |
[

| Latency predictor service |
| Extracts features and predicts latency or cost for candidate endpoints. |

| Training and evaluation path |
| Historical request data and benchmark traces calibrate prediction quality. |
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| Consumer

| Llm-d router or scheduler uses scores to choose an endpoint or route.

RIRDE

& / R3R
Service API
Model/features
Integration

Training/evaluation utilities
RIBEHER

scheduler JE#&f{&Ei%E endpoint
|
v
A latency predictor 3+ score
|
v
S50 E/KV/BESHHE
|
v
R endpoint

|
v
B SLIERER A TR

ITRREEF

« %N5F latency predictor 4£EE: llm-d Latency Predictor ik 2451 wiki A RIS TE serving engine 5%

it

H/\ ~
latency scoring endpoint
ER. B endpoint I EIEIRFE

[lm-d scheduler/router scoring

Training/evaluation utilities

B operator, MRERERE Kubernetes & ERIESBITHIE,
- JARFIBT: EARRE router &{&, ME router/scorer IMEFLIME S
< EBUNME: BRI Ilm-d, inference-routing —i2E, MAESAMILiTE(H,
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EE Sl

+ |lm-d-latency-predictor

+ kubernetes
+ llm-d
+ inference-routing
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llm-d P/D Utils

[lm-d P/D Utils ‘2= Prefill/Decode 53 BEBERY skills/scripts THRE, R preflight. GPU topology.
RDMA/NCCL/network/NIXL ZiZ#fi, ¥ src-llm-d-pd-utils-architecture,

£ ApVARS
EARE serving controller, & P/D EEFiI/GRIIZET T RS,

(RS

= ealluii
=) P/D d iagnost ics BESD &5, llm-d P/D Utils IERX—EBHRERIE,

FEM Kubernetes APl / controller / runtime & &%, ENEEMERE Kubernetes-native T{F
E}Z {5

3

ILo

TEBRENE LIRS REE, MM llm-d, disaggregated-serving A&,

IR A

+ Preflight scripts: cluster and runtime checks
+ GPU topology checks

* Network/RDMA/NCCL diagnostics

+ Agentic skills/workflows for P/D deployment

R R

& llm-d P/D Utils JZ7E P/D diagnostics £EiTh: KBERATATR. BMEATANR, BEEEER
HNEKRER, FAERR. TREFER CI/LHERE. XMARL star MEREREERTEG HAITE&,
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llm-d P/D Utils Z2951&1T BRI

JEX: raw/Llm-d-pd-utils-architecture-analysis.md « BF: https://github.com/llm-d/llm-
d-pd-utils - flL5%%k P1

—AEE L

[lm-d P/D Utils 2@ Prefill/Decode 53 EEBZERY skills/scripts TR%, BT preflight. GPU topology.
RDMA/NCCL/network/NIXL Zi2#f.

PZIDZRME]

P/D deployment readiness question |

|

| Operators need to know whether GPU, network, and Kubernetes prerequisites |
| are sound. |
[

| pd-utils skills and scripts |
| Run preflight checks for GPU topology, NCCL, RDMA, NIXL, networking, and |
| deployment shape. |
|

Diagnostics |

|

| Collects command output, topology facts, and pass/fail evidence for Likely |
| deployment blockers. |
[
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| Output |
| Actionable readiness report for Llm-d prefill/decode deployments. |

RIRD I

= / &R BASR

Preflight scripts cluster and runtime checks

GPU topology checks GPU topology checks

Network/RDMA/NCCL diagnostics Network/RDMA/NCCL diagnostics

Agentic skills/workflows for P/D deployment Agentic skills/workflows for P/D deployment

RIBEHER

FFERE P/D 1ZER1ES
|
v
RIS U SR T3 = /GPU/ LR 15 B
|
v
RITEEMEABER
|

v
i L SR I 223
|
v

HEFEE BhthighEn) R

RITRREEF
- %55 P/D diagnostics ££E: |llm-d P/D Utils 1.t H#7T wiki RRZHTE serving engine B

operator, TMAERRRR Kubernetes & ERIABSBIEHIE,
- WFRFIMT: EFRRZ serving controller, & P/D SEFIEHIZET TER,
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- ERMNME: BN Um-d, disaggregated-serving —#2&, MAMILITE(E,

EESALEE

+ llm-d-pd-utils

+ kubernetes

* llm-d

- disaggregated-serving
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lIm-d Planner

llm-d-planner 2 llm-d-incubation FRRYEREMYI SHEFF G, Bl SFEKREMMRE/GPU/SLO/MZS AR
# Kubernetes YAML, E4TF serving runtime i, RIEFEL Router iEKEZ R,

R [B)

NAFPNEERERF . HSM0E, NFRMEMZEFAKE. GPU. ETFXKE. replica ##
TTFT/ITL B4F. Planner &XLERFEM AT trial-and-error TR AT fERE. BIZRIE. AIZPEHITIZ.

ZRIE]

Business intent — Intent extraction — editable specification
| traffic + SLO + priorities
v
Benchmark/quality/GPU/model knowledge base
|
capacity planner + recommender + scorer
| quality/cost/latency views
v
Jinja2 — KServe/vLLM/HPA/Monitor YAML
|
v
Kubernetes

HESEK

Planner A& LLM provider f# intent extraction, 3 use case BR54Z! traffic profile #1 TTFT/ITL/
E2E SLO; Capacity Planner {8 weights. KV. activation. GPU ##f13#%&; GPU Recommender {£%&
FRMEHHIMEE; Recommendation Service #2 quality. cost. latency 4 X Best Quality. Lowest
Cost. Lowest Latency. Balanced fIE|; Configuration Service £5% KServe/vLLM/HPA/
ServiceMonitor YAML, EIFEER vLLM simulator 2#F7FE GPU FF &,

LRIENR POC/FANO, £FUNEXIRERS. AL ZFP. FIBRAFILFFIZE telemetry [

Ao
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llm-d Prism

[Im-d Prism @2 VR4 EE DM dashboard, 18 benchmark FiE{THIBRMEZEX 21, BTFIERE P/
D. BEAMABREENNE, FMW src-llm-d-prism-architecture,

ZRMIA S

[Im-d-benchmark fa5RE8L; Prism SisREIESRHLER,

(RS

= F1| 7
& performance analysis 8877 » lIm-d Prism IE=X—REEIARMAE,

PEr=)
FE Kubernetes APl / controller / runtime &5, ENEEMERE Kubernetes-native TfF
%ﬁz {5

3
=

ILo

FES, A llm-d-benchmark, llm-inference 4A

FEBNBEPELEERE

op

o

WY NES

+ Frontend/dashboard: experiment visualization

+ Data ingestion: benchmark result files or APIs

+ Analysis views: latency/throughput/token/error breakdown
+ Comparison workflow: stack/config/run dimensions

R

8 llm-d Prism J47E performance analysis £EHfh: EBECRATATNR. BHAAMR, BEEES
SHMNBEKRERE. BAERRF. TREBRFER ClI/TRHKER. XMARL star HFERAEERTES YA T A,
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lIm-d Prism Z2#951& 1T B 2T

JE3Z: raw/Llm-d-prism-architecture-analysis.md < €F: https://github.com/llm-d/llm-d-
prism - {£5ték P1

—AEE L

[lm-d Prism @2 IR e 4 dashboard, 18 benchmark FIEiTHUEMEAZER 91, ATIERE P/
D. BRAFIZREEME,

PZIDZRME]

Benchmark and runtime data |

|

| Runs, traces, latency, throughput, token counts, and error signals feed |
| analysis. |
[

| Llm-d Prism backend |
| Ingests benchmark output and models experiment/run/config dimensions. |

| Dashboard |
| Visualizes latency, throughput, token breakdowns, topology, and P/D |
| comparisons. |
|
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Output |
Serving tuning decisions for routing, batching, topology, and resource |
sizing. |

RIRD I

= / &R BASR

Frontend/dashboard experiment visualization

Data ingestion benchmark result files or APIs

Analysis views latency/throughput/token/error breakdown
Comparison workflow stack/config/run dimensions

RIBEHER

S\ benchmark/run #xiE
|
v
RIS DO E IR
|
v
BJ{14L latency/throughput/token stats
|
v
b ARE serving BLE
|
v
Wi A= H

RITRREEF
- #5F performance analysis 4 : [lm-d Prism ik Zigi wiki RR{EEETE serving engine &8

operator, TMAERRRR Kubernetes & ERIABSBIEHIE,
- BFLIET: IIm-d-benchmark f1338I585%; Prism AT BELINLER,
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- ERMNME: B Um-d-benchmark, llm-inference —#2&, MAEMILiE(E,

EESALEE

+ llm-d-prism
+ kubernetes
* llm-d-benchmark

+ llm-inference

287



llm-d Router

[lm-d Router MM LLM serving B intelligent entry point, E Envoy/ext-proc 3% Gateway APl $Z N\,
Fi@3id Endpoint Picker %t InferencePool endpoint 11T filter — score — picko

R [B)

@ HIYE RAEEEMERIRE, THE KV locality. #IBHAH. BERMAK. REESMP/DE
#Fo llm-d Router X £E runtime signal £ Gateway $3EE, A/ FEIR endpoint 3R KV EH,

PZIDHR

EPP @RHES|ZE; filters. scorers. scrapers EiffHHIESLIEHEL; InferenceObjective #l
InferenceModelRewrite 315K BHr. k. BREEES canary/A-B REEER 1k,

LS Primit

Ti%E#E Kubernetes inference endpoint, &1 provider M2 E quota; XLEETF envoy-ai-
gateway, BHARARIBNIREEE, [FEF semantic-router / routellm, &% Gateway API.
InferencePool. KV-aware f153%5 = serving 175,

%0 src-llm-d-router-architecture. src-k8s-gateway-routing-comparison.
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lIm-d Router Z2#9 51 1T BT

Llm-d/LLm-d-router & llm-d B9EBEAND. Ei@id Envoy/ext-proc 3§ Gateway API Inference Extension
ENRE, & EPP H filters. scorers. scrapers #1 scheduling profiles %t InferencePool pods f#iid &/
153 /3%3%; RBYEE disaggregation sidecar, #E encode/prefill/decode ZRELHEIER,

EDEIoE

proxy / gateway

|
| Envoy FULL_DUPLEX_STREAMED ext-proc < Gateway API + standalone mode

| Endpoint Picker (EPP) \
| request parser - filters + scorers < scrapers + scheduling profiles |

T

<

<

K8s discovery/data layer | | request management APIs |

InferencePool - endpoints | | InferenceObjective + InferenceModelRewrite |
|

- — —

v

v
| selected model server pod / P-D-E sidecar orchestration
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RIRD =

EB/B® HfE
cmd/epp, pkg/epp/server/** EPP server # controller manager,
pkg/epp/config, pkg/epp/framework/ EndpointPickerConfig. plugins. scheduling
plugins/** profiles

K8s binding. InferencePool endpoint graph. runtime
pkg/epp/datalayer/**

state,

Envoy request/response/header/metadata/chunking
pkg/common/envoy/**

BN,

KPR

1. proxy Yt EI3EK 18 headers/body stream 44 EPP ext-proc,
2. EPP fRMTiERIEEY /priority/profile, 10 EndpointPickerConfig, #% filters HEBRFEIE

endpoints,
3. scorers /7 scrapers/datastore Y load. KV. metrics =S, &INE$TS; picker ERHRED
pods

Bt

- plugin ¥ filters/scorers/scrapers 5& Router BI#Zi0y: FilB& B ERBE RN E &R
- EPP @i Gateway API/GIE 5 K8s tEXIFF, BB EXFERERIE,
* InferenceObjective #1 ModelRewrite it “ERBIR HNIZHIE, MASEREEHRHSERESR,

X ELRE (L

0 AIBrix gateway plugins #8tt, llm-d-router EER 4R Router/EPP; #1 agentgateway #8Lb, EMEM
model server pod placement, A& MCP/A2A/LLM access governance; # RouteLLM/semantic-
router #8Lt, BB K8s/runtime metrics IXEf,

P SHEEE

+ GitHub ¥R SERS: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map
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lIm-d Workload Variant Autoscaler

[lm-d Workload Variant Autoscaler (WVA) EEMAS I Ilm-inference B Kubernetes variant
autoscaler, F3VariantAutoscaling CRD #E[F—#%2!/InferencePool FAREMEH. . HASHEER
serving variant AIAN— 2B 48R, 1#0 src-llm-d-workload-variant-autoscaler-architecture,

['warning] Conflict

#HE 2026-09-22, [lm-d Hai dev Z2¥XEE ¥ Workload Variant Autoscaler 179
deprecated, Fi#iR EPP metrics = KEDA Prometheus scaler — HPA B9 48812, 7S Entity &
src-llm-d-workload-variant-autoscaler-architecture {F 2 EFTiE RARA A F 4249, FHIR X

ZRIFIAFR

BIRFAEN; HaRAEZEERZE., &0 llm-inference-serving-project-map.

WVA RE#ZEA HPA/KEDA, Ei@id Prometheus. GPU inventory. gateway-api-inference-extension
InferencePool. scale target #1 capacity model i+& desired allocation, #A/F1E desired/current
replica 38R R &4 HPA/KEDA X3 autoscaler H117.

tABHZER

=
E==8

[E—1E88%5 %> serving variant

¥ autoscaling 32 InferencePool/
modellD

HZEEE Deployment CPU/GPU
utilization ¥ 4a

%A Prometheus/custom metrics &t

%t
EE )¢

[lm-d-workload-variant-

HEE

autoscaler

% variant allocation

|y

iEE, BIAARRE GPU. prefill/decode. batch/interactive
RS (1L,

iBEE, @A HPA 5 serving 183,

B] g HPA/KEDA E1Z5 4,

FEHAETMMF] metrics API,

kserve / Knative
HPA / KEDA .
autoscaling
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[lm-d-workload-variant- kserve / Knative

YT HPA / KEDA _
autoscaler autoscaling

REEXS & workload g event service/revision/model
£ source service
#IBE  modellD / InferencePool _

. , / / EAETT model serving £ &5 /A4A
X variant cost

WITA T

o A 3EMTR4e HPA/KEDA scale subresource controller/autoscaler
I

ERIER

4 serving fleet FF#AHIN prefill/decode BE. KRE GPU B REIALAH (IS AR SLO MY, WVA 7
ERENE, BERBIBHELALIE model-serving-operator #1& i@ autoscaling AT EE,
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llm-d Workload Variant Autoscaler Z2¥5 5%

TR

[ raw/Llm-d-workload-variant-autoscaler-architecture-analysis.md « €F: https://
github.com/llm-d/llm-d-workload-variant-autoscaler - %3#fhkas HEAD 526ce85

—AJIEE fiL

llm-d-workload-variant-autoscaler 2E M5 lIm-inference B Kubernetes £ /5 autoscaler, 1zt
RER—IEE /InferencePool FHIZ 4 serving variant, Ei&id Prometheus. gateway-api-inference-
extension. KEDA/HPA. GPU inventory # scale target X%, I8 “REEH/BE/MENTENZEY %
DEIZAR” By IMERFEATAN status,

['warning] Conflict

# X 2026-09-22, lIm-d =i dev ZRAXHEERF Workload Variant Autoscaler 179
deprecated, Fi#iR EPP metrics = KEDA Prometheus scaler — HPA B9 458812, TUREBH
FrcRARANA LGSR, SFRATEEMZLE. £ llm-inference-serving-project-
map.

PZIDZRME]

—
VariantAutoscaling CRD |

|

| api/vlalphal |
| modelID / min-max / variantCost / targetRef |
|

T
|

reconcile
| v
—
controller-runtime Manager

| |
| cmd/main.go |
| - VariantAutoscaling reconciler |
| - HPA / KEDA ScaledObject reconciler |
| - InferencePool reconciler |
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| target refs | metrics | pool state
v v \ 4

[ ]
[ ]
| Deployment/ | | Prometheus | | Gateway API |
| StatefulSet/ | | request rate | | InferencePool |
| LWS scale | | queue/cache | | Endpoint / variants |
| | | | | |
| |

I

|
' A 4

|

| v

Saturation Engine
internal/engines/saturation
- replica metrics collector

GPU inventory / Llimiter

queueing model analyzer

| |
| |
| |
| - capacity knowledge store |
| |
| |
| - cost-aware optimizer |
[

| desired optimized allocation
v

[
—

| Actuator / Metrics Emitter |

| internal/actuator |

| emits desired/current replica metrics |
|

I
1

| external/custom metrics
\ 4
HPA / KEDA |
scale subresource |
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v
Serving variants

RIRD =

bal

= / &R R

<

API B ZE X VariantAutoscaling spec/status/conditions.

Manager 7EAf K8s. Prometheus Operator. Gateway API Inference Extension. KEDA. LWS
BB scheme, #£H%E reconciler # engines,

Reconcile  fi##fr scale target. ¥#f conditions. i%HX decision cache. patch status. watch
= workload # InferencePool,

Metrics g _ _

& X% request rate. replica. queue/cache/capacity HHX151%,

. #E1P capacity store. GPU inventory. queueing/saturation analyzer. cost-aware
Hof3IE pacty Yo queueing/ y

optimizer,

WIToHE & desired/current replica Z$5#5ft HPA/KEDA jH %,
KIBEER

FAF &l VariantAutoscaling
|
v
Reconciler resolve scaleTargetRef + InferencePool/modelID
|
—— T TargetResolved / MetricsAvailable / OptimizationReady conditions
L—— JEM namespace / watched resources
|
v
Saturation Engine JAHAREE Prometheus + replica + GPU inventory
|
—— {43 variant capacity / saturation
—— £/ queueing model HEHFIERES
—— RZF GPU / budget / min-max £93R
—— cost-aware optimizer & desired allocation
|
v
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DecisionCache / VariantAutoscaling status
|
v

Actuator & desired replica metrics
|
v

HPA =% KEDA 3j3EX external/custom metrics
|
v

Deployment / StatefulSet / LWS BIZ#Z1k

RITRREEF

+ Variant i autoscaling B—F 3R ERREE Deployment B9 CPU/GPU #5t%, MEiBE—1&
BTARERES. ABKEEETAEMN—MLKIR,

+ AE#36 HPA/KEDA RYERST . WVA EE%4515, SLFF scale {iH HPA/KEDA 5o

- Gateway API Inference Extension =& serving IBXNA: EHEIERE InferencePool #1 endpoint
pool, MAERMuEA workload autoscaling,

- MUSIZRZEREMIRMARBYAFIAZE: capacity store. GPU inventory. queueing analyzer
0 optimizer @it serving capacity curve,

EE Sl

+ |lm-d-workload-variant-autoscaler
+ llm-d
+ model-serving-operator

- gateway-api-inference-extension

+ llm-inference
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IIm-d Zet 511t B3 Hh

Llm-d/Llm-d @ Kubernetes A3 7=t LLM serving stack 2N, EAREE®% docs/guides/recipes/
architecture hub, 38 Llm-d-router. Gateway API Inference Extension BJ InferencePool. vLLM/
SGLang model server. KV cache management. P/D disaggregation. latency predictor. batch
gateway. autoscaling FLAHLHLRAL well-lit paths.

['warning] Conflict

8 E 2026-09-22, llm-d i dev ZE¥IXAE R Workload Variant Autoscaler 4579
deprecated, Fi#iR EPP metrics = KEDA Prometheus scaler — HPA B9 458812, ARREH
FricRRANALIGIT SR, SFRATEEMZE. £ llm-inference-serving-project-
map.

AN Q]S

client / gateway

]
| OpenAI-compatible request - Gateway API - Envoy/agentgateway/Istio/kgateway |

| Llm-d Router |
| proxy + Endpoint Picker(EPP): Lload/prefix/SLO aware scheduling \

InferencePool / variants | | advanced components |

model server pods | | KV index/offload « P/D + WVA - batch
|
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v |

| VvLLM / SGLang on GPU/TPU/HPU clusters, with reproducible guide recipes
|

RIRDIE

E/B= =E

docs/architecture/  #ZOZEHISXAY: Router. InferencePool. Model Server. KV cache.

* %

disaggregation. autoscaling. batch,

AIE PSRN /ZRE IR optimized baseline. P/D. wide EP. tiered prefix

guides/** -

cache. flow control. batch. observability

HIEEHAIGIT: autoscaler. batch gateway. planner. resilience operator
docs/proposals/** e & ¥ P " P

Fo

release/**, guides o . .
. /** 6 / &17#0 Kustomize/Helm recipe Ao
recipes/

RIBEHER

1. 153K Gateway API # X\ Router; proxy B ext-proc &if] EPP,
2. EPP #% InferencePool X BRI A model server pods, #H454 load. KV affinity. priority/SLO

profile ¥143,
3. &% EH, P/D disaggregation Ftif prefill Bifk decode, KV cache i&id index/offload &/
reuse,

iR
 lUm-d 8 “ZRIFRENL + AEFSD + well-lit path” (FAEER(Y, MAR—MNARIT#HH,
- B7#IA model server & vLLM/SGLang &4MEB engine, llm-d RE _EAY orchestration {1t

« InferencePool R1ZICHHR: 1§ LLM-optimized Service, A labels/variants RiXHEE, AEFIEEE
ERo

X EEE (UL

0 AIBrix #8EL, Um-d EAREN/EEK, A9 E; F dynamo #8LL, ©F Kubernetes/Gateway API
first; # vilm/sglang #8LL, ERE engine, & engine Z LAY serving system,
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P SHEEE

+ GitHub YR SIKRS: src-github-stars-backlog-current-state
- WERIMIE]: github-stars-backlog-implementation-map

299



IIm-d #Z:CI5 B 8$ 2/ B R

JRX: raw/Llm-d-core-projects-research-2026-09-13.md - JAFFHER: 2026-09-13

—AEE L

llm-d 217 F vllm / sglang Z EAY Kubernetes-native D TCHIBIEHIS i bi%; ZOMBELSERE. KV
cache. P/D. ¥ 48%&. Batch. SCIQISIFMIBZE RN XN AL T EEBER

BARZRME]

| Client / Workload |
| OpenAI / vLLM / Anthropic-compatible requests - online - batch + agentic |

| HTTPRoute / API / queue
v

| Gateway / Proxy |
| Envoy - Istio - AgentGateway - Envoy AI Gateway - cloud Gateway API |

| ext-proc / Endpoint Picker Protocol
v

| Llm-d Router / EPP |

| request parser — flow control — Filter = Score = Pick |
| load + queue °* KV locality - latency prediction - priority + LoRA |
|

v v v
InferencePool KV indexer WVA / HPA / KEDA
Pod discovery ZMQ KV events desired replicas
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Model Server Variants
VvLLM - SGLang -

TensorRT-LLM

aggregated Prefill

Decode -

batch

T

| OpenAI API / metrics / KV events

v

Accelerator + Runtime
GPU / TPU / HPU / NPU

- TP/ DP /EP -

KV HBM — CPU — SSD/shared storage |

Batch Gateway

Pool |

files/jobs/status

| —>

|
Async Processor

| | queue + flow gate |

Benchmark

reports |

render/deploy/run

[ ——>

no

]
Inference Simulator

GPU, VLLM-Llike |
|

| —>

Router / Model

| online serving path

| —>

Prism /

compare experiments
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| Llm-d Planner:

intent — traffic/SLO — capacity — recommendation — YAML

IO B ER SR

=

[lm-d-router

[lm-d-kv-cache

[lm-d-workload-

variant-
autoscaler

[lm-d-batch-
gateway

[lm-d-benchmark

[lm-d-inference-

sim

llm-d-planner

(2:¢

FERM). EE
recipe. API#0 well-
lit paths

Proxy + EPP & 8EANO

KV event index/
scorer library

variant /53 48

OpenAl-compatible
Batch API

an JE HAZwHE

AL

VLLM 1T R1EII2E

FREIEBEML!

fi REY L 5 1R) R

HIRBY server A&
4 7= serving stack

endpoint picking.
PA. M. P/D 4mHE

BE prefix EE. &7
BEpMER

S# GPU. P/D. pZs
5 SLO WIBX & B

REBLIBRBIFA
. EAMPRA

ZHIE. ZEERELR
Gk

7 GPU 3&3iE routing/
autoscaling/Cl

& GPU/HREY/SLO HY
I RASE LS 3

FEEK

Kubernetes. Gateway API.
vLLM. SGLang. Prometheus

Envoy ext-proc.
InferencePool.
InferenceObjective

vLLM/SGLang KV events.
ZMQ. Router EPP

Prometheus. HPA/KEDA.
InferencePool

PostgreSQL. Redis/Valkey.
object store. Router

Jinja2. Kustomize/Helm.
GuideLLM. inference-perf

OpenAl API. vLLM gRPC.
ZMQ. Prometheus

FastAPIl. SQLite. LLM
provider. KServe/vLLM
YAML

Router / EPP J&KRE& 12

HTTPRoute — Gateway/Proxy
— ext-proc &R
— EPP f## request
— Flow Control admission / priority / fairness

302



Filter {&iftimm

Score load / KV / latency / LoRA
Pick endpoint

Proxy %% %l Model Server
VLLM/SGLang #1117 prefill + decode
metrics / KV events P EPP

N R A

llm-d-router BY75 752 Filter — Score — Pick, MARBIEEA routing heuristic ElX7E Proxy
., EPPRgE@EE Flow Control &I priority band. saturation. fairness #ll ordering; Proxy #k4£7%{8
HEE. TLS MK,

KV Cache E&#F
Router Z2F3E]
Client
|
v
| ext-proc
[
| Envoy / | » | EPP |
| Gateway API | « | parser — flow control — scheduler |
: i ' endpoint | Filter — Score — Pick
|
|
| | consult
v A 4
[
[ 1
| InferencePool | 4—— discovery | Data Layer
| model Pods | | K8s Pods + metrics + KV + sidecars
|
I
|
|
v

|
| VLLM / SGLang / TensorRT-LLM - aggregated / P-D / E-P-D variants
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Model Servers

| VLLM / SGLang |
| BlockStored -+ BlockRemoved - ALLBLlocksCleared |

| msgpack over ZMQ
v

| kvevents.Pool |
| shard by pod — preserve per-pod order — EngineAdapter |

| kvblock.Index |
| requestKey — pod entries - engineKey — requestkey - LRU/Redis |

A
| Lookup / score

EPP host process |

|

| external tokenizer — TokenProcessor — longest-prefix Scorer |
| GPU/CPU tier weights - speculative entries - multimodal/LoRA |
[

I
|

| normalized KV locality score
v
Filter — Score — Pick

llm-d-kv-cache FUXBARZE “EBKVEFEIME" , M=ZIL engine BY KV state ¥ Router AJEIFH locality
signalo 'BE3Z#F VLLM/SGLang event adapter. siE4E prefix. tier ;]&E. multimodal/LoRA extra keys
#0 speculative indexing; tokenization IETEMER pool sEFBEIFMEE host/sidecar,
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Autoscaling. Batch 53L3@iAEF

Autoscaling

WVA %2BYX queue. running. KV. latency. pending Pod # accelerator inventory, it+& desired
replicas, Fit HPA/KEDA 117, B —[E# Deployment i&& KEDA + EPP metrics; % variant. P/D. &
FIRE{FFN5R SLO A FHFE WVA,

Batch

Batch Gateway fa 5 job/file/output B9 durable lifecycle; Async Processor fasi M Redis 5% Pub/Sub BX
BIER. EERAESM flow control, BIAMA Router, BFMTEL Router WX FIZE: FIEMLI job AlhE
MMEL, EERCRIERERSHRIERE,

Benchmark 5 Simulator

Benchmark A declarative scenario. Jinjarender. Kubernetes lifecycle. harness #1 workspace £}
BJEMLL; Inference Sim B OpenAl/vLLM API. ZEIRAT0. KV blocks. metrics # failure injection it
XEESIO A IAFE TS GPU IEMUEHITE smoke test, Simulator REEF=IHRER L,

Planner BY_EEANC

lim-d-planner B BAB S H &ML B BEE SRR traffic profile. TTFT/ITL/E2E SLO. quality/cost/
latency 1X&, B benchmark. capacity planner 1 GPU recommender £ZE RN, &EER
KServe/vLLM/HPA/ServiceMonitor YAML. EZ& adoption/planning B, &7E Router BITEL&IEKERR
Mo

i F 5857

* lm-d ASRAEHIINAEN, FEARHEE engine,
+ llm-d-router 135 endpoint-level intelligence, F&&H provider gateway,

- llm-d-kv-cache 1% locality index/scoring, ~F[EF KV offload 3§ KV transfer,
- WVA i@id HPA/KEDA #1174 48, FEIZEXfX Kubernetes autoscaler,

- Batch Gateway IR ZH job, FREIE batch iEKREES interactive requests

- Benchmark 5 Simulator fas33IFMILE, FREIEIEIGER HEL GPU $51R.

* Planner fOREFZEMY, HENEBEXDEFRSF POC LI,
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BIEZRIEhTE
BOEREIBR

HTTPRoute — Gateway/Proxy

ext-proc &K

EPP fi##fr request

Flow Control admission / priority / fairness
Filter f&&EiR=

Score load / KV / latency / LoRA

Pick endpoint

Proxy % %% Model Server

VLLM/SGLang #1117 prefill + decode

metrics / KV events '@ EPP

N A A A

WVA

Prometheus / EPP metrics
queue + running < KV - latency < pending Pods
|
v

WVA Controller |
workload/variant discovery — capacity model — optimizer
supply constraints -+ energy/cost -« latency/throughput SLO

| wva_desired_replicas
v

| | metrics
scale subresource

| Prometheus » | HPA / KEDA

| > |

Model-server Deployments / variants
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Batch Gateway

Client
| POST /v1/files + POST /vl/batches
v

PostgreSQL metadata

Batch API Server |
validation / status | |

| enqueue | |
v | Redis/Valkey |
| l | queue/status |

| Processor workers
| <
| fetch JSONL — invoke |

| backend — write output |
|

I
| OpenAI-compatible requests

v
| object storage / FS
| Router or backend » output
JSONL
|
A
: GC / retry / reconciliation
Benchmark

Scenario YAML + cluster config + CLI overrides

|
v

| Plan phase |
| Pydantic validation — config merge — Jinja render — workspace |
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| standup | — | smoketest | = | run/experiment | — | teardown \
| infratstack | | health/API | | harness+DoE | | cleanup |

workspace: manifests < logs + metrics < reports

Inference Sim

OpenAI / vLLM client
| HTTP + HTTP/2
v

| Llm-d-inference-sim |
| HTTP/OpenAI + vLLM gRPC + render/tokenize + admin/config |
|
[

T

Request/API | Simulator | Engine-compatible signals |

|
| parsing/response | queue/worker | metrics + KV events |
|
[

| latency calculator | prefix KV cache | ZMQ BlockStored/Removed |

| constant/per-token | block eviction | Prometheus vLLM metrics |
| |

|
——— OpenAI-compatible responses

—— Prometheus metrics
L—— ZMQ events — Lllm-d-kv-cache / EPP

Planner

Business intent / user count / priorities

|
v

| FastAPI / UI / CLI
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| Intent Extraction — Specification Editor

| Knowledge Base

| model catalog + GPU catalog - SLO templates - benchmark DB
| Arena/Artificial Analysis quality - empirical/estimated data
[

Recommendation

|
| capacity planner — config finder — quality/cost/latency scorer
| — ranked views / what-if trade-offs

[

| Configuration / Deployment
| Jinja2 — KServe/vLLM/HPA/ServiceMonitor YAML — Kubernetes

P

+ inference-routing

+ kv-cache-offload

- disaggregated-serving

+ model-serving-operator

+ gateway-api-inference-extension

« vilm
+ sglang
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Model Serving Operator

Model serving operator ;27 Kubernetes LA EIRZEL, runtime. endpoint. autoscaling. GPU
R EIEAR SS 4 an A HARVIZ HIE

R&RIE

=

kserve
ome

kubeai

gpustack

[lm-d-workload-

variant-autoscaler

[lm-d-batch-
gateway

rbg

kthena

openkruise-kruise

Ef
¥R InferenceService / LLMISvc / LocalModel &

Open Model Engine, CRD/controller + runtime selector + accelerator
configs

Model CRD + OpenAl-compatible proxy + autoscaler + model loader

GPU cluster manager + vLLM/SGLang 4&#E + observability

Deprecated FY[F S variant autoscaling i&it, NEi%/1&it5%E

TERERIEE, B3 batch job lifecycle &%) model serving endpoint
F8 RoleBasedGroup / Rolelnstance / CoordinatedPolicy ®AZ A . B
S, EAEMIAR inference workload

F3 ModelBooster / ModelServing / ModelServer / ModelRoute & 5% K8s
LLM serving control/data plane

TEHIZEEEARS, {8124 workload enhancement. image preheat.
workload spread Fo]f&4HY K8s workload automation &=

1 engine BIX 5!

vllm / sglang Z#12 engine; model serving operator EHIE engine TEEEENZE. ¥ 45, HH. 12
B4 s FHAH API B2,

A llm-d SMEEAFRIR R

llm-d-batch-gateway. [Im-d-benchmark. llm-d-inference-sim, A% deprecated/F£8Y llm-d-

o4k .

workload-variant-autoscaler, %#BH model serving operator EEiXHE—EB T2
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BEZT

Batch job control
plane

Variant
autoscaling (A
)

Benchmark
lifecycle

Simulator

(A%

[lm-d-batch-gateway

[lm-d-workload-

variant-autoscaler

[lm-d-benchmark

[lm-d-inference-sim

#0 operator BYiZ5R

FRIRIREARSS, ERAEHR endpoint 11772 JSONL
jobo

Deprecated &1t & /3% variant 358 desired
allocation; IMXEFH/&ItEE,

REEF controller, MEZPE. B17. WEMDMTE

%o

AREXIRERRS, BATFIRIE controller/router/
benchmark #3%,

RIS R EHEIX AR “serving operator” . operator EEBAR A #E/ARE; batch. benchmark #l
simulator Z3ItNEHES. TENFNLE S, WHEFZE, (Im-d ZF1EZZE EPP metrics = KEDA
Prometheus scaler = HPA; [lm-d-workload-variant-autoscaler 89 Entity Conflict Fi2 X% £ i&iHYXH

FEE/RITSE,

1 Kubernetes AE/{strIMNERI X R

1REYARSS operator REIBIERIARS L FHAIE AR, dynamo B/R T 5 —%145: DGDR/Profiler/
AlConfigurator AR EFIALEIEZE, DGD/DCD/Operator AR EFEM, Planner faRiz1TEf P/D B2
=, M Router BTEIERMERR, kueue /jobset / lws )RTE batch #1937z workload 'EAFRIESNPA;
karpenter JRTE T m A2 /G pending pods §H; metrics-server / prometheus-adapter JR7E
autoscaling BEEEIMILEIEIR. kubernetes-workload-automation 325 _EIAIEE(ANL A,
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MUSA Learning Notes

MUSA Learning Notes 2 googs1025/musa- learning-notes #Y GPU REFSIIAE, F 6 AR&M 38 4
MUSA 758 MUSA SDK. CUDA—>MUSA &%, Stream/Graph. i7F. GEMM. ik, ZF#H
torch_musa, 1% src-musa-learning-notes-architecture,

ZRMIA S

EAREEF SDK. #HIE5|ZE5 benchmark £ &, M gpu-programming-learning #%!AYSEEEAN M,
CEEFE S IRARIE docs/roadmap.md, IEBESFLERE N AAE docs/concepts.md / docs/cuda-vs-
musa.md, BEEITSEIOMIE code/weekl El code/week6, EEFE notes i2® MUSA SDK SEIE R,

&8/ NEG

= EallLii

8M CUDA B RiT#5E|

\Eé’ A) g AN
MUSA iES, #t& CUDA—>MUSA BRET, Bz week BER |

A8%h GPU kernel &5t iEH, Runtime — Stream/Graph — Reduce/i57%/GEMM BIER 125

KRB LLM serving

. FiEE, WE llm-inference, vllm, sglang, dynamo, lim-d
[ |

A8E1E Kubernetes GPU &S, NE k8s-gpu-device-stack, gpu-operator, k8s-device-plugin,
) gpu-sharing

[EEAE

5 CUDA_Freshman #8tt, MUSA Learning Notes 817 MUSA SDK fIE/REZFEER; 5 LeetCUDA/
LeetGPU #ELt, EEREIREMIZEIL, FREHEE, B LUEAN src-ai-infra-learning-cn-stars |
GPU / CUDA / kernel ZF > BRI A S BR 4D 720
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MUSA Learning Notes ZR¥ 5 1% 1t B

JR3Z: raw/musa- learning-notes-architecture-analysis.md + €F: https://github.com/
googs1025/musa-learning-notes - 43 #frhR4s HEAD b4042c3

—AEE L

musa-learning-notes 2 EA gpu-programming-learning #1 CUDA E| MUSA EBHAAZEIEE, A2
BRAEREFESE, B MUSA SDK B A 4RIZIEmIRAL 6 BIRTE, F 38 .mu/C++/Python /NRHIESE
Runtime API. Stream/Event/Graph. $ITIRE!., AEMMK. GEMM, Ak, ZFH torch_musa, EIE
B1EA wiki 1 GPU / CUDA / MUSA 23 RFINO, EHZKE kernel JlIZk. lim-inference M4 EEIE/ZF k8s-
gpu-device-stack,

AN Q]S

MUSA Learning Notes |
Public learning log, not a reusable runtime or Llibrary |

| docs/ |
| roadmap.md 6-week curriculum and official-guide mapping |
| — concepts.md SIMT, hardware, memory, sync, error model |
| F— cuda-vs-musa.md CUDA Runtime/API/tool/Llibrary migration map |
| — setup.md Llocal/AutoDL/MUSA SDK setup |
| L articles/ long-form Llearning notes |
;

I
| code/ |
| — include/musa_common.h MUSA_CHECK, MUSA_CHECK_KERNEL, CpuTimer, GpuTimer |
| | CMakeLists.txt mcc-based full-course build harness |
| F— weekl/ hello, thread index, device info, memory, errors |
| F— week2/ vectorAdd, pinned memory, timer, stream, graph |
| — week3/ warp divergence, reduce, shfl, dynamic parallel |
| F— week4/ coalescing, offset, AoS/SoA, transpose |
| F— week5/ shared, constant, tiled GEMM, muBLAS |
| F— week6/ MUSA GDB, error dump, MCCL, torch_musa |
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L— leetgpu/easy/

LeetGPU Easy kernels ported to MUSA

RIRDIE

& / 1R3R

}%
CUDA—MUSA i
BE

aFE SN
=

HTH

AETRBIE

HIF5EE)
ZN

KNS5 EEE
XM EENIAFR

SIRREREEK

RIBEHER

JFEFE .
/BE .

MEEREEHIRHKE:. R—MESEENE—

/EX 6 ﬂﬁﬁ@é gﬁl’ﬂ*ﬂilu\ *E*D@E?E E*’T‘

#2317 CUDA Runtime EJ MUSA Runtime BYAp B MRS, HZR
=& #0 Driver API 8

S warp size. TE%E.

B mcc 4RmiE .mu, F—BIRKNE. ITNNTEEITERR

FNREIFF—1 =, & Runtime — Stream/Graph — Reduce/i57%/GEMM — i
i/ ZR/MERREH

8 LeetGPU/CUDA kernel Zr>)iE#8 B MUSA hieZs, FZECRIRIRRAY kernel JIIZRER 1R
1B AutoDL / MUSA SDK SE#F. IR ERMKIEHE

NETHSMNERE Y SDK, WMARIRMHAEF benchmark harness, ©H
NN .mu XX, EEALESE. KRB, 55

TCAEE—

[

| Reader goal
| learn GPU /
| port CUDA

[

|
v

docs/roadmap . md |
choose week/topic |
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» docs/concepts.md / docs/cuda-vs-musa.md

build mental model and migration rules

|

|

|

|
v

code/weekN/* .mu |
PART I/II/III file |

|
v

[

| Makefile / CMake |
| mcc + musart/musa |
|

|
v

MUSA runtime on GPU |
run, time, compare |

|
v

notes + exercises |

[
|
| retain measurements |
| and next questions |
|

KITRREEF

« AFFIAEMIEBIZ™ M. CFEK MUSA SDK EARIEIEE—A—=H#h#, [REFSIEMn
8, EE#N gpu-programming-learning,

- BPNRBIRETR—T R roadmap 38 timer. #3EHBE. unroll. Stream. Graph FZ{IFkAIRIL
IMBIF, BEF—PK demo [EIBTAB KSR,

- CUDA T# S EUE, BEEEHERL: XL H Runtime API. Stream/Event. Graph. [E
BT EEmMET, B45505818 MUSA warp=128. Z2#95. PTX/IR. #R#M0 Driver AP| HiZ3 A BETCHX
ik,

- MEBRSKIRSF )AL : TAE CMake 1£ project() BITIZE mcc, B45 mec AN -x musa, ik IDE ZE5|#0
BEMEELS .mu R FI T

- IR ENITESEIE N AHEAIEIZ: musa_common. h 3 MUSA_CHECK. MUSA_CHECK_KERNEL.
CpuTimer. GpuTimer, IBEFEHIR. FHHIRF GPU event i+BI L /G4 LI H FREE,
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- BRRERLN, MAERER CUDALL: Week 2325 MUSA 3.1.0 _E unified memory prefetch
RZHF. 4-stream 2N0E 1.14x. Graph b direct launch 1€ 1.65x, fR& MUSA ZgisSc B AR
SRS vIE S

KA

CUDA—>MUSA BB

docs/cuda-vs-musa.md BENMFESIRF|BTE RS, ©8 CUDA Runtime / Stream / Graph / FE B BRETAL
MUSA X4, BEEEMNERNSIEE warp size: 128 vs 32, -arch=sm_xx Ae]E . PTX/IR R[E.
Driver AP| {8 mu* BiZXLETi5105R, WEHR CUDA B=MAFRN, XTI/ IEEBIRFINKER,

Week 2 Stream / Graph =

Week 2 BRRERSFIERET IO —AHTRBl, 05_multi_stream.mu B “BERSF” EBFEZE pinned host
memory. Async API #1 non-default stream; 07_musa_graph.mu &7~ musaStreamBeginCapture —
musaStreamEndCapture — musaGraphInstantiate — musaGraphLaunch BFYERFEER1Z, [EIFTREE MUSA 3.1.0
£t Graph RMTEIEMNLEL. X—EHRAALIF lm-inference H3X token )\ kernel. launch overhead
FERZ DAG LI R BXEEH,

RSl

+ musa-learning-notes

+ gpu-programming-learning

+ src-ai-infra-learning-cn-stars

+ llm-inference
- k8s-gpu-device-stack
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i

NVIDIA Dynamo ZR¥g 5k SSn@ (SCHEE
hi)

J&3Z: raw/dynamo-architecture-analysis.md « F: https://github.com/ai-dynamo/
dynamo + 73#fThRZs HEAD ed64b7d
ADIEYF README 5EAXEEN; “XHEBEH" 5 “REES” eREX .

—A)IEE fiL

dynamo Z1iF SGLang. VvLLM. TensorRT-LLM Z IR0 LLM HIBREHIE, TSAET R, P/
DO E. KV EEE. SLA ¥ EHETRZRE, MASERHEES LS,

AR REV LY 53R

« & prompt B9 prefill £PEZE decode: FAIHII prefill/decode iF0 NIXL KV transfer i RFRE

- EROEIYEREAELERE: B KV overlap + &5 B AKRE, BOEE prefill

- GPUBEF AT B DGDRIEREE, Profiler/AlConfigurator £/ DGD, Planner TE4%iA%E
2l7s,

- worker IEEIZERBEAMAF . A migration. worker inhibition. canary # graceful shutdown £
RS &S,

- FENOFERE: 7% Dynamo Frontend-native B&E, 3¢ Gateway APl + GAIE EPP, 1BAA
I2#0 serving selection fi##f.

ISR
|
| &S / Agent |
| OpenAI API - Responses - Tools |
: |
| HTTP / SSE / gRPC
| A\ 4
_—
| ANOSEREHR |

| Frontend / Gateway EPP / Standalone Router |
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| auth - protocol < tokenize + session hints

route decision request dispatch

| Dynamo Runtime |
| Namespace — Component — Endpoint \
| discovery + request plane - event plane |

KV overlap + load endpoint registration / health
| |
[ v 1
v |
| KV-aware Router \ | Discovery / Control |
| prefix index + scoring | | etcd / Kubernetes / file |
| filters + worker choice | | EndpointSlice / metadata |
| |
I
|
|
v
v |
| Serving graph | Capacity control |
| Prefill pool <> Decode | | Profiler — Planner |
| pool; aggregated mode | | Prometheus — scale target |
| |
I l
|
| | |
KV via NIXL engine API DGD / DGDR reconci le
| | |
v v
v |
| Prefill Worker | | Decode Worker | | Kubernetes Platform |
| prompt — KV | | KV — tokens | | Operator - DGD - DCD
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| SGLang/vLLM/TRT | | SGLang/vLLM/TRT | | Grove / Gateway API

| v
v
| KV state & events | | Observability \
| GPU/CPU/NVMe/Blob | | Prometheus + OTLP - Grafana |
| KV events/index | | traces + logs + FPM |
[ |
RIRDRS51A5R
= Ihik Ak
¥, tokenize. NAHE; A2
Ad Frontend. Gateway EPP. Standalone Router a
I GPU kernel
. . 7e3E worker; FEE2E
RER KV-aware Router. PrefillRouter .
Kubernetes X7
Runti Namespace. Component. Endpoint. discover N .
g ' P V' msemi; FER Operator
me request/event planes
s Prefill/Decode/Aggregated Workers + backend batching. sampling. KV. token
B engine generation
KV/fE KV transfer 53 REFME; FEFNT
NIXL. KVindex/events. KVBM/offload ]
L] f f SR —BEERE
N DGDR. Profiler. AlConfigurator. Planner. DGD/ RERR. ¥4, HE&; THA
= y
DCD. Operator, Grove token FE&RRE
ME T FEMY,; TREFEEIER
i=47)] Prometheus. OTLP. canary. migration RASEIRIE; TheEENR &
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BEREEHR

REER
Client
| 1. OpenAI-compatible request
v
Frontend
| 2. validate — chat template — tokenize — normalize sampling
v
Router
| 3. filter ready workers
| 4. score KV overlap + active prefill + active decode + request count
v
Selected aggregated worker
| 5. continuous/inflight batching inside backend engine
| 6. prefill + decode on the same worker pool
v
Token stream
| 7. detokenize / aggregate if non-streaming
v
Frontend

— (Client
P/D 7 EigK

Client — Frontend — PrefillRouter
|
—@ 3% prefill worker
| |
| Fi+& prompt
| 4R KV blocks
|
|

—R[B] disaggregated_paranms

—@ #%4#% decode worker

| |

| F—EN transfer metadata

| @3 NIXL 1@ GPU<>GPU KV transfer
| “—fFF KV FFI8ZF token decode
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L—® stream tokens — Frontend — Client

KV-aware B R iRIF
Request arrives
v
tokenize / normalize
|
v \ 4
KV prefix index active-load snapshot
cached block overlap prefill/decode/request

T
v
worker filters + cost score
|
v
worker choice

v v
request dispatch KV Lifecycle events

L——» index refresh

EREZASBIZHE cache locality 3R A ASHri0, [EIRHESTE22ECH prefill/decode T1E:

adjusted_prefill = max(raw_prefill - overlap_credit, 0), FB%5 projected decode blocks. active
request penalty 63, EFRE “/KIZiE#ZE cache spH & ZHY worker” o %01 inference-routing 5 radix-
attention,
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DGDR — DGD — Serving

RFREE
| model + backend + hardware + workload + SLA + optional planner
v
DGDR
| discover GPU type / memory / node capacity
v
Profiler
| rapid: performance estimates
| thorough: deploy candidates and benchmark on real GPUs
v
AIConfigurator
| enumerate — evaluate — rank candidate topology / parallelism / replicas
v
Generated DGD
| autoApply=true

| autoApply=false — user review |
v v
Operator reconcile DGD applied
| create worker graph / DCD / services / optional planner
v
Serving deployment

Planner ¥ 45413F

|
OBSERVE | — | PREDICT | — | PROPOSE | — | RECONCILE |
|
|

metrics | | req/ISL | | replicas | constraints |

v

CONSTRAIN |
min/GPU/SLA |

v

| EXECUTE
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| scale_to
|

v
Operator / connector changes replicas
|

L—— feedback —— OBSERVE

throughput loop FUMHFETRFRME TR, load loop RIRLIE SLA[E/1. EA1HZE worker inventory.
MERERREL, KV hit rate. speculative accept length 5 GPU budget; EIlt Planner R2& & CPU
utilization HPA,

Gateway AP| E&H

Client
|
v
Kubernetes Gateway / HTTPRoute
| ANOZREE. IAE. BRI, S0
v
GAIE Endpoint Picker Plugin (EPP)
| £ Dynamo KV-aware selection
v
Selected worker Frontend sidecar
| router-mode=direct
v
Worker / engine

TS

request in flight
|
v
worker error / timeout / disconnect
|
—ARA]EFEEEIR — reject / return error
|
RIS EIR
| cache token/request state
| inhibit failed worker locally
v
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choose healthy endpoint
| migration_Limit not exceeded
|
[

]
v |
replay request | limit reached
| v

» stream response or final failure

BITLE

Dynamo processes

F— pull /metrics » Prometheus » Grafana
—— OTLP traces/logs » 0Tel Collector » Tempo / Loki
— FPM event publication ——— event plane

| — bounded trace queue — JSONL(.gz)

L— request trace rows » JSONL / NATS / OTLP / stderr sinks

eSiaran gl

- Engine 5 orchestration 38 : £ backend B9 kernel. batching. sampling & Il8EA,
- KV @EEBAZRR. BERMmEEH, WM P/D transfer 193 B 170E.

- =FEf#RRE: request. discovery. event EERREIERS— M B1F.

+ Profiler 5 Planner 7. ZERIIKECE, HEERBZ.

- Operator 5 Router B IL: HREA—HMMURIR, SWRMIELIERE.

- NAAE#2: Frontend-native 5 Gateway API/EPP #£FH serving selection,

- SERROIILN: YUNSEERYE trace, ARBEEHIERRR,

178 5 fR

BEAKETX. £ GPU/ZT A, P/D OB, FE KV-aware routing. SLA autoscaling SRR BHIEF
WIE, PIRE, 8 GPU. REBTSMIARNKRE, B vilm 5% sglang BiE S,

P/D S EX1EN0 KV transfer; Planner kRS 4EERE!,; migration FRIBEKREF, Tk KV FE2ZH
IEGEI BNFA PR 812, README FfY 2x TTFT. 7x BohEHRF 2 E benchmark, RRAEBR
iE; ZAR&BIETT GPU benchmark,

EESAliET

+ dynamo
+ llm-inference
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.

inference-routing

disaggregated-serving

kv-cache-offload

model-serving-operator

ai-gateway

325



NVIDIA GPU Operator

NVIDIA GPU 3x{41%H Kubernetes Operator, &4t ClusterPolicy/NVIDIADriver BR{ZEIE driver.
container-toolkit. device-plugin. DCGM. MIG manager. sandbox/vGPU 4R, Hai GPUCluster
RMIRIZHY DRA BEIERRIZ. [HSEZRM1F I src-gpu-operator-architecture,

JEEBE: 2026-09-27 E A BRIASD L HREEH 60526e35efee, commit R release, src-gpu-operator-
architecture R85 2026-06-12 B9 raw-backed Source; Zai9 =N k8s-gpu-device-stack, DRA DEE5T
=AERE kubernetes-dra-design-deep-dive,

7T M5-C Device / GPU #E I B

Operator reconcile NVIDIA T 52 04 B 3ETE operands, RiEREIR Pod FKEHIR GPU, 3% 26.7 X4,
ClusterPolicy $ k8s-device-plugin B&42, GPUCluster 3157 dra-driver-nvidia-gpu BI2&E, mWELR
BEEE—&EEHE, UATIFHERMTE., GPUCluster 837 NVIDIADriver/FiiZt driver F1EZA cdi B9
runtime; XLELZHREERH node-feature-discovery #5358 Operator Ready E1{t,

ZRIFIAFR

GPU Operator & “TTRIMHREARE. A%, REFER" , 78X Pod GPU allocation B4, ©i&@
FEFE R EIE k8s-device-plugin, H#5 hami. dra-driver-nvidia-gpu AEREE,

pramactallly

- £EHEIEREE NVIDIAKHHL: GPU Operator,
* kubelet E£% GPU: k8s-device-plugin,

- #1 DRAAPI 93fid: dra-driver-nvidia-gpu,

- HE/EMEEE: hamio
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https://github.com/NVIDIA/gpu-operator/commit/60526e35efeeedef584d8f40db0bac8864f98f26
https://github.com/NVIDIA/gpu-operator/commit/60526e35efeeedef584d8f40db0bac8864f98f26
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/26.7/dra-intro-install.html

NVIDIA GPU Operator Z2¥) 51& 1+ BE& 3 4fr

J&3Z: raw/gpu-operator-architecture-analysis.md - € : https://github.com/NVIDIA/gpu-
operator * 3#frhRas HEAD 0219120 (2026-06-11)

—AEE L

NVIDIA GPU {418 Kubernetes Operator, A ClusterPolicy/NVIDIADriver CRD IRzf driver,
container-toolkit. device-plugin. DCGM. MIG manager. sandbox/vGPU ZFAHIEERSEFMFA
K. ©EMNRZ GPU node 34EdpEH, MAEEX Pod GPU BECHEE, XDl kubernetes k8s-
operator cdi gpu-sharing FZ R ITLYL, B R EEBHIRMRIN B IO R FERIE,

PSR E]

ClusterPolicy CR

|
| desired NVIDIA GPU software stack on Kubernetes nodes |

reconci le

ClusterPolicyReconci ler \
singleton, metrics, conditions |

|
| step through states

v
[

[ ]

| State/resource managers | <— | cluster info / labels |
| render assets/state-* \ | OpenShift/NFD/GPU |

|

| create/update operands
v

]
| driver, container-toolkit, device-plugin, dcgm, gfd, mig, |
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| node-status-exporter, sandbox/vgpu components

RIRDIE

& / 1R3R

Controller
manager

ClusterPolicy
controller

State/resources
renderer

CRD/API

FHRSWIIE

RIBEHER

pal

HI\

<

Bz controller-runtime manager. scheme. webhook. leader election.
ClusterPolicy 1 upgrade controller,

3 ClusterPolicy reconcile, ZIKEHIZEL 8BE operands HEFKES/

metrics.

¥ CR spec # cluster info JE% DaemonSet/Service/ConfigMap/CRD Fx & H
create/update,

TE X ClusterPolicy. NVIDIADriver &&EBET spec/status,

&12 driver upgrade. operator validator. (AR E,

Admin applies ClusterPolicy

I controller-runtime manager enqueues ClusterPolicy reconcile

I controller initializes singleton, cluster info, node labels

— state machine renders each operand manifest from assets/state-*

— create/update objects and check DaemonSet/Deployment readiness

L— conditions/metrics expose Ready/NotReady and driver upgrade state

RITAREEF
« Operator BEAM4 AR, REEM GPU allocation: EEBZE device plugin. driver. runtime.

DCGM % operands, EIiE Allocate /5H device plugin/kubelet F&125EA%o
« JRFSHIELE R reconcile MRS GPU BXf44%: ClusterPolicyController.step() ZIRZSHEH, ETF
FiX driver/toolkit/plugin/monitoring BIK#IRFE
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« FBRE™S cluster info f##&: internal/state/driver.go 1R#& OpenShift. precompiled.
kernel. proxy &= B4 R5=FR DaemonSet,

SRR BRI ES

H®E NVIDIA GPU Operator EA EBEJ:]

k8s-device-plugin: kubelet

TEfiL GPU #{4+% Operator DRA driver: 7 APl 53

plugin
i3t ClusterPolicy/ ] ResourceClaim/
i DaemonSet + config )
R NVIDIADriver ResourceSlice
FEH
- SHEER Te/MmREER DRA workload/platform
ERIER

MRFIEIRRIBAIIEDR, KHMER “WITESH agent/runtime” . “MBSHETE” . “HE/iE
4 bridge” , E=Z “Kubernetes/GPU =HIE” . [E—% star FIRENI B &EEARRANEHEBERRRIR
7 b0 trace viewer REEEE{L remote control bridge, GPU Operator 8 REEE X DRA driver 5% device
plugin B9 BRE8 1=,

EESAlicT

+ kubernetes

+ k8s-operator

- cdi

* gpu-sharing

+ k8s-gpu-device-stack
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NVIDIA k8s-device-plugin

NVIDIA B Kubernetes device plugin, 1 GPU/MIG/vGPU &I/ kubelet extended resources, #H7E
Allocate PE&@Id env. volume-mounts B CDI annotations Ei& & {548 B 28, ¥ src-k8s-device-
plugin-architecture,

JEEBE: 2026-09-27 E A BRINSD L HREBH 86142¢f1a93f, commit R release, src-k8s-device-
plugin-architecture &8 2026-06-12 B9 raw-backed Source; i EN k8s-gpu-device-stack, DRA
FTHBER 12 D kubernetes-dra-design-deep-dive,

7T M5-C Device / GPU #E I B

M kubelet JEAf extended resource, i@id ListAndWatch IRE1&ES5#E, 7£ Allocate FIR[EIEE R
ZECE; ©%A kubernetes-dra WFE Claim/FEF/&HEEL, node-feature-discovery BY& IS S
gpu-operator BI4AHFERE BHESRERST; H5 dra-driver-nvidia-gpu BIBRIREIRRILRFRTE API. driver X#F
5ZRENITEL,

ZRMIA SR
TR GPURBEME, FHHRE driver, W RNELBIDEHR, GPU Operator HARBBHIE

©; HAMI £HRFZFEHAECCH device plugin, FEESEREHER—TRFEMA nvidia.com/gpu; DRA
driver M3 A ResourceClaim/ResourceSlice S EHERY,

pramat 2]y

EEFEIEM Kubernetes GPU allocation EHt#lH]. MIG/MPS/time-slicing/CDI ZRE&HI A, Al
serving £&8Y, B gpu-operator. hami. kubernetes-dra B TIEARHIEKE T Mo
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https://github.com/NVIDIA/k8s-device-plugin/commit/86142cf1a93fb68a99c5927b9599e13392e27e15
https://github.com/NVIDIA/k8s-device-plugin/commit/86142cf1a93fb68a99c5927b9599e13392e27e15

NVIDIA k8s-device-plugin 22459 51&% 1+ B9
AT

JEX: raw/k8s-device-plugin-architecture-analysis.md « €: https://github.com/
NVIDIA/k8s-device-plugin « Z34frhRZ4s HEAD 8688949 (2026-06-10)

—AEE L

NVIDIA B 7 Kubernetes device plugin, #8Ti=_EH GPU/MIG/VGPU &I /3 kubelet extended
resources, F7E Allocate B E&&ET env. volume-mounts 8 CDI annotations IBIEF LA DR, B2
GPU EEMEME, L/ZE GPU Operator/HAMi/DRA #iSMEFHMEANHERXR, XTH kubernetes
cdi gpu-sharing k8s-gpu-device-stack FERxtL, ERFBENIEMREDHARFIXEMIE,

b gt

NVIDIA GPU Node

|
| NVML / CUDA / Tegra / VFIO / MIG / IMEX / MPS |

| discovery strategy
v

[

| resource manager |
| devices, health, allocation |
|

| per resource

v
[
[ |
| device plugin gRPC server | <———>| kubelet |
| Register/List/Allocate | | DevicePlugin APT |
[ |
I
[ |
| device Llist strategy
v
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| container envvar / volume-mounts / CDI annotations
|

RIRDIE

el

=JREES S

<

CLI/config BT MIG strategy. device-list strategy. CDI/MPS/IMEX/driver root HHCE,

, f#fr discovery strategy, €% CDI handler. resource manager #1 per-resource
Plugin manager

plugin.
Resource EF NVML/CUDA/Tegra/VFIO £Ii&&, AIE MIG/resource mapping.
manager preferred allocation. health,
Device plugin LI kubelet device plugin gRPC: Serve/Register/ListAndWatch/Allocate/
server PreStart,

Feature

. 121 GPU label. MPS daemon #1 node feature discovery &mfo
discovery/MPS

KPR

Node starts nvidia-device-plugin DaemonSet
|
— main parses config/env flags and selected discovery strategy
|
—— plugin-manager creates CDI spec and resource managers
|
— per-resource plugin registers Unix socket with kubelet
|
— ListAndWatch reports healthy GPU/MIG resources
|

L— Allocate validates request and returns env/mount/CDI device edits

It ARRELEF
- &% kubelet device plugin API IERIIENX . TIEZ ORI, BEKRERM Allocate, FEIEBLF
TE S % P 5,
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« %¥h device list strategy #ZAA[E runtime: envvar. volume-mounts. CDI annotations 7%,
1E2 runtime F#T CDI TYEREBREIZ N,

- resource manager fREREHAIZES . internal/resource/factory.go #%& NVML/Tegra/VFIO i%&#F
manager, plugin server REZEXOEHAT,

SRERMBNENES

i3

= NVIDIA k8s-device-plugin B2 A 2 B

E GPUO tor: FPEEIE -

;E B 75 GPU device plugin Eit2 = perator: BEE HAMi: HZIREE/ EIMEY R
in

. ) scheduler extender +
APl  Kubelet DevicePlugin vlbetal Operator CRD )
annotations

#L GPU/MIG/MPS/time-slicing/

B4 s =
B cDl A% memory/core/count
R

NRIRIEPRIPARS IR, LHMER “WITESH agent/runtime” . “URSHETH” . “HE/HE

f+ bridge” , ®=Z “Kubernetes/GPU EHIE" o [E—% star FIREMNTE KL E R RIZETERBERIIR]

. Lban trace viewer AEEEE{K remote control bridge, GPU Operator thRgE%4X DRA driver 5§ device
plugin I ECE& 1R,

EESALEE

+ kubernetes

- cdi

* gpu-sharing

+ k8s-gpu-device-stack

- dra
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OME R¥ 511t B

ome-projects/ome & Open Model Engine, Kubernetes operator E&4%89 LLM/model serving Z=%lHE, €
FEE1& manager. model-agent. ome-agent. CRD/config/webhook. runtime selector. accelerator
class selector. storage/model download. OEP proposals.

EDEIoE

user / API surface

|
“ome-projects/ome’ 2 Open Model Engine, Kubernetes operator E&Z&EY LLM/model... |

v

]
| core implementation: ‘cmd/manager’, ‘pkg/controller’ < ‘cmd/model-agent’, ‘pkg/

mode lagent” |
|

| v

| v
-

| “cmd/ome-agent’, “internal/ome-agent’ | | “pkg/runtimeselector’,
‘acceleratorclassselector’ |

|

|
_

v

v |
| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

E/B=x =T

cmd/manager, pkg/controller operator manager #1 controllers,
cmd/mode L-agent, pkg/mode Llagent 1REVHIEY /B agents,
cmd/ome-agent, internal/ome-agent iz17BY sidecar/agent,
pkg/runtimeselector, acceleratorclassselector runtime/accelerator i%&#%,

RIBEHER

1. FBF$23% OME model/workload CR.
2. controller %#F runtime/accelerator/storage FH8l# K8s workload,
3. model-agent/ome-agent QM IBIRE T H,. IRNFEITBIIHE,

IR

- operator-first, SRIFEE 4 o ERFIREHFIEHED,
- accelerator configs B9 data parallel override @& Ekia) @,
+ OEP BRER&ELL SR RINER,

XTI EERE i
# KServe #8LL, OME ¥ LLM/accelerator-aware; #1 KubeAl #8LbE 1@ operator EEFY BieZR.

P SHEEE

+ GitHub HEASIEKRS: src-github-stars-backlog-current-state
- ERIMIE]: github-stars-backlog-implementation-map
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PowerMem

OceanBase HPAFIEH. @A LLM agents/apps BIFAKIZIZHIE4, Apache 2.0, Python3.11+,
PyPl &% powermem, E#ThRZsv1.1.1 (2026-05-13) .

—EEEf

EIHERKZEIER AT HIE X AR KIRICIZ,. MEEERE (£ +£&X +KRRE + Bk,
OceanBase R4 #F) +LLM IXEhRYEE SSHHEY/EHF + ebbinghaus-forgetting-curve =), SDK/ CLI
(pmem) / FastAPI fg%% + Dashboard / mcp ARZ% / VS Code # 8 / claude-code-plugin ZRRFE—% .env,

RIEHE
e
i

mER5|
EXHER

LLM 121

Embedder
R

Reranker 12

s

BN

AE77

oceanbase (2XiA, &#xAI{ SeekDB) /pgvector/SQLite

HNSW / HNSW_SQ / IVFFLAT / IVFSQ / IVFPQ

jieba / ngram / ngram2 / ik / beng / space 6 ## parser

qwen_sparse ({X OceanBase [5i#3z4%)

OceanBase Graph Store, 3-hop B[ + £ + [5IF

hybrid-search-rrf + BiERAXE)T—1t

12 #: openai/ anthropic / qwen / gemini / deepseek / ollama / vllm / langchain /

azure / siliconflow / zai / qwen_asr

15 F# + sparse

4% gqwen/jina/ zai/ generic

5% scope (private/agent_group/user_group/public/restricted) + 4 # Controller

text /image / audio (J#17 audio_LlmERE)

« Python SDK: from powermem import Memory, auto_config; memory =

Memory(config=auto_config())
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« CLI: pmem memory add/search/list. pmem shell REPL. pmem config init

« HTTP APl + Dashboard: powermem-server --port 8000, Dashboard Bzh#£#{ /dashboard/
« mcp Server: uvx powermem-mcp sse (sse/stdio/streamable-http)

+ VS Code ¥ &: #Bi21Z#& A Cursor / Claude / Codex / Copilot / Windsurf

+ claude-code-plugin: Go Z—i##l hook + UserPromptSubmit E&it@ZFEN additionalContext
+ OpenClaw &F%: i&@1d memory-powermem &

HEYE (5RFICIZESRITE

SRS —iE) 4 vs claude-mem BE—¥EHF: — .env @AY 7 MEFIRER, FEHEE/ K

Y[A%Ye}

< NEIRIFHR + BEATERFBETEME . working / short / long =2 + ebbinghaus-forgetting-curve R

= eM(-t/S); Intelligence REEME, H7E metadata 5%, MemoryOptimizer BLFIHRE S
F/EE — BREXEEBSS LLM,

« OceanBase ft4cB4aR485E: VectorStoreFactory + StorageAdapter X$Ef#f8=; v1.1.0 3| NERA

Tt SeekDB (pyseekdb) itFAFPZEFER L OceanBase 1B,

- EEL%FEM: 1EHRE 3-worker ThreadPoo LExecutor, Bi& RPEZE LLM $hEY/EE M,

telemetry/audit/optimization &%,

- Provider %8P% + pydantic-settings: &4 provider —Xf§— config 2£; IR .env BHY

LLM_PROVIDER —— B3&"Qwen + DashScope + OceanBase £ E =1k " B2,

Benchmark #{1= (LOCOMO £X1iFE)

Ei=tin PowerMem "ZEH T X" baseline (=%

yedie 78.70% 52.9% +25.8 pp

Retrieval p95 latency 1.44s 17.12s 11.9X faster

Tokens / query ~0.9k ~26k 28.9X less
ARz 5 1

ke  BHA XRTE

0.1.  2025-11-1 #%lymemory +BEHER; LLM 3#EY; ExrhZk;, % agent; OceanBase/PG/

0 4 SQLite

0.2.  2025-12-1

B4 profiles; ZIEA

0 6

0.3.  2026-01-0 N

0 9 4748 HTTP API Server; Docker
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hRAs  BHA

0.4. 2026-01-2
0

0.5.  2026-02-0
0 6

1.0.  2026-03-1
0 6

1.1.  2026-04-0
0 2

2026-04-?

RSl

KEEE

WwEiEE; profile-based query rewrite; schema ¥ T A

pydantic-settings 4i—HB2&; OceanBase R4 REIEER

CLI pmem + Web Dashboard

#RAT SeekDB; IDE &% (VS Code + Claude Code)

bug fix release (GraphStoreFactory / sparse_embedder / custom prompt env /
i18n)

- ZEMgI¥fR: src-powermem-architecture

- BUAFfEGER: oceanbase
- %LEL: ebbinghaus-forgetting-curve. hybrid-search-rrf
- FEXMER: claude-mem (88— Claude Code #f¥ vs PowerMem @R ElIfF) . agent-memory

(FuELRR)

- &N claude-code-plugin. mcp
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PowerMem 229511+ B0

JR3Z: raw/powermem-architecture-analysis.md « € https://github.com/oceanbase/
powermem -+ kR4 v1.1.1 (commit 2c83b77, 2026-05-13)

—AEE L

powermem 2 oceanbase FIPAFFRAY. EE LLM agents/apps B9 IFALICIZHiElt: IB3HERKEESE
AT #IE X IORIKERIEIZ. XBFERE ME + 2X +FHEE + B MK ESHZE (OceanBase R4EX
) +LLM IXhAE9E 23BN/ # + ebbinghaus-forgetting-curve =)o SDK/CLI (pmem) / FastAPI fR$%
+ Dashboard / mcp AR5 / VS Code ¥ & / claude-code-plugin £F[E—14 .env; FRiIAGiHE
OceanBase, t3%#F pgvector / SQLite / BRAT SeekDB, 7£ LOCOMO KXHFEIFN L "EH LT " A%
FEMREE 78.7% vs 52.9%. p95 1.44svs 17.12s. token 0.9k vs 26k,

EE T

| External Layer: Multi-Agents - Human Users |
| (LangChain / LangGraph / Cursor / Claude Code ...) |

§
| API Layer |
| [ ] [
[ ] [ ] |
| | Python SDK | | CLI (pmem) | | HTTP /api/vl | | MCP (sse/stdio) | |
|| Memory() | | memory add | | FastAPI | | powermem-mcp | |
| | Async | | search ... | | + Dashboard | | HTTP/stream ||
| | : | | | |
| | J [ ; |
|
|
S

 E—1% .env / MemoryConfig
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Core Layer (src/powermem/core/)

|

| Memory / AsyncMemory (memory.py 2178 %7, CRUD AO) |
| — StorageAdapter / SubStorageAdapter — routing

| — IntelligenceManager — IntelligentMemoryManager

| \ — ImportanceEvaluator (LLM #¥J43 0.0-1.0)

| \ — EbbinghausAlgorithm R = eA(-t/S)

| — TelemetryManager - AuditLogger
| — MemoryOptimizer (GEZR/B/EE)

J;
Agent Layer (src/powermem/agent/) — scope / permission / privacy
User-Memory (src/powermem/user_memory/) — profile + query_rewrite

Model Layer (src/powermem/integrations/)

LLMFactory EmbedderFactory RerankFactory

openai/anthro openai/qwen/gemini gwen/jina/zai
pic/qwen/gemini
azure_openai/bedr
ock/mstudio/si Li

m/ollama/lang... | | conflow/together... | | (qwen_sparse)
| |

| |
| |
| huggingface/ollama | | generic
| |
| |

siliconflow/vLL

|

|

|

| deepseek/zai/
| + SparseEmb
|

|
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| Storage Layer (src/powermem/storage/)

| [ ] [ ]

|

SQLite (sqlite_vector_ |
store.py — file M) |

OceanBase
(default)
+ Embedded

| | pgvector
| |

| |

| SeekDB |

| |

| |

| |

|

(PostgresSqQL)

+ Graph Store
(oceanbase_

graph.py)

| Vector (HNSW/HNSW_SQ/IVFFLAT/IVFSQ/IVFPQ) |
| + Full-text (jieba/ngram/ngram2/ik/beng/space) |
| + Sparse Vector + Graph (3-hop traversal) |
|

ICIZE AR CBEAEA docs/architecture/overview.md RE])

New Information Input
)
Temporary Storage
\J
Working Memory
)
AI Intelligent Evaluation / Multi-dimensional Analysis
J
Periodicity Evaluation
\J
Importance Evaluation

l

I | [ -1
| Medium | | High | | Low |

| Importance | | Importance | | Importance |

| : | | — _
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| Reinforcement | |

|
| | Learning | |
| : |
| | : |
| | Importance | |
| | Increase | |
| : |
| | :
| | Long-term | |
| | Memory | |
| : I '
| | :
| | Permanent | |
| | Storage | |
| : |
| | :
| | Knowledge | |
| | Base | |
| : |
| [ l 1
| | Forgetting Decay |
| : |
| : :
| | Importance |
| | Decrease |
| : I :
| : :
| | Automatic |
| | Cleanup |
| |

[ l -

| Short-term |

| Memory |

|

RRDE
B/ 1R E0SR

API - Python = &FF Memory / AsyncMemory / create_memory(auto_config()); CRUD FE&If; XECFh
SDK BFAH
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B/ R
API - CLI (pme

m)

APl « HTTP
Server

APl - mcp
Core -
Memory
Engine

Core -
Intelligence

Core -
Egi:

Agent

Core « User

Memory

Prompts

Model - LLM

Model -
Embedder

Model -
Rerank

Storage - i&
W=

Storage -
oceanbase

Storage -
pgvector /
SQLite

A%

pmem memory add/search/list/delete. pmem config init. pmem shell REPL

FastAPl; BnhHA lifespan #1381k service Effl; CORS /BRI / APl key

JH37 6 powermem-mcp (uvx powermem-mcp sse) , sse/stdio/streamable-http =Fh
transport

BB 3—1k; EIRZL 3-worker &I HMEEES

LLM EE44T4; ebbinghaus-forgetting-curve &8 (R = er(-t/S), BIE
0.3/0.6/0.8) ; BL&EH/FE, EH=

5 # scope; scope/permission/privacy/collaboration 4 4™ Controller; 3 7
implementation

FRFEEME; BTHEENEANE

EhEERRE LLM prompt; S23F custom_*_prompt BLEE =

12 provider: openai/anthropic /qwen / gemini / deepseek / ollama / vlim /
langchain / azure / siliconflow / zai / qwen_asr

15 provider + sparse: openai/ qwen / gemini / vertexai / huggingface / ollama/
azure_openai / aws_bedrock / Imstudio / langchain / together / siliconflow / zai /
mock + sparse(qwen_sparse)

4 provider: gwen /jina/zai/ generic

VectorStoreBase 1% ; StorageAdapter /SubStorageAdapter (sub-store E&HH) ;
Factory BIiE5 %

5#mEZR5|] (HNSW/HNSW_SQ/IVFFLAT/IVFSQ/IVFPQ) ; 5% FTS parser;
hybrid-search-rrf; Snowflake ID; REPLACE INTO upsert; 3-hop graph

PostgreSQL HREYERE / PHXHEE (FFRMAERIA)

Go Z#Hl powermem-hook + bash/PowerShell wrapper + hooks. json; HTTP &2k
ik; UserPromptSubmit hook BEN&ZEN
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B /&R A%

Apps -
claude-code-
plugin
Apps - VS . - . .

"Link to Al tools" 8 PowerMem #%%| Cursor / Claude / Codex / Copilot / Windsurf
Code ¥ B

React 19 + TanStack Router + Tailwind 4 + Radix Ul; ##Er=4#k \ server wheel,
Dashboard

&3 /dashboard/
Benchmark LOCOMO £3HEIEM; benchmark/server JENIARSS

Examples go / langchain / langgraph / moonbit B5i& = BBIEZRIZEN R

DERELR:

« API BAFRRE: A service 1E lifespan 2= #8816/ app. state.*_service 8£fI; HTTP/CLI/
SDK A LZ5I [E—> Memory 211,

« Core 5 Storage i@ Adapter fRE: StorageAdapter #5758 vector_store + embedding_service +
sparse_embedder_service; Core RE#ZIFAF OceanBase SDK, #1it/5im R =L
VectorStoreBase,

- Intelligence FEEAE: ebbinghaus-forgetting-curve 18 importance_score /
retention_strength / next_review 5i# metadata JSON %!l; MemoryOptimizer B HIREZ T/
AR,

« Prompts 35 E: 1B1TEYE]EIT custom_fact_extraction_prompt /
custom_update_memory_prompt / custom_importance_evaluation_prompt &z

KPR

l (1) prompt + user_id/agent_id/run_id
| Agent/User
| )

[

| Memory.add() |
| core/memory.py |
|

|
| (2) FACT_EXTRACTION_PROMPT
\

]
LLM (factory) | <« integrations/Llm

MEYERKE Llist |
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| (3) facts[]
l

IntelligenceManager |

[

|

| ImportanceEvaluator | — 0.0~1.0

| EbbinghausAlgorithm | — memory_type
|

[
| (4) enriched metadata

d
[
| Embedder .embed() | dense
| SparseEmbedder....() | sparse (optional)
| | |
| (5) vector(s)
!
[
| StorageAdapter |
| _route_to_store() | <« sub_stores
l I
| (6) REPLACE INTO (upsert)
! Snowf lake ID

OceanBase VectorStore |

(+ Graph: SE{&/%(%) |

s HMZRERR (memory.search)

N

query — (1) UserMemory.query_rewrite (LLM F5) |
. |

—— %A= (ThreadPoolExecutor) ———

v v \ 4
Vector search Full-text search (FTS) Sparse vector
(HNSW/IVFFLAT) (jieba/ngram/ik ...) (qwen_sparse)

| | |
J
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RRF (Reciprocal Rank Fusion, k=60)
score = ¥ weight_i * 1/(k + rank_i)
+ Adaptive Weight Normalization CEARESAFMEILE)
J
Ebbinghaus ZR A EUINY
J
Reranker (optional, qwen/jina/zai)
J
Top-K (heap-based, threshold filter)
&

iR[E] results + scores + metadata

ERE&TE: embedder LMK — mock [0.1] * 1536 [ME; LLM #EXKK — BT 2% fact; reranker
ECE kM — iB1k 4l RRF; storage service Bahky — API route i 503,

RITRREEZF

- FARRICHRERSH—RiEE: —1 .env [EBY{f SDK/ CLI / FastAPI / mcp / Dashboard /
claude-code-plugin / VS Code ¥ FBfE FEFIRSLENEFin, XEERERNHE] SDK/
IDE / Agent 1EZRHI X5,

« JAARIEHR + P AR working / short_term / long_term =& + ebbinghaus-
forgetting-curve R = e*(-t/S). Intelligence RE#EXNE, R7E metadata 594K,
MemoryOptimizer B4kias — B "SRG NEHML 5T LLM ER"

- oceanbase LA BL4REGEFE: VectorStoreFactory + StorageAdapter @xf#fE=; v1.1.0 3| \#&
AR SeekDB (pyseekdb) 1tFIF Al OceanBase EEXBEEE,

+ hybrid-search-rrf + BENANERLERE: 38 (WE/2X/MFEH) HA, score =X w.i X 1/
(60 + rank_i), _normalize_weights_adaptively 3ZSoPrenhERREFITI—INE, #R "2+ doc
ANERH ARSI R AF X2 LOCOMO 78.7% /MR E A0k,

- BASKIENRE perf XHE: RIRL _BACKGROUND_EXECUTOR = ThreadPoolExecutor (max_workers=3);
LLM #EXRI&RY, telemetry/audit/optimization [F&H — f#FE T p95=1.44s (vs baseline
17.12s B9 11.8 fZ183%K) »

- ¥&MH = Provider ¥8f% + pydantic-settings: 15 embedder + 12 LLM + 4 reranker; FFIEREK
.env B89 provider — ZE#EHIE"Qwen + DashScope + OceanBase £ E =1L " KRN IEE
hitio

- Multi-agent B4HH4k5!: scope/permission/privacy/collaboration4 4> Controller; 5 # scope

(private/agent_group/user_group/public/restricted) — /& enterprise tenant isolation B9
=

- Dashboard ¥T&3# Python wheel: pip install powermem+ powermem-server —X <A TE
Web Ul, FFHRIHERERHo
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- claude-code-plugin A Go Zi##lf hook: BBF&FR4EYIFE, T Python ki, UserPromptSubmit

hook BEpHZ5EN additionalContext — it Claude Code AP "AEET prompt t2AEA _EKHA
21z

KEBAHRNEIR
storage/oceanbase/oceanbase.py BY hybrid-search-rrf Gt &

_reciprocal_rank_fusion (oceanbase.py:1626-1740) =& RRF &0 (k=60) :

- @R EA doc— BNl rrf_score; RepHREpER — BEREHHIE doc;

- _normalize_weights_adaptively ¥#SLPrE8 5B EFEHIIT—HUINE;

- FA heap 4 Top-K (B&EL£HF) ;

- _calculate_quality_score FR%A similarity E{ETIE, ## % RRF HZ S ELMBINERIKE

IR,
X DIE

+ powermem
+ oceanbase

+ ebbinghaus-forgetting-curve
* hybrid-search-rrf

+ claude-code-plugin

* mcp
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RBG (RoleBasedGroup)

RBG & sgl-project B9 Kubernetes workload API, FF4HIZAE. BIRE. 5730 Alinference
workload, 1B gateway — router — prefill = decode XZARZ FRIARL RoleBasedGroup, MAEESZ
1 Deployment/StatefulSet Y E R HEXMII R,

PZIDHR

 Role: 81 ABHAEECH spec. E£mAERMSERE, 40 prefill/decode,
* RoleBasedGroup: Ap—MZIEHIERSHNZABEK,

* Rolelnstance: 5—%H Pod BEFIRES S HLKETT,

+ CoordinatedPolicy: WhMEAEABHL%K. #48. maxSkew F progressions

ZRMIA S

RBG fi#/RHIZE workload topology. KA. RFIEIE. gangscheduling. FE/MEFMIMER BN,
TR ETE APl gateway, tBAZHEIE engine, BIEE1EN dynamo. llm-d sXE# router/engine £FH
Kubernetes workload substrate,

&S R

&5 P/D. multi-role. EEMAIE/ AR/ BNRELFIBEXNTR, EREFE—NEEER
Deployment + Service, RBG WHEAREEIEEE E; ERETEEIKA. RA. canary M1 APINO, &
EHEEH serving/router A4,
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SGLang

2026-09-14 AEE D IRER: src-sglang-architecture, HEAD 2fd835b9cl, ZiHi upstream 3iiE
E4EIP7E llm-inference-serving-project-map B9 “Ha7_EiHsZ5e (2026-09-22) ” /i,

LMSYS / sglang-project FRRBIEMEEE LLM #IE5 serving 51%, Apache 2.0, Python3.10+, F6E
github.com/sgl-project/sglang,

TREENEE. BIMESMHREEF R IR 2026-09-14 ASHIIRER; i release/backend FHEH
=5,

—AEE L

18 LLM #I25 | ZMFRrE "E R " MEHERAFRIRE: radix-attention BYfX paged-attention 38 KV £
%) token £&; 4 HIZFR P MKL + Scheduler N overlap 18 GPU FBEZHAIZ] 95%+; 7 EIRAARED + 5 KV
transfer backend + 10+ attention backend + 4 grammar backend £Z8al##EiR; 45— OpenAl /
Anthropic / Ollama Y N0, X EBiTIEH "SGLang DSL" (fork / gen / select) #EEMLE MRS
o

&=/ NRTE

HTTP / gRPC / SGLang DSL — TokenizerManager
l ZMQ / shared memory

Scheduler: EXTEND / DECODE / MIXED -+ RadixCache -+ overlap
!

Mode lRunner: attention backend - fused kernel - TP/PP/EP/DP
\

DetokenizerManager — streaming response

K HEEE
T BEA
KV B radix-attention — token £% radix #f; 5 RadixCache Zf& (vanilla/ hi/
s mamba / swa / cpp)
=
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https://github.com/sgl-project/sglang

LS

SRR

KA AR

prefill-decode-
disaggregation

Attention [5i

it
AE
waEich:

= =5
REE

W
i

¢

1

Biim DSL

BN

EZI

ELEHE + chunked prefill + EXTEND/DECODE/MIXED =758 + CUDA Graph #
#t decode E&2

anp

HTTP / TokenizerManager (F) /Scheduler (GPU subprocess) /
DetokenizerManager (subprocess) , ZMQ pyobj ZEZEi&

7T87%:. EAGLE-2 / EAGLE-v2 / %2 EAGLE / FrozenKV-MTP / NGRAM / DFLASH /
Standalone, zE BaseSpecWorker +spec_registry

5 transfer backend: mooncake / NIXL / Mori / Ascend / Fake; prefill 5
decode TTRMIIY A

10+: Flashinfer (2X3A) /FA3-4/Triton / FlashMLA / NSA /DSV4 /
FlexAttention / TorchNative / Wave / AITER / Intel-AMX

xgrammar / outlines / liguidance / reasoner, sampling &1 apply vocab mask
OpenAl / Anthropic / Ollama / gRPC / R4 Engine SDK

TP/PP/DP/EP (ZXR#17) +Elastic-EP + TR MICR2E

Ascend NPU / Wave / AITER —% 2R (RRX0ER)

100+ #%%!: LLaMA /Qwen / DeepSeek / Mixtral / Gemma / GPT-0SS / Z1&7&
image / audio (Whisper /Qwen-ASR) /video FRRbE + KV £87F

SGLang DSL (fork / gen/select) — #4%i¥%! RadixCache &FHIHITITRI

« HTTP server: python -m sglang. launch_server --model-path ... — FastAPI/uvicorn 2XIA 8000
im0, #EFEA sglang serve CLI

- gRPCserver: --grpc-mode, XE entrypoints/grpc_server.py @&WEBEEM RPC

« B4 Engine API: from sglang import Engine; engine.generate(...), RIENERAAE HTTP

- encoder-only #23{: --encoder-only Ezh% F encoder 325 (44 P/D disagg F)

-+ Ray ##z: --use-ray 7 Ray cluster scheduler

+ SGLang DSL: 7£ Python #Z2F 2 @sgl. function def chain_of_thought(s, q): s +=
sgl.user(q); s += sgl.gen("answer") — #RiERZFBEIEK, RadixCache H=E system prompt

RITEZF (5 viim FFREXR)

+ Token £k KV EF vs vllm block £ : vLLM EREE A/ block, EAX/NURFEE. backend #
hRs, BIZR%E AL block IR XI5F; SGLang F token-level radix #% + flat KV pool Z#5{E R token
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185 split & share, 7752 RadixAttention IEX{XTEH LLaMA-7B tree-of-thought / few-shot T{Efa
H_EIRE 1.6-6.4X over vLLM, AR YBIBEAELLEL

- 4 HIER B AIKL: Tokenize / Forward / Detokenize IREIAR[E OS i#12, ZMQ HEE; F—IFHEE
#HAEEHMIF, GPU 4#Fa 4

« Mixin $#2£ Scheduler: 4000+ 1T7#9 scheduler.py i@id 10+ Mixin 8 disagg/PP/DPAttn/DIlm/
Profiler/UpdateWeights Z&t) X T mfi##E, open-closed &4F; #ii0 disagg fGimAcRESE

- Al

Fr s

HFRF % attention backend / spec algorithm / KV transfer / grammar /

quantization / model £v7F AR ; ARSZBEIBYIZ server_args %
- EFEH—F LR Ascend NPU R2 fallback 8812, %1714 disagg/ascend. attention/
ascend. platforms/ascend, EE NVIDIA BRZRH1T

TR
b=t K PRERIN
prefix 48  [A5E RadixAttention J£3X7E LLaMA-7B tree-of-thought / few-shot € L{Ef H Lk
FE throughput 1.6-6.4 X over vLLM, JEHETHERLIL
decode
CUDA graph replay = 8% = kernel-only
latency
-JL NE_
?xii‘)lﬁ:r ? EAGLE-2 2RIA topk=5 step=5: #2E! 1.5-2.5X decode IR
hnix
PDRE
”é* i prefill / & decode 17 := &M 1.3-2X over collocated
P &5 .
4 #F2F P + Scheduler overlap — 8 GPU 5 95%+
overlap
FASEIR

+ FIFILX: Zhengetal., "SGLang: Efficient Execution of Structured Language Model Programs"
(NeurlPS 2024) — ¢ 2 RadixAttention + SGLang DSL 21z 53k

- A4

=/ \

2)F: LMSYS / UC Berkeley Sky Computing Lab HIBA (FastChat / Chatbot Arena / vLLM #B3R

BAEIAHX)
- 47 1£ DeepSeek BEAHFHIES|ZE > —; DeepSeek-V3 B MTP / MLA 2312 SGLang S 53#k

£ M4 iRt E PR U E

SGLang fiIF engine/runtime /2, fa%s Scheduler. RadixCache F&E1T, B P/D 52 HNEME
OIEZINE serving Bo BRERIAFR M lIm-inference-serving-project-map, fA&iEFEN llm-serving-
engine-selection-map,
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5 KVCacheD BUERXFR

kvcached fR8 SGLang Scheduler. ScheduleBatch. radix-attention #1 attention backend, REE[E
|2 token/page allocator 5 MHA/MLA/Mamba/hybrid KV pool #J buffer allocation, RadixCache node

3%58 token-slot indices; RE cache evict FIEKEFEN{E page A&Ebslot=RfE, KVCacheD 7 &8J31E
physical VRAM,

HETEEMILE 1 SGLang TP worker Zs#ti#fiE B 2 /9 KVCacheD pool, ##&iB—rank8pool operation
B8 Bthpeer; X—E5vVLLMAENngineCore—worker fan-outi& 2 K@, STEXEEN kvcached-
sglang-vllm-knowledge-system, JRERSIEHEN src-kvcached-architecture,

RSl

. ZE¥9IFAR: src-sglang-architecture

- #ZIDOEL: radix-attention. speculative-decoding. prefill-decode-disaggregation
- FAERF: viim (REZEXTR)

« ##i: flash-attention (Flashinfer /FA3/FlashMLA) . mooncake (KV transfer)

- X paged-attention (VLLM BIXERE L)

- 3% KV: kvcached. elastic-kv-cache
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SGLang ZEf 5#IEM L

JRX: raw/sglang-architecture-analysis.md « ©F: /Users/zhenyu.jiang/sglang - hRRZs:
local HEAD 2fd835b9c1

—AEE L

sglang @& 4EE LLM serving runtime, 1 0ERE radix-attention: F radix tree ff token-level KV
prefix sharing; BLUELH. chunked prefilll #& kernel. #A1##R3F] TP/PP/EP/DP #RHITE %o

PZIDZRME]

|
| Client / OpenAI - Anthropic + Ollama - Native Engine

| HTTP / gRPC

| API Server / TokenizerManager \
| request Llifecycle - tokenizer - structured program < streaming |

| ZMQ / shared memory

| Scheduler subprocess \
| waiting/running batch - EXTEND/DECODE/MIXED - RadixCache - allocator |

| model input / metadata

v
| GPU Mode lRunner \
| attention backend + fused/quantized kernels - sampler |
| | | |
| — TP/PP collectives L— EP token dispatch for MoE |
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— DP attention / batch partition

| token ids / states

DetokenizerManager — stream response

|
I RadixCache / HiCache: GPU — host — storage tiers
— PD/EPD disaggregation: transfer KV or encoder outputs

IBERERFHER

7B / SGLang program

I tokenizer + program state, FZEXRIEF token prefix
—— RadixCache longest-prefix match: sFRNIER KV, TN ES token/KV pool
— Scheduler #£HRRIE%E batch: EXTEND / DECODE / MIXED

“— & prompt LA chunked prefill Y1A#H5 decode 3%

— Mode lRunner 3%#¥ attention backend, 11T fused attention/FFN/MoE

L— TP/PP/DP/EP collective 3§ all-to-all

— sampler — DetokenizerManager — streaming response; SER(/EEH radix tree

HEAUER

- KV: RadixCache i token-level §iZ&$£=; HiCache 121} GPU/host/storage 93/8; 2 KV BEER

£2; P/D D EMIE KVo

- J%E4:4it: EXTEND/DECODE/MIXED 5 chunked prefill £ TTFT. ITL. &MLaElE,
- B84 attention backend. sgl-kernel. JIT/torch.compile. CUDA Graph. fused MoE/Z1t

kernel J&“L launch F19EET,

- #17: TPYINE, PPYIE, EP 9% MoE &%, DP 3 Xi&EXK/#t/KV; DP attention &%l

attention. =% FFN/MoE B89 TP/EP,

e Siabany

Radix tree #REXEHIE prefix reuse, [FEEHGANMLEIF. eviction 585 rank locality 8 E.
Scheduler R& R )% batch/attention metadata, ModelRunner &3 GPU $11T, backend BJ&
12,
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- EMiER. RIEEF. RAAEE P/D/EPD EAE—E runtime ¥ ERo

IR R FEERIZ

run_event_Lloop()

get_next_batch_to_run()
ScheduleBatch(EXTEND / DECODE / MIXED)
match_prefix() + alloc_for_extend/decode()
run_batch() / ModelRunner

Attention Backend (3% ForwardMode dispatch)
process_batch_result()

R

cache_finished_req() / next batch

run_event_Lloop()
—— #ZUK request / abort / control message
— get_next_batch_to_run()
| — J%#¥ running batch 444 decode
| — M waiting queue BYHTiE=R
| — match prefix / check memory
| "— PR EXTEND / DECODE / MIXED ForwardMode
F— run_batch(ScheduleBatch)
| — TP worker / ModelRunner forward
—— process_batch_result()
| — SE#T Req output / seq_lens
| — 4E stop / abort / grammar
| — verify speculative result
| — cache_finished_req()
L— 4k —% event Loop

SGLang a7l ScheduleBatch. UnifiedRadixCache. ForwardMode 1 BaseSpecWorker ZEZEE. KV.

Attention S5#&#1f#F5, P/D i@ DecodeRequest. transfer queue # connection contract RSN RE
#F/HEUW KV; HiCache AJ4k4E M host/storage tier kR E prefixo

5 vLLM BYREE SRR XS L

“#FE  SGlang VLLM
*7&  run_event_loop — get_next_batch_to_run EngineCore.step — schedule —
7 — run_batch — process_batch_result execute_model — update_from_output
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LS

SGLang

VLLM

Batch = ScheduleBatch + mixins Schedu lerQutput + Request state
KV UnifiedRadixCache + token/page pools KVCacheManager + block coordinator/table
. proposer + lookahead slots + scheduled
Spec | BaseSpecWorker + SpecInput + target verify
spec tokens
Atten ) s s
tion registry 8##, ForwardMode Z/Ri%E#F selector 1%3% backend class/enum

TP /PP /EP /DP 5 Spec KV {&1E

bootstrap rank geometry
i
ParallelState(TP / PP / DP-attn / EP / MoE-DP)
!
ForwardBatch / ScheduleBatch metadata
— TP Linear / Attention head shard — all-reduce/gather
—— PP stage — activation send/recv
—— EP MoE gate — token all-to-all — local experts — reduce
— DP attention — request/batch partition + rank-consistent padding
!
tp_worker . forward_batch_generation()
)

merge output / next Scheduler step

draft worker propose — optimistic draft KV / spec_info
} target verify (TARGET_VERIFY)

accepted draft count + bonus token
[ commit kv_committed_len / output / grammar
— discard rejected tail / restore live seq_Llens
\)

batch_result_processor — next draft or normal decode

draft worker propose
| optimistic draft KV / spec_info
target verify (TARGET_VERIFY)

| accepted draft count + bonus token
|
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accepted | rejected tail

|
| kv_committed_len += accepted | drop/discard tail
| commit output + grammar state | restore live seq_Llens
: I
\)
batch_result_processor
)
Req.seq_lens / kv_committed_len / spec_info
J

next draft or normal decode

AEBANO: distributed/bootstrap.py:271-290. distributed/parallel_state.py:649/1155/1280.
scheduler_components/batch_result_processor.py:776-804. speculative/

df lash_info_v2.py:160-218,

| P/D | DecodeRequest + transfer queue/receiver | KVConnector metadata + worker hooks |

EESAlicT

- sglang
* vilm

+ radix-attention

« paged-attention

+ llm-inference
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SkyPilot

SkyPilot ZmEM Al/ML TE BN Z =E HEHFHE. B i@ YAML / Python API 5BR Task. Dag.
Resources, SkyPilot fa33i%&#F A B{EEH GPU/CPU/TPU &R, SER provisioning. XHREF.
setup. run. BERFMBNENL. ¥R src-skypilot-architecture,

ZRMIA S

SkyPilot AL LLM $#3I2N1%, L AREEEIE KV cache, BT lim-inference B EE: JRE workload
ROZBEMN = WX, BiFhsefl. mpEEEE, LUIRRIMBTan(a failover,

Kt

- Client/SDK#E YAML. CLloverride. env/secrets. workdir ¥5% Task/Dags

* APl server faZR¥4M%. RBAC. request queue. blob storage 1B E o

- Optimizer #ZHRE. Mg, BEFMKM blocklist i%&#F cloud/region/instance,

+ CloudvmRayBackend {B#&Ri%EEEE Ray cluster. Kubernetes. Slurm = VMo
- Managed jobs / SkyServe / pools 7£ launch/run Z EiE1EL M E RS ITHIZs.

pramactallly

FEIEL GPU FIREASF. failover 1 Al job/serve =B & SkyPilot, EEHEMMIES|ZEE vlim /
sglang; TEZ T A LLM serving 48HEE dynamo / lim-d; FE Kubernetes GPU 18 &E%E k8s-gpu-
device-stacko
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SkyP|lOt *lj% -l_lu\lligﬁj\*ﬁ

JE3Z: raw/skypilot-architecture-analysis.md « €/%F: googsl1025/skypilot - iRz
master HEAD 55b9185 (2026-06-01)

—AEE L

SkyPilot @—1"EM Al/ML TEREHNZ=RE1EHIFE: AF A YAML / Python API /B8 Task. Dag.

Resources, SkyPilot fa33i%#F ] BEER GPU/CPU/TPU EHhti&HE, STk provisioning. XHREIF.

setup. run. BERMBEER,. ENXEFEEE “BRER" M ‘B @4 T ZERA APl server

request BA%I. optimizer. CloudVmRayBackend. cloud/provision provider #%[. controller
(managed jobs / serve / pools) J1EB.

AN Q]S

| User surface |
| sky CLI (Click) <+ Python SDK - YAML recipes + Agent skill |

| Task / Dag / Resources / service / pool / job_group
v

Client side |
sky/client/cli/command.py |
—— YAML/command parsing, CLI overrides, env/secrets merge |
L— sky.client.sdk.* |
sky/client/sdk.py |
— local admin policy + confirmation |
— upload workdir/file_mounts blob |
— POST /launch, /jobs/*, /serve/* + stream request logs |

| authenticated REST request + request_id
v
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https://github.com/googs1025/skypilot

API server
FastAPI server.py
— auth: loopback / oauth2-proxy / service-account JWT / basic auth
—— RBAC + workspace permission
I request DB + blob storage + log streaming
L— executor: LONG queue vs SHORT queue

| scheduled long-running request
v

Execution orchestration

sky/execution.py
I validate + admin policy + secrets/volumes resolve
— OPTIMIZE: Optimizer.optimize / optimize_job_group
— PROVISION: CloudVmRayBackend.provision
—— SYNC_WORKDIR / SYNC_FILE_MOUNTS / SETUP
— PRE_EXEC: autostop/hooks/skylet
L— EXEC: submit task to cluster job queue

| Launchable Resources
v

Provider substrate
optimizer.py + resources.py + clouds/*.py + provision/*
I catalog/pricing/accelerator offering
[ Cloud feature gates: spot, ports, docker, autostop, HA controller
— SkyPilot provisioner or Ray autoscaler template
L— cloud APIs: Kubernetes, Slurm, AWS, GCP, Azure, OCI, RunPod, ...

| VUMs / Pods / Slurm allocations
v

Remote runtime
Ray cluster + skylet + job queue + logs + autostop hooks
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| Optional controllers: managed jobs controller, SkyServe controller,

pools |

RIRDIE

& / 1R3R

2z aPN =

EERIEEY
API
server / i%

Gl [

MIT4RHE

fLies

=

provider
S

=SERSS

:|n+

1/ RES/
W

XHRLYRZE . Task/Resources RFRIAAFHERK, M= APIJAMA; Cloud SEHHiREE

At

%

Click CLI. Python SDK. &% SDK. FF APIfacade, 1B shell/YAML/Python JAREZEM
Task/Dag #1 APl server request,

AP EBENSERT: E5
schema. env/secrets. workdir. file mounts. autostop. hooks,

%. DAG. #JR. volume. storage. service/pool, £33 YAML

FastAPI APl server. request HEBA/#11T/H7E. blob Ef&. £, RBAC. workspace 1%
fRo

4i—1117 stage: validate. optimize. provision. sync. setup. pre_exec. exec.
down; 3P cluster IR, EHF handle,

EHRFRERRI A cloud/region/zone/instance_type, % cost/time %R, X
¥ job group #0 failover blocklist,

BL Ray + skylet fEImIGIZITEY, GUIE/EREKRE. RPXH. iB17 setup/run. 2R
job. 1&& autostop/hook.

BRo/EEFENFR. KE/NK/MEE
SSH L L.

). SEfI4es/EHA API. kubernetes/Slurm/

7EEH launch/exec/down Z ESCE] managed jobs BERE. SkyServe replica/
autoscaler. batch/pools. SSH node pools. volume,

admin policy. server plugins. RBAC #'fB. Prometheus metrics. usage telemetry.
S IR PR TR

NMMEERIR, NEEK

AEHPREIR; provision/* MEMALEREE; CloudVmRayBackend fa 5338 optimizer iEHEY launchable
resources & Eixlx runtime; APl server ATRIERABATIEN, FEFEEESSZETE FastAPl event loop

£
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RIBEHER

sky launch FEHEER

sky launch task.yaml
|
v
command. py: _make_task_or_dag_from_entrypoint_with_overrides()
| F— detect YAML vs shell command
| — Lload_chain_dag_from_yaml / load_job_group_from_yaml
|  — apply CLI resource/env/secret/workdir overrides
v
command. py: Launch()
| L— sdk. launch(task, cluster_name, backend=CloudVmRayBackend, ...)
v
sdk.py: Launch()
[ convert_entrypoint_to_dag()

|
| — apply client-side admin policy
| — upload_mounts_to_api_server()
|  — POST /launch -> request_id
v
server.py:/launch
| L— executor.schedule_request_async(..., func=execution.launch, LONG)
v
execution.py: launch() / _execute_dag()
| — validate, resolve volumes/secrets
| | Optimizer.optimize()
| [ backend.register_info(dag, requested_features, planner)
| — backend.provision()
| — backend.sync_workdir() / sync_file_mounts()
| | backend.setup()
| | backend.set_autostop()
|  — backend.execute()
v
CloudVmRayBackend
| F— distributed cluster lock
| F— RetryingVmProvisioner.provision_with_retries()
| — cloud/provision provider APIs
|

— Ray job queue + skylet + logs
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v

Remote VM / Pod / Slurm allocation

HIRMEIRKZRXE: MNRFE—IK optimizer XEI1THIE,

ResourcesUnavai lableError.failover_history A= ; 1R cloud feature check. region/zone
provisioning ¥ capacity 2/, RetryingVmProvisioner S1BLEMERIENN blocklist, A
Optimizer.optimize(..., blocked_resources=...) EIAAIR, BHEEIR,

Managed Jobs / Serve 1= #2888 13

sky jobs Llaunch

» | Jobs controller cluster |
JobController |

— load DAG from DB |

—— scheduler/recovery |

— sky. launch(task) |

— monitor/Llog/cleanup |

T
| launches task clusters or pools
v
CloudVmRayBackend

sky serve up

» | SkyServe controller
—— ReplicaManager |
—— Autoscaler |
— FastAPI control API |

|

L— Load balancer sync
|

I
| launches replica clusters via sdk.launch()
v
replica VM/Pod clusters

Managed jobs 5 serve #if B EENKEGIHR, MEEMARE—E sdk. launch() / CloudVmRayBackend, X
FRCIHEECEM “BEHIZSER” LRKHEHE, 4P job/service RS, HEBEME /N BERFRREX

F2 i@ launch/down,
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RITRREEZF

« APl server 2FrEEIREHAR: BAFPM sky.client.sdk. launch() & mounts fj5 POST /
launch, server R request, EIFHITIE request worker 1, XL CLI. dashboard. &
i APl server. async SDK #BEI%E request_id A1 B &R L1E.

- KEGIERDBAT: APl server BBFX 4 cluster launch / job submission X2 LONG request #
status/logs X SHORT request, # %1 provisioning FEZEZHIEIXIEK,

+ Task/Dag/Resources 2% IR: CLI &% YAML. shell command. JobGroup. CLIoverrides
MBS —ERER; kubernetes. Slurm. AWS/GCP/Azure %5 provider FEZEZMMA O,

- optimizer £ E/E, provider REIFREAFMEITTIE: HITEIEA optimizer, BIERIEFHMLIA
planner £\ backend; provider Ri#id feature gates. catalog # provision hooks &2&28E77,

- B failover BRMRIRERIERML: capacity/feature/identity kK5, backend B
resources I blocklist, BEFER optimizer, MARBEEFEETIREIR,

- managed jobs / serve 2iZHI231E: jobs controller #1 SkyServe controller #Si&Eid
sdk. launch() / sdk.down() EIELPr&ER, BEREFME. ¥ HED. RSB ERE,

- ZLRBRIEHIEFEE + RBAC: RREEIER clusters/users/volumes/events; APl server Sz23F
OAuth2 proxy. basic auth. service-account JWT. Casbin RBAC #1 workspace permission.
viewer i allowlist, #Tendpoint ZXIAFEI I,

RIBLHFRNAEIR

sky launch #174mHE

execution._execute() & SkyPilot Y stage runner: validate. admin policy. volume/secrets
resolve. storage construct /5, # _execute_dag(). Ei& launch BRI RZ#FE task; stage RINES
OPTIMIZE. PROVISION. SYNC_WORKDIR. SYNC_FILE_MOUNTS. SETUP. PRE_EXEC. EXEC.
DOWN, EFEBIIMEIT Optimizer.optimize(), FEBSE— planner [EliEE N backend, i backend
EZEIER cluster lock EIREFRESERNL, BEHLAKSEUHERNES.

CloudVmRayBackend 5 failover

CloudVmRayBackend @#Z/\Eim: TG ITIE X KB Ray cluster + skylet + job queue, provision BItEZE
rsync 1 owner identity, BZEE® cluster lock; BIFREEB/EE/#EE, BfE build SkyPilot wheel
F 3344 RetryingVmProvisioner. %13 provisioning &K B A¥F failover, ©SIBHFIZIFMN blocklist,
HIEF optimizer EFTI%E best_resources, X#hE SkyPilot 887E capacity error f5 B&fif region/cloud
FESTN

5 dynamo / vllm / sglang F9x %

SkyPilot NEHIES |2, WAREIELI lim-inference B batching. KV cache EE 1T, EEHK Al
compute control plane: BILAB4%— YAML BEzp vliim. sglang. IIErESS. RAG app. Jupyter. batch
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inference ¢ disaggregated-serving #8%40%4, F1E kubernetes. Slurm. 2X%F = GPU provider Z g
HRERR. failover ML mmAEHATE,

EESAliET]

+ kubernetes
« vilm

- sglang

+ dynamo
+ llm-inference

- disaggregated-serving
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substrate

Agent Substrate 2IZ1T1E kubernetes Z ERIEZE agent-like workload substrate, E1E Kubernetes
LR RSAA SMERITHEIE, 18 Actor BIE T resume/suspend. worker B2, RSB BE AR EZ A E!
Redis/ValKey. ateapi. atelet. ateom-gVisor #1 atenet router B5EA%, ¥l src-substrate-
architecture,

ZRMIA SR

Substrate N2 & BRI Agent framework, tBREXREIE—" Pod 8 sandbox CRD, ERZLBEAREILK
£ idle actor multiplex E%&> warm worker £, @3 golden snapshot. runtime checkpoint/restore.
actor DNS #1 Envoy ext_proc MEEFRGECEIER,

T agent-sandbox / agentcube BIXFITEEL: agent-sandbox IREFIKZ Sandbox [Fi&, agentcube
=15 EBH warm pool, Substrate BKE, E#EIE worker pool. actor template. snapshot F1E&H
TRE M substrate,

KPR

* WorkerPool: 7=BH worker REMIzTTIEMR, H controller #1679 privileged ateom pods.

- ActorTemplate: 4 f% golden actor, & checkpoint A% golden snapshot, ftf54: actor HEIRE.

* Actor: EIUBITIRATH K8s API, 7% Redis/ValKeys

- atelet /ateom-gvisor: Tl supervisor #1 gVisor worker, fiE3 runsc create/start/
checkpoint/restore,

- atenet: &Y actor hostname fifi’& ResumeActor, B3LIERI%AZEIE 52 worker,

SR ¥
EEMAIEESEZE. RTHEE. ATEEMRER agent runtime, HRZLHAEBED agent IRIERE, 4%k

%& agent-sandbox 3 OpenShell; BEEERNEK=ESHEF warm pool, L5EF agentcube; EEIE
sandbox HORMEMNNEIE, BHENN agentgateway / ai-gateway,
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vLLM

2026-09-14 AEE D HrIRER: src-vllm-architecture, HEAD dc36fcce90, ] upstream iR
#3P7F [lm-inference-serving-project-map #9 “H#i Lz (2026-09-22) 7 Vi,

UC Berkeley Sky Computing Lab FF/RBI LLM #3285 serving 512, Apache 2.0, &F1E paged-
attention SIAFFREFR (SOSP 20231EX) , EBAIRI ZFERAK LLM serving HE5RZ—

—EEEfL

LLM serving B"SESLAmERELL" . F paged-attention £ KV E1FAR AEE ANGIZIE/MIE block (Lt
OS E1EH ™) , Hi&id block table ZEizM4T; E{K block A/NEURTFEZE. attention backend Fhk7s,
X GPU EFEM &R seq_len TS ER 24 25 block £EE + block table BRES", ItHFMHEHET
HuggingFace transformers, /538 sglang / TensorRT-LLM / TGl #F3E vLLM 2 3$47,

=/ NRTE

API / Offline LLM — V1 Engine Core
— Scheduler: token budget. waiting/running
—— KV Manager: block allocator. block table
L— Model Input: sampling / attention metadata

J
GPU ModelRunner — Attention / Fused MoE
!
TP « PP « EP - DP — Sampler — Stream

KiBeEH (5 sglang XfER)

HE vLLM sglang

KVE | EEX/N89ZLE/IE block + block table

P . .
SR (o IM&ERE /backend/Hi) token & (radix-attention)

g block MAKE; RKEFRIEHDN partial

- . . FEESI X =B85 share

= block TESEEIFTAETE £ R = §

7 7185 EAGLE / NGRAM / MTP / DFLASH
B EAGLE / Medusa (‘D& Wz ( / /MTP/ /
5 Standalone / %2 EAGLE / v2)
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LS

P/D 52
B
Attenti
onfg
i
g5k
Hid
1IN
(|

Esfaticd
(i3

E

52

FEE

VLLM

1®1Z KV connector 2 backend-specific
ERIEN; BAAE/TEB R FRPME

release/backend 3&3iF

FlashAttn / xFormers / TorchSDPA

outlines

OpenAl

A (HF REF2%H)

=)

sglang

@32 transfer backend & backend-specific ££5%
EN; BRE/IEEBEHRIZME release/
backend &3

10+ 5%

4 backend

OpenAl / Anthropic / Ollama / gRPC / Engine

Ascend NPU —&E 2R

B

+ 2023-09: VLLM 0.1 %75, X "Efficient Memory Management for Large Language Model
Serving with PagedAttention" (SOSP 2023)

- Bl BEESTUBES|IN LLM KV cache, BT
- RFEFE: HuggingFace TGl. Ray Serve. Anyscale. Together Al EEETF vLLM HFZHFL; JLF
FF&E"LLM as a Service" =@ baseline

5 SGLang WER R (BT sglang Z214531f)

* VLLM PagedAttention f&£F8 block table: FEEKX/NBVIZLE KV block BRETEIHIE KV block; BfA
block K/NFIFABETHREECE. attention backend ShrASTISH

+ VLLM PrefixCache #& block IARHEE . REFRIEH partial block EZERIRIEELEZE A ;
SGLang radix fZHF7EEE token 185 split
- VLLM B#2E S scheduler + tokenizer + worker Z4#2; SGLang 4 #iZR P k&

« VLLM ANERIBE SIS . EAGLE + Medusa; SGLang 7 &%
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£ M4 IRt E PR U &

VLLM {iIF engine B, fFIERAE. BEHIT. attention backend FlZsith KV EIE; IMNERERBSHE
Shi 48 9ME serving B&IE, ERTRIAFRM llm-inference-serving-project-map, A&E%EEN lm-serving-
engine-selection-map,

5 KVCacheD BUERX R

kvcached {ii-F vLLM B KV physical backing T/&, & EngineCore. Scheduler. paged-attention
3¢ attention backend, EiBiIhA 1k patch:

+ F ElasticBlockPool #E BlockPool B9 block/APC/ref-count 3244;

+ £ GPUModelRunner ##17 VMM-backed KV tensor F 4+ 4B R4 bind_kv_cache;

+ T£ EngineCore/coordinator 5 GPU worker 73##28Y, £ TP/PP Unix socket[E*¥ map/unmap;
- EHEYIE AR FER YA al locate_slots() -> None, itER4 scheduler preempt/retry;

- queued/async batch T4t worker barrier, B physical page.

At vLLM & “requestEEMLLZiEblock” , KVCacheD & “XLblockFFEVMM page HaiEEHER
VRAM backing” . SEEEITHRBRSTI kvcached-sglang-vllm-knowledge-system, JRESIEHEIL src-
kvcached-architecture,

EESAlE

- %OEE: paged-attention

« FEXR: sglang

- BESIFHR: radix-attention

- {K§fi: flash-attention

- % KV: kvcached. elastic-kv-cache
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vLLM Semantic Router

Semantic Router & VLLM 475 programmable Mixture-of-Models routing and control layer, ZFEi&
i3 ERY OpenAl/Anthropic-compatible endpoint iF[A]E, Router IRIEIERIFIEIEZEH A SEESI KRR

R [B)

MARRIE “ERFEEETRE. SROFAR. HBRATERLER. FETE/MER/MIENASEE
777 BERES7E S3EEH, Semantic Router 3 intent. difficulty. context. modality. identity. risk
0 system state Li—RITIEKEEFo

PZIDHR

Recipe/virtual model AT EMIEMEEY, specialist. cascade 3% bounded multi-model workflow, ki
A0 retrieval. memory. tools. caching. guardrails # verification,

b oyt

©RE model/ability/recipe, AEA Envoy SIEE! server, HAREE 15 K8s pod endpoint picking,
FEMA/FREREELE routellm; FE KV, PAFI. InferencePool endpoint & llm-d-router,

£ src-semantic-router-architecture. src-k8s-gateway-routing-comparison,
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vLLM Semantic Router Z2¥9 51& 1+ B RO

vllm-project/semantic-router @ vLLM &7 system-level intelligent router, B4R KV cache
locality, MRHIERIEX/HN/AZEEEFIM mixture-of-models R, BB 200MB, 2RI ingest-
codebase 4&/)\El src/semantic-router. Go/Rust bindings. config. deploy/operator. dashboard/
README FEZ il

PZIDZRIE

user / API surface

|
| “vllm-project/semantic-router’ & VLLM 47ZSHJ system-level intelligent route... |

T

v

]
core implementation: "src/semantic-router’, ‘config/**" -+ '*-binding/

* kN |

<

|

“deploy/**" | | ‘dashboard/**"

- —

v
v |
| selected value: routing / serving / dashboard / graph layer for current wiki |
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RIRD =

E/Bx RE

src/semantic-router, config/** BN I ZEMNREILE,

*-binding/** Candle/ML/NLP/ONNX/OpenVINO SR /f& B 48TE o
deploy/** K8s/operator/helm/kserve/local ZhE,
dashboard/** EERME, ik first-admin setup EE18%,

RIBEHER

1. 3&K#E N router,
2. router 3%EBX config A algorithm/decision/signal/knowledge base,
3. embedding/classifier/binding =4BEXES, EFEE! /endpoint,

iR
- B E&HF KV-aware routing 2 FEEE, AJEINEREERE.

* % binding HEAEIERRFRINIER/FIEEE 4,
- dashboard/operator &REAE1EM library EREF & HH,

X EEE (L

#0 RouteLLM #BLL, semantic-router B T21L/ RS 1L; # llm-d-router #ELL, TIRIBN/MRRIRE, FiI%
pod load/KV locality,

P SHEEE

+ GitHub ¥R SIEKRS: src-github-stars-backlog-current-state
- EBIMIE]: github-stars-backlog-implementation-map
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VLLM ZR7%4 SR L 1L

JE3Z: raw/vllm-architecture-analysis.md « € : /Users/zhenyu.jiang/vllm « FrZ: local
HEAD dc36fcce90

—AEE L

llm BS&M LLM serving 5|2 LA paged-attention BIE KV block, LA continuous batching. 4&iF/Fl

‘S ernel #1 TP/PP/EP/DP ¥ BHIERE5HM,

PZIDZRME]

Client / OpenAI API

| request / stream tokens

| API Server / LLM entrypoint \
| request validation - tokenizer - output streaming - metrics |

| IPC / multiprocessing

V1 Engine Core |
Scheduler — Sequence groups — KV cache manager / block table |

' » Model input / sampling metadata

| collective / IPC

373



GPU Worker(s): ModelRunner |
embedding — transformer blocks — attention backend — logits |
| | | |
\ — TP all-reduce / all-gather |
\ — PP send / receive between layer stages |
\ — EP all-to-all for MoE experts |

| token ids / Llogprobs

|
Detokenization / output processor — API stream

ERS KV #3ER

IR

|

— tokenize, i+& prompt token 5EJEH prefix hash

|

— Scheduler 3% token budget 3%#¥ waiting/running &K

| — # block table = 2 prefill Kepdhy suffix

| L— képrh — 9 KV blocks; ZEAREN eviction / Z4F

|

F— Prefill: #tZ418 prompt, BN paged KV cache

|

— Decode: B ATLKEFRFTIEM— token; FFFFIRIFERIAIN, STRFEFIFRR blocks
| L— continuous batching + chunked prefill F# TTFT 5 ITL

|

I attention backend i&@iZ block table gather K/V, ¥11T fused attention
|

L— logits — sampler — detokenize — stream; {21L/RFIEIUX sequence 5 KV blocks

HIERAER

+ KV: PagedAttention i/ RE¥F S5ohSE4<; Prefix Caching 2 F5E%8 KV block; offload/

connector ¥ & GPU Z5MNYAE; FP8 F KV dtype LUEEMRABE,

- ESHL: §1I% token budget JARE; chunked prefill 5 decode 3%, i TTFT. ITL. &HBA

HIF o
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- B4&: attention backend. CUDA Graph. torch.compile fusion. RMSNorm/ROPE/KV B N\

Fused MoE B&{& launch 5hig] tensor F s,

- H17: TPYIEARMNE, PPYIE, DP EHIiEE, EP 5% MoE £X; R@{5#FMI batch shape JRE

B stiat.

e Siaany

Engine Core BEIIRTS. FREA KV; GPU worker 3317, FREMBEAE/HITIHR,
ElE block #EXRIFUNBIARFEIE; X2 prefix sharing 3 block AR &2,
Eima &, ARFEEM. shape # prefill/decode M ERER AR kernelo

(AT ESTEd =t

Engi

—

N T A

Engi

neCore.step()
Scheduler.schedule()
KVCacheManager.allocate_slots()
Schedu lerQutput
GPUMode LRunner .execute_model ()
_prepare_inputs() / attention metadata
Attention backend
sampler
Scheduler.update_from_output()

neCore.step()

—— scheduler.has_requests()
— Scheduler.schedule()

— new_step_starts()

— %5BF running requests

— EM waiting queue admission

—— KVCacheManager.allocate_slots()

— Z[EARE — preempt lowest-priority / tail request
— 45§ SchedulerOutput

— model_executor.execute_model(non_block=True)
— future.result() / sample_tokens()
L— scheduler.update_from_output()

wait

loca

ing Request
! get_computed_blocks(request)
L prefix hit + external connector hit
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d
num_computed_tokens / shared_prefix_boundary

! allocate_slots(num_new_tokens, num_lookahead_tokens)
|

BE block | &% block

[

|

| iR[E] new_blocks | ¥E#E running victim
| | _preempt_request()

|

J

Schedu lerQutput.req_to_new_blocks
d

GPU ModelRunner 5N\ KV block table

VLLM V1 F request B9 num_computed_tokens #—3#&ik chunked prefill. decode I speculative
lookahead; KV admission 5 preemption 7£ schedule() R5ER. Attentioni@id selector %%
FlashAttention. Flashinfer. Triton Z/Fim; P/D. CPU offload #1izix KV 3@3d KVConnectorBase_V1 #Y
scheduler/worker metadata 03\,

5 SGLang RYABESEIRATEE

YHE vLLM SGLang

Scheduler event loop + run_batch
FEF EngineCore.step() P - /
process_batch_result

Batch ¥k
SchedulerQutput + request state = ScheduleBatch + mixin/£A 4
KV block table / coordinator radix/unified tree + token pool
lookahead slots + proposer/ . .
Spec . BaseSpecWorker + spec_info + target verify
verify
Attention  selector/enum/class registry + forward-mode backend selection

TP /PP /EP / DP AEBER{Z

initialize_model_parallel(TP, PP, DP, EP)
! process groups / rank mapping
Transformer block
— ColumnParallelLinear — local shard
| L— optional all-gather
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— RowParallelLinear — local partial output

| L— tensor_model_parallel_all_reduce

— PP stage boundary — send/recv intermediate tensors
L— MoE gate — expert token dispatch all-to-all

2

logits / sampler — DP shard gather or rank-local result

EBANO: distributed/parallel_state.py:1977. distributed/communication_op.py:12-31.
mode l_executor/layers/linear.py:428/1621. vl/worker/gpu_worker.py:1179/1216. layers/
fused_moe/all2all_utils.pyo

EESAliET

» vilm

+ paged-attention

+ radix-attention

+ llm-inference
« inference-routing
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